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ABSTRACT  

This paper is about the "Data Ingestion Auto Pilot - DIAP" custom step which is freely available in the 
public GitHub SAS Studio Custom Step repository for download and runs on Viya 4. One of the highlights 
is that DIAP automatically determines the separators (comma, semicolon, pipe, tab, exclamation mark, 
hash, blank) when ingesting a text file and can deal with XLSX, JMP, SHP, JSON, XML, CSV, TXT files. 
This list is constantly expanding. DIAP can handle most exceptions which will be outlined more in detail 
during this paper. 

It has been interesting for me to observe (first within myself, but then also with others), that the task of 
ingesting external files often comes with a form of frustration and can form a stumbling block in the 
progress of a project. 

Even though there are many out-of-the-box capabilities for importing external files (making it supposedly 
easy), in many cases there is more to be done. It quickly becomes cumbersome when there are many 
different files to be read in.  

Sometimes reading in even only a few files can cause headaches, because there are impurities in the file 
(on the meta level, but also in the actual content) that can cause unexpected outcomes. In some cases, it 
might be required to go through a whole directory tree to read in all files.  

After dealing with similar issues repeatedly, I was determined to create a tool to resolve them. My nature, 
that I must automate something when I must do something twice, took over - DIAP, the Data Ingestion 
Auto Pilot was born. The purpose is to take care of those re-occurring headaches in an automated way. 

INTRODUCTION  

 
Before we dive into DIAP, let’s quickly talk about SAS® Viya® and SAS Custom Steps.  

SAS® Viya® is a cloud-native, AI-powered analytics platform that enables users to access and analyze all 
types of data, from any location, using any device. It is built on the latest technologies and offers a wide 
range of capabilities. It is the new go-to platform for SAS. Found out more about it here. 

SAS® Studio is a powerful and easy-to-use web-based interactive development environment (IDE) that is 
included with all SAS Viya offerings and can be used by users of all skill levels, from beginners to experts. 
You can think of it as the Enterprise Guide in the cloud. It provides users with everything they need to 
develop and manage SAS programs and projects. 

For low-code/no-code users, SAS Studio comes with SAS steps, that are encapsulated SAS programs 
that can be easily used in a flow by setting a few parameters with an UI. SAS steps come out-of-the-box 
with Viya, and their availability is expanded continuously.  

Custom Steps allows the SAS Studio user to create their own SAS step. With that any functionality can 
be made available easily to low-code/no-code users by more experienced SAS programmers. This can 
be very helpful within a company. 

The public Custom Step GitHub repository is a grassroot approach managed by SAS, so that anybody 
can add functionality and improve the Viya experience even further. 

DIAP is one of the custom steps available in the GitHub repository. 

What are the DIAP Features? DIAP only requires pointing to a root directory. After that it will traverse all 
directories and subdirectories, if desired, finding all available external files, and then making all of them 
available in the SAS ecosystem. This could be in a CAS library or a Compute library. It can run in its 

https://www.sas.com/en_us/software/viya.html
https://github.com/sassoftware/sas-studio-custom-steps/tree/main/Import%20-%20Data%20Ingestion%20Auto%20Pilot%20DIAP%20Light%20for%20External%20Files
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default settings, and only one parameter needs to be set to get going: the root directory from which to 
ingest the text files. 

The beauty of DIAP is that it will attempt to read in all the files it can find while automatically taking care of 
all the things that usually cause headaches, such as: 

• Creating: 

• Suitable target table names that adhere to SAS naming conventions. 

• Suitable variable names taking care of “weird” characters (like: $,@&%, et al), if desired. 

• Dealing with: 

• Missing variable names and/or missing values for an entire column. 

• Unwanted characters in text files that can cause an error prone import (e.g., carriage returns in 
comment fields). 

• Very wide files (10,000s of variables). 

• Trying to guess if data starts in row 1 or row 2. 

• Checking for “all numeric values” in a character variable, and allows to transform into a  numeric 
variable (happens often with “quoted text files”). 

While the naming of target tables and variable names happen automatically, there are many ways to 
influence the naming to adhere to the SAS naming conventions and personal preferences. DIAP is also 
equipped to deal with fixed width files, and to read in XML files. 

AND THERE IS MORE - DIAP REFERENCE TABLES 

DIAP is doing all of that while keeping track of the operations using reference tables that are 
automatically created, either locally, or in a central location.  

• One reference table helps to show which source files were loaded into which SAS tables on what 
date.  

• The other reference table keeps track of required variable name changes and makes sure that newly 
created variable names stay unique.  

DIAP automatically determines the separators (comma, semicolon, pipe, tab, exclamation mark, hash, 
blank) when ingesting a text file and can deal with XLSX, JMP, SHP, JSON, XML, CSV, TXT files. This 
list is constantly expanding.  

Also, using the newly created “Guided Automated Execution” mode of DIAP, it allows to specifically point 
to files across SAS Server and SAS Content at the same time and read them in as provided in the control 
file. 

IT IS VERY EASY TO GET YOUR HANDS ON DIAP IN VIYA 4 

DIAP is available as a custom step, which means it only needs to upload the “step” file somewhere into 
SAS Content, and it becomes automatically available under “Shared” Steps in SAS Studio.  

The custom step can be downloaded here: 

https://github.com/sassoftware/sas-studio-custom-
steps/tree/main/Data%20Ingestion%20Auto%20Pilot%20DIAP%20Light%20for%20External%20Files 

While DIAP helps to drastically reduce the time to get insight into new data (from weeks down to hours), it 
also supplies all the functionality necessary to use it for regular scheduled imports. It can be set up so 
that it only imports those external files that were updated since the last import. 

  

https://github.com/sassoftware/sas-studio-custom-steps/tree/main/Import%20-%20Data%20Ingestion%20Auto%20Pilot%20DIAP%20Light%20for%20External%20Files
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HOW DOES IT WORK TO INTERACT WITH DIAP? 

I am glad you asked! Following are a few screenshots of the user experience when using the custom 
step. Each screenshot shows one of the available tabs in the custom step. 

ESSENTIAL TAB 

It is possible to run DIAP by just setting one parameter in the “Essential” tab: It is the very first parameter 
where you select the root directory of where the files are located that you want to ingest. This could be a 
directory on the SAS Server or SAS Content. 

Usually, it is helpful to change the target directory from the “work” default setting to a persistent library. 
But for testing purposes, you can also just go with the default setting. 

Please see Figure 1 as the screenshot of the “Essential” tab. 

 

Figure 1: Settings in the Essential tab. 

Check out the different execution modes, which are explained further down. 

GENERAL TAB 

Here are a few settings that control the general flow of DIAP. Most of them speak for themselves. 

Please see the screenshot in Figure 2. 

 

Figure 2: Settings in General tab. 
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SOURCE SPECIFIC TAB  

These settings control the execution with regard on how to handle the source files that are waiting to be 
read in.  

Please see the screenshot as shown in Figure 3. 

 

Figure 3: Settings in Source Specific tab. 

This section also allows some manipulations on the source files so that the data can be read in correctly, 
e.g., replacing carriage returns in description or notes fields, or checking for numeric fields in case DIAP 
must deal with a quoted csv file.  

The screenshot shows that DIAP allows many ways to influence the created table names and variable 
names. It also shows how a check for certain characters can be initiated so that the import process is 
flawless. In this case as can be seen in the screenshot DIAP is checking for carriage returns, that could 
occur in comment fields, and replace those characters with a Null character. 
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TARGET SPECIFIC TAB  

Here are all kinds of settings available that control how the data is stored in the destination.  

Please see the screenshot as shown in Figure 4. 

 

Figure 4: Settings in Target Specific tab. 

 

The screenshot shows that DIAP allows many ways to influence the target table names and variable 
names. 

ADMIN TAB  

Some administrative settings control where to store the generated metadata, and where to store the log 
file of a run, and some other useful settings.  

Please see the screenshot as shown in Figure 5. 

 

Figure 5: Settings in Admin tab. 
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ABOUT TAB  

This tab contains all the necessary information for using DIAP. It also contains a description of all the 
parameters.  

Please see the screenshot as shown in Figure 6. 

 

Figure 6: Settings in About tab 

For a deeper look into all the parameters, please check out the README file in the GitHub repository. 
Most of the information is self-explanatory.  

  

https://github.com/sassoftware/sas-studio-custom-steps/tree/main/Import%20-%20Data%20Ingestion%20Auto%20Pilot%20DIAP%20Light%20for%20External%20Files
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TAKE A PEEK - DIAP IN ACTION 

DIAP has various execution modes. The following section describes potential workflows for each 
execution mode. 

HOW TO RUN DIAP WITH DEFAULT SETTINGS  

The following animation shows a potential workflow when running in default settings. Only set the 
parameters in the "Essentials" tab and hit run:  

The workflow could look as follows: 

1. Find DIAP in the Steps panel on the left in SAS Studio and drag and drop it into a flow. Then in 
the Essential tab select the top-level directory from where you want to start to ingest the text files 

 

Figure 7: Running DIAP (1) Fully Automated. 

2. As you can see from screenshot in above figure, we will read in files from different types, also 
some fixed width files (see more details here), files with very long variable names with weird 
characters in there, files with missing variable names and other. Also be aware about the various 
execution modes. (1) does everything for you, and you can just enjoy the results, (2) will give you 
more control of various aspects of the ingestion process. (3) and (4) will help you to create 
templates for the control of a guided automated execution and reading in fixed width files.  

 

Figure 8: Only set one parameter by selecting the top-level directory. 

3. After just selecting the top-level root directory, DIAP can be executed. After the process finishes, 
there are 2 log control files in the target library (when keeping all the default settings that would 
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be in the work libname). Please see the chapter “Taking a look at reference tables” for further 
details. 

4. As you can see from the screenshots, all the parameters to fine tune the run of DIAP are spread 
out over various categories that help to more quickly find the appropriate setting. See the 
screenshots in previous chapter to get an overview of the available settings, or go for more 
details to the GitHub repository. 

5. Here is an additional example, when, for example, you provide certain strings in the “Target 
Specific” tab, which can be specified to either cut out certain strings from the filename, or from the 
variable name. See the following screenshot: 

 

Figure 9: Examples to cut out character strings from filename (“_test”) and variable names 
(“variable” and “fmbrdr_”). 

 

Figure 10: Screenshot of variable dictionary that shows how "variable_" was cut out in the 
"new_varname". 

 

Figure 11: Screenshot of the upload dictionary that shows how "_test" was cut out from the target 
table name. 

https://github.com/sassoftware/sas-studio-custom-steps/tree/main/Import%20-%20Data%20Ingestion%20Auto%20Pilot%20DIAP%20Light%20for%20External%20Files
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HOW TO INGEST FIXED WIDTH FILES  

Reading in fixed-width files is made easy with DIAP. It requires a specific named control file 
("_DIAP_Special_File_Definition.csv") to be available anywhere in the directory tree of the selected root 
directory, and with that DIAP will first follow the instructions in that control file, and after that read in the 
non-fixed-width files automatically.  

Additionally, DIAP supplies the option to create a template control file for you (DIAP execution mode #4), 
which can then be placed somewhere in the directory tree where DIAP can find it. 

The following animation provides more insight about a potential workflow: 

1) See how the instruction file “_DIAP_Special_File_Definition.csv” is placed under the target root 
directory. 

 

Figure 12: Screenshot that shows a potential location of the control file. It can be anywhere under 
the target root directory. 

2) See here how the Instruction file can look in detail: 

 

Figure 13: Detail look into the fixed width control file. 

You can see how the directory column shows DIAP where to find the fixed width file. And then under 
filename, the complete filename can be provided, or if convenient, just supply the beginning of a filename, 
and DIAP will read in all the files start out the same in the same way as defined in this file. 
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3) When DIAP is executed, it will check first for the existence of the instruction file. If so, it follows 
first all the instructions in there, and will find all the fixed width files as indicated in the instruction 
file. 

4) After that DIAP continues to read all the other files in an automated way following the settings in 
the tabs.  

INGESTING EXTERNAL FILES USING GUIDED EXECUTION MODE (SEMI-AUTOMATED)  

The guided execution mode in DIAP allows to a more selective ingestion of external files with more 
control for the user. This mode uses a control file in csv-format and DIAP will create a template for you. 
Please see the animation to find out: 

• how to create the control file with DIAP support. 

• how to use the control file for the guided automated DIAP execution. 

The guided execution mode also allows to read in file from all accessible directories, even if they are 
spread out between “SAS Server” and “SAS Content”. 

Here is a potential workflow: 

1) If the structure of the control file is not known, a template can be created by selecting (3) for the 
DIAP execution mode.  

2) Select a directory where to store the template,  

3) after the process finishes download the template to your local computer, add the content needed 
to ingest all files. See screenshot below as an example: 

 

Figure 14: Example of the control file for the (3) guided execution mode. 

If you want to read in an excel file, you need to add a row for each sheet of the excel file that 
needs to be read in. This allows a better control of what should be read in by DIAP. 
Then in “is_in_SAS_Content_flag”, you let DIAP know if that file is in SAS Content or not. You 
also provide if the file contains the column names, and you can explicitly provide the delimiter. If 
no delimiter is provided, then DIAP will attempt to guess it similar to the automated mode. And 
last but not least, a target_table_name can be provided, or when left empty, DIAP will create an 
automated name similar to the automated mode. 

4) After the excel file is filled out completely, upload again to the system and select (2) as execution 
mode for DIAP.  

5) Now select the just uploaded control file and execute DIAP.  
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TAKING A LOOK AT THE REFERENCE TABLES - FLAG FOR SUSPICIOUS SOURCE FILES  

Watch the following animation to explore the reference tables. The flag "check_source_file_flag" is helpful 
for suspicious files in the upload_log table. This points out certain source files that might need some 
adjustments or should be skipped. Examples for adjustments are when column names in Excel files go 
over multiple rows, or when csv files contain header information, etc. 

1) The reference tables are typically stored in the same library that is selected as the target library. 
There is also an option that allows users to store the reference tables in a central location. With 
that all the uploads are stored in the same spot.  

2) DIAP creates 2 log control files in the target library (when keeping all the default settings, which 
would be in the work libname).  

3) One of the tables is the “upload_log_<<libname>>”, in the default case then “upload_log_work”. 

See screenshots below on how the structure of that table looks like.  

  

Figure 15: Example of the upload log reference table (1/3). 

 

Figure 16: Example of the upload log reference table (2/3). 

 

Figure 17: Example of the upload log reference table (3/3). 
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Figure 18: Example of a suspicious file, called out by the "check_source_file_flag" in the upload 
log reference table. 

The _upload_log_work dataset contains all the important information needed to track the upload. 
Most of the columns that can be seen in the above screenshots speak for themselves.  

A very helpful column could be the “check_source_file_flag”. If one of the source files has a “1”, 
then that could indicate that something suspicious is going on with that source file. E.g., in the 
above case, the excel sheet as indicated in the log file, has the variable names spread out over 2 
rows, which prevents a correct ingestion of that file and can cause unwanted results. This helps 
to quickly identify files that are important to check on the source files and make either 
adjustments to those files or communicate to the client and ask for a new version of the source 
files. 

4) And the other table is the “_variable_dictionary_<<libname>>, the in the default case it would be 
called then: “_variable_dictionary_work”. This table keeps track of variable names, in case DIAP 
needed to shorten the variable names. 

 

Figure 19: Screenshot of the variable dictionary reference table. 

You can see how DIAP provides the “original_varname” and the “new_varname”, especially here 
how very long variable names are treated, how DIAP adds a counter and keeps track of the 
changes, and how DIAP removes weird characters from variable names.  
So, if during another download of another file any of the original variable names matches the 
ones already in this dictionary, DIAP will assign the same “new_varname”.  

  



13 

WHERE CAN I PLAY AROUND WITH DIAP?  

Everything you need to run DIAP is available on GitHub here. There is a readme file with more 
information about all the parameters (look under “Parameter Overview”).  

CONCLUSION 

Please don’t hesitate to download DIAP and play around with it yourself. I am convinced you will agree 
that this is the easiest way to read in files. It will greatly help you to get better, more valuable insights in a 
much shorter time frame compared to other methods. 

If you have some new feature ideas, get in touch with me, write to my email, or use the GitHub features to 
add your ideas.  

CONTACT INFORMATION 

Your comments and questions are valued and encouraged. Contact the author at: 

Stephan Weigandt 
SAS Institute Inc.  
stephan.weigandt@sas.com  
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