
   

 

 1 

Paper 154-2023 

From Interactive Mapmaking to Beautiful Geospatial 

Visualizations: Harnessing the Power of Python and Google 

Earth Engine for Extracting, Analyzing, and Visualizing High 

Resolution Spatiotemporal Data 

Ryan Paul Lafler,  

Premier Analytics Consulting, LLC. 

Anna T. K. Wade,  

Premier Analytics Consulting, LLC.  

Abstract 
Google Earth Engine is a powerful cloud-based storage platform for accessing publicly available geospatial 

data from third party sources, including satellite imagery, geophysical, socioeconomic, climatological, 

census, and meteorological data measured over time for academic-use, personal-use, research, and 

business applications. Through a combination of beautiful visualizations and easy-to-implement Python 

code, users will be given the tools to conduct their own analysis with Google Earth Engine. 

Using the intuitive Python API, along with a suite of visualization packages and map-making libraries 

available for Python, this paper showcases methods for accessing, querying, extracting, and visualizing 

Earth Engine's spatiotemporal data to develop interactive maps. Optimized techniques permitting 

intensive spatiotemporal analysis on large, complex datasets are introduced through server-side 

operations in Google Earth Engine. 

By the end of this Paper, users will feel comfortable setting-up, configuring, and linking Earth Engine to 

Python, become acquainted with commonly-used formats for storing various types of spatial data, 

understand methods for querying, selecting, uploading, and exporting datasets from Earth Engine, 

effectively visualize high resolution spatiotemporal data using Python's Geemap package, and be able to 

conduct analysis using server-side operations to efficiently complete resource-intensive tasks. 

1. Introduction 
Google Earth Engine boasts a complete GIS cloud platform storing petabytes of accessible spatiotemporal 

data that allows users to query, filter, reduce, mosaic, and download raster and vector file data pertaining 

to climatological, environmental, socio-economic, geographic, and geological research. In addition to 

third-party data, users can upload their own assets to Earth Engine utilize Google’s distributed cloud 

computing for efficient GIS processing and scalable spatiotemporal analysis.  

This paper introduces users to fundamental operations in Google Earth Engine through its Python API.  

2. Preliminaries 
Before delving deep into the Python code for Earth Engine API requests, let’s discuss the process of 

creating, configuring, and connecting your Google account to Google Earth Engine, requesting a unique 

API key for an Earth Engine Project, and establishing an active connection between Python and the Earth 
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Engine Project. We’ll also walk through the installation of Python with Jupyter Notebooks. Furthermore, 

we’ll discuss the applications of modern-day GIS (Geographic Information System) software and the 

purpose underlying spatiotemporal data analysis.  

The examples highlighted in this paper are a mix between structured and unstructured formats, common 

for most geospatial data, where observations can constitute geometric shapes and boundaries, individual 

pixels in images, and/or points dispersed at specific locations overlaid on some coordinate plane. More 

information about the fundamental geospatial datatypes and their filetypes is provided in the following 

subsections. 

Setting-Up a Google Earth Engine Account 

Since Earth Engine is licensed and operated by Google, any user with a free Google account can authorize 

a project with Google Earth Engine. To register a Google account and create a Project, visit 

https://code.earthengine.google.com/register, and sign-in to your Google account. Users are given a 

choice between the Noncommercial and Commercial license—any for-profit activities require the 

Commercial (Paid) license. Educational, research, non-profit, news media, and self-training all fall under 

the Noncommercial (Unpaid usage) license. This Paper assumes that users select the Noncommercial 

license. 

Earth Engine then asks for a unique Project identifier, including an optional name for the Project, which 

can be customized by the user. Once the Project is submitted and the user’s account authorized, the user 

is then redirected to Google Earth Engine’s default JavaScript code editor interface.  

After completing these steps, the last component is requesting the user’s unique API key, accessible from 

following the link, https://developers.google.com/earth-engine/guides/app_key, and clicking the “Create 

API Key” button. Once clicked, the user must select which Project to generate the API key for and accept 

Google’s terms and conditions for Noncommercial use.  

Congratulations, you’ve successfully generated your API key! A good piece of advice: never share your API 

key with anyone (even inside of code scripts). Keep it hidden from the public and restrict it to only your 

personal use. 

Installing Python and Connecting to a Google Earth Engine Project 

Two Python environments were extensively tested and used by the authors: (1) Google Colab and (2) 

Jupyter Notebook, with both executing requests to Google Earth Engine using its Python API and 

outputting interactive mapping results.  

Google Colab offers a cloud-based Python environment that runs entirely on Google’s servers. The free 

version of Google Colab restricts the CPU and GPU expenditures of the paid version and requires an active 

internet connection for the kernel to run. Libraries and packages need to be re-installed every time the 

Python environment is initialized (closing or opening the file) using the package management system pip. 

Despite these drawbacks, Colab still offers a flexible environment that performs well on all systems 

regardless of their CPU and GPU specifications.  

The preferred Python environment, in the authors’ opinions, is Jupyter Notebook due to its open-source 

roots, flexible programming environment, and ability to maximize the user’s CPU and GPU capabilities on 

their local system. Jupyter Notebook is also more suited for developing frontend applications to interact 

https://code.earthengine.google.com/register
https://developers.google.com/earth-engine/guides/app_key
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with backend processes (including interactive mapping interfaces) which Colab can struggle with. Given 

these advantages, Jupyter Notebook is the Python environment used in this paper. 

Installing Jupyter Notebook requires downloading the latest stable version of Python to your system, 

running the Python installation file, checking the “Add python.exe to PATH” option, and accepting the 

default installation. Once Python is installed, access your system’s Terminal (CMD for Windows) and type 

the following commands as shown in (2.1): 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Terminal Code (2.1) | Checking Python Version and Installing Jupyter for Python 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
> python --version 

> pip install jupyter 

 

Running this in your system’s Terminal installs Jupyter for your Python version. After this, create/select any 

folder on your system to store the Jupyter Notebook and then launch the Terminal in that specific folder 

(right-clicking and selecting “Terminal”). Once the Terminal is opened, type the following command (2.2) 

to initialize a Jupyter Notebook in that folder: 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Terminal Code (2.2) | Creating a Jupyter Notebook Inside of a Specified Folder 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
> jupyter notebook 

 

Running (2.2) opens a Jupyter Notebook in the specified folder of the user’s system and redirects them to 

Jupyter’s HTML interface. All Python files are saved with the ipynb extension, allowing files to contain 

combinations of code, text, output, and widgets saved from the Python script. 

After creating the new ipynb file in the user’s Jupyter directory, open the file and install the Earth Engine 

API package for Python using pip and import the Earth Engine module to your active session, as shown in 

the Python code below: 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (2.3) | Installing, Loading, Authenticating, & Initializing Earth Engine 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# PIP Installation for Earth Engine API 

%pip install earthengine-api 
 
# Import Earth Engine (`ee`) module: 

import ee 
 
# Authenticate and Initialize Earth Engine connection: 

ee.Authenticate() 
ee.Initialize() 
 

Running the Python code in (2.3) prompts the user to sign into their Google account and authenticate 

their API key. This verification only needs to be completed once per week. All Earth Engine functions and 

objects are stored in the `ee` module. 
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Overview of Spatiotemporal Datatypes, Filetypes, and Real-World Applications 

Spatiotemporal data is a fancy term describing georeferenced data that is recorded over time. A few real-

world applications of spatiotemporal data include: 

▪ Monitoring monthly temperatures recorded across Earth’s climate,  

▪ Pinpointing specific locations of weekly wildfire incidents,  

▪ Tracking election results in U.S. counties from different years,  

▪ Identifying profitable neighborhoods for a business to expand its market to,  

▪ Assessing vulnerable communities threatened by severe flooding,  

▪ Visualizing satellite imagery to examine the health and quality of surrounding vegetation. 

Mapping the earth from a 3D-sphere onto a 2D-plane requires projecting the coordinates to a lower 

dimensional space (removing the third dimension), resulting in some loss of spatial information. There are 

over two hundred valid map projections to choose from, with some projections working better for certain 

locations than others. Settling on a map projection is a constant battle of tradeoffs, with certain projections 

sacrificing continental land area accuracy for accurate spatial positions, others trading accurate distances 

for correct continental shapes, and so forth.  

Longitude and latitude positions are expressed using the World Geodetic System modeled in 1984 

(WGS84), which can be projected onto 2D-maps using projections including, but certainly not limited to, 

Web-Mercator, Albers Conic, Equal Earth, Mollweide, and Robinson.  

Turning to the data itself, two types of geospatial data formats are commonly used: raster files and vector 

files.  

Raster files are grids partitioned into small, equidistant square cells referred to as “pixels” that are 

measured at some resolution, forming an image out of a variable. Each individual pixel represents a specific 

variable’s data point for the spatial area contained in that pixel’s boundaries. Lower resolution raster files 

appear blocky and pixelated while higher resolution raster files have smoother edges, better image quality, 

and finer details. Raster files are composed of 2D-arrays referred to as “bands” measuring different 

attributes (variables) within the raster file’s extent.  

Raster files are saved in several formats ranging from GeoTIFF, NetCDF, and PNG (along with a geographic 

reference) files. These formats embed band resolution, projection information, and the extent of raster 

coverage so that GIS packages can correctly display the data for each of the raster file’s bands. 

Vector files, unlike raster files, define specific geographic locations, boundaries, and/or regions using 

geometric collections containing points, lines, and polygons. Vector geometries are often represented as 

tabular data structures where rows represent geometries and columns denote the attributes (features) 

describing each geometry.  

Several formats exist for storing vector datasets including CSV files (point locations), ESRI Shapefiles (point 

locations, line boundaries, and polygon regions), Google KML files (line boundaries and polygon regions), 

and the easy-to-interpret GeoJSON files (point locations, line boundaries, and polygon regions). 
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3. Querying Data from Google Earth Engine 

A Gentle Introduction to Earth Engine Querying 

Google Earth Engine contains a wide-ranging selection of datasets covering large swaths of the Earth. 

Working with these massive, multidimensional datasets, sometimes measured at disjoint time intervals, 

requires efficient querying to obtain only the necessary results. 

Optimized for spatial, temporal, and relational querying, Earth Engine’s distributed cloud infrastructure 

gives programmers several options for filtering, selecting, sorting, and manipulating different collections 

of spatiotemporal data. There are two major data collections defined in Earth Engine: 

• ImageCollection: Collection of images indexed by time, location, and bands. Measured at a 

specific resolution (scale) on an equally partitioned grid where data are represented by pixels. 

o Raster graphics appear blocky when viewed at higher resolutions than what they were 

originally measured as—does not scale well to higher resolutions. 

• FeatureCollection: Collection of geographic boundaries, point locations, geometries, and vector 

graphics. Can be indexed by time, location, and tabular attributes. 

o Vector graphics always appear as high quality—scales to any resolution. 

These two data collections store their respective data types. An Image is best represented by a raster file, 

while a Feature represents an observation contained inside of a shapefile or GeoJSON file. A 

FeatureCollection can contain points, lines, polygons, and multi-polygons inside of it as Feature objects. 

In (3.1), the Global Human Modification (gHM) Index, provided by the Conservation Science Partners, is 

retrieved from the Earth Engine Catalog, and stored as an object in Python. Figure 1 shows this specific 

ImageCollection’s landing page in the data Catalog. 

 

Figure 1. Earth Engine Catalog: Global Human Modification ImageCollection 
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----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (3.1) | Retrieving an ImageCollection 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Retrieve gHM ImageCollection from Earth Engine: 
development = ee.ImageCollection("CSP/HM/GlobalHumanModification") 
 
# Print the object's type: 
print(f"Object Type: {type(development)}\n") 
 
# Print the number of Images in the ImageCollection: 
num_images = development.size().getInfo() 
print(f"Number of Images: {num_images}\n") 
 

 

Output Code (3.1) 

The code in (3.1) imports the gHM index using the code snippet from the Catalog page. The output shows 

the object is from the ImageCollection class and contains only 1 Image within it. Do note, however, that 

most ImageCollections usually contain more than one Image inside of them. 

The getInfo() method retrieves the processed API request from Google’s servers and delivers the result to 

the client. For small and moderate tasks, the getInfo() method is fast and responsive. When examining 

multiple Images or running intensive requests, requesting information from the server will result in 

significant decreases to speed and performance. 

Filtering an ImageCollection by geographic areas can be completed using points, lines, polygons, and 

bounding boxes. A bounding box, often abbreviated as BBOX, is a rectangle that encompasses an area as 

determined by its longitude and latitude coordinates. It’s defined by specifying, in this order, the area’s 

western longitude, southern latitude, eastern longitude, and northern latitude—resulting in a rectangle 

encompassing the area. 

The gHM ImageCollection is spatially filtered using a BBOX for San Diego County, California to only keep 

the Images intersecting with the area of interest. Images that are failing to intersect with the BBOX are 

removed from the ImageCollection. The code in (3.2) implements the filter and prints the number of 

matching Images. 

----------------------------------------------------------------------------------------------------------------------------------- --------- 

Python Code (3.2) | Filtering by a Bounding Box 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Define a BBOX for San Diego County: 
bbox_sd = ee.Geometry.BBox(-117.611081, 32.528832, -116.08094, 33.505025) 
 
# Filter ImageCollection for Images Intersecting of BBOX: 
development_filtered = development.filterBounds(bbox_sd) 
 
# Print the number of Images in the ImageCollection: 
num_images = development_filtered.size().getInfo() 
print(f"Number of Images: {num_images}\n") 
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Output Code (3.2) 

Knowing which Images intersect with the BBOX, the next step is clipping the Images to only contain data 

within that BBOX. The clip() method is only specified for individual Image objects, not ImageCollection 

objects, necessitating a method that efficiently maps through all Images without the inefficiencies of for-

loops and redundant client-side server requests. 

The answer lies with Earth Engine’s map() function. It’s defined for ImageCollection and FeatureCollection 

objects and permits parallel processing of functions with Earth Engine datasets. The code in (3.3) defines 

a Python method parametrized by two-inputs that clips an Image to some specified BBOX. This function is 

then efficiently passed to all Images within the ImageCollection using Google’s Cloud distributed 

computing infrastructure. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (3.3) | Defining a Custom Method to Pass to Images in an ImageCollection 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Define a method that clips all Images according to some BBOX 
def clip_image(image, bbox): 
    return ee.Image(image).clip(bbox) 
 
# Map this method to all Images in the ImageCollection: 
development_filtered = development_filtered.map(lambda x:  

clip_image(image=x,  
     bbox=bbox_sd) 

) 
 

Passing a method with more than one-input to the map() function utilizes Python’s lambda function, 

where x represents any Image in the ImageCollection. 

Before visualizing datasets on interactive maps, the ImageCollection needs to be reduced to a single Image 

for display. ImageCollections can be reduced to a single Image by calculating the average, median, first, 

maximum, or minimum of Images in the collection and aggregating them together based on that statistic. 

Since there is only a single Image in the Global Human Development Index ImageCollection, the first Image 

is selected, and its object type then printed to show that it is of the Image class. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (3.4) | Aggregating Collections of Images Together 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Take the first Image from the Collection: 
development_image = development_filtered.first() 
 
# Check the object's type → should be an ee.Image: 
print(type(development_image)) 
 

 

Output Code (3.4) 
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After querying an ImageCollection, we’ll next query vector geographies stored inside of 

FeatureCollections. The FeatureCollection used in these examples is the United States Census Bureau’s 

2016 county geographies. Counties are geographic units fully subdividing states in the United States. 

Counties do not overlap with one another and are exclusive to each state—counties cannot cross state 

lines and their shapes must be closed polygons. Figure 2 shows the landing page for U.S. county 

geographies in the Earth Engine Catalog. 

 

Figure 2. Earth Engine Catalog: U.S. County FeatureCollection 

FeatureCollection objects contain georeferenced geometries and a table of attributes describing 

properties about each Feature. These Collections can be spatially queried, temporally queried, and/or 

queried by their attribute tables. Census geographies contain numeric and string identifiers that describe 

hierarchies in the data—states, counties, census tracts, census block groups, and census blocks have their 

own unique identifiers and are stacked inside of each other in non-overlapping geometries. The code in 

(3.5) queries and filters for all counties within the state of California using the state’s FIPS code. The state’s 

FIPS code is an abbreviation for its Federal Information Processing Standard identifier, which for California, 

is “06”. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (3.5) | Filtering a FeatureCollection and Sub-Setting its Features 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Retrieve the U.S. Counties FeatureCollection: 
counties = ee.FeatureCollection("TIGER/2016/Counties") 
 
# Print the number of Features inside the FeatureCollection: 
num_counties = counties.size().getInfo() 
print(f"Number of Counties: {num_counties}\n") 
 
# Filter the counties to only those in California using its State FIPS Code: '06' 
CA_counties = counties.filter(ee.Filter.stringContains("STATEFP", "06")) 
num_CA_counties = CA_counties.size().getInfo() 
print(f"Number of CA Counties: {num_CA_counties}") 
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# Print the object type for the collection of counties: 
print(f"Object Type: {type(CA_counties)}") 
 

 

Output Code (3.5) 

Looking at the Output in (3.5), there are a total of 3,233 Features (counties) within the FeatureCollection. 

After filtering to include counties located within the state of California, the number of counties reduces to 

only 58 Features. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (3.6) | Mapping a FeatureCollection and Extracting Information 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Return the bounding boxes for all counties in California: 
def return_bbox(feature, maxError=0.001): 
    return ee.Feature(feature).bounds(maxError=maxError) 
 
# Map the function through all Features in the FeatureCollection: 
county_bboxes = CA_counties.map(lambda x: return_bbox(x, maxError=0.001)) 
 
# Print the object type: 
print(f"{type(county_bboxes)}\n") 
 
# Print the information for the first BBOX: 
print(f"{county_bboxes.first().getInfo()}") 
 

 

Output Code (3.6) 

The Output from (3.6) shows that the distributed mapping of the function for calculating each Feature’s 

BBOX proved successful. Retrieving the information from the first Feature and printing it in Python, the 

county’s name is Lassen County, its county GEOID is “06035”—a combination of its state and county FIPS 

codes, and its bounding box represented by longitude and latitude coordinates. 

Methods for Exporting Queried Earth Engine Data 

Earth Engine offers flexible data export options to accommodate various use cases. Determining the best 

method depends on factors including the size of the spatiotemporal dataset, the user’s storage 

preferences, and how users intend on using the data. Retrieving and exporting Earth Engine data can be 

accomplished using these various methods: 
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• Exporting files to Google Drive or some cloud storage service, 

• Exporting as assets, 

• Generating downloadable Links. 

Knowing the size of the data a user is exporting is critical to effective data retrieval! Exporting datasets 

without filtering and sub-setting could lead to hours-long exporting tasks being processed by Earth Engine 

servers. 

The code in (3.7) exports the Global Human Development Image as a raster file stored in the GeoTIFF 

format. Once completed, the Image is exported to the user’s Google Drive storage account, and while 

processing, can be closed and exited at any time without disrupting the export process. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (3.7) | Exporting an Image to Google Drive Storage 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Define export task for Image and specifying export parameters: 
export_task = ee.batch.Export.image.toDrive(**{ 
    "image": development_image, 
    "description": "export_image", 
    "folder": "earth_engine", 
    "scale": 10**3, 
    "fileFormat": "GeoTIFF", 
    "maxPixels": 1e10 
}) 
 
# Send the export task to Earth Engine's servers for processing: 
export_task.start() 

 

 

Output from (3.7): Earth Engine Task Manager Successful GeoTIFF Export 
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Once completed, a GeoTIFF file appears in the user’s Google Drive account. The GeoTIFF file is visualized 

in Figure 3 overlaid with Google’s Hybrid Satellite basemap. 

 

Figure 3. Global Human Development Index GeoTIFF for the bounding box of San Diego County, California 

Notice the export code in (3.7) contains several parameters that adjust the file size of Image exports, the 

file type for Image exports, and the export directory path. The scale is always specified in meters, and it 

defines the area covered by each pixel. For this specific dataset, the resolution, equivalently referred to as 

the Image’s scale, possesses pixel areas each covering 1,000 square meters of land, equivalently expressed 

as 1 square kilometer per pixel. The scale parameter can either upscale (i.e., increase the resolution quality 

to 500 meters) or downscale (i.e., decrease the resolution quality to 2,000 meters) the resolution quality 

of Images.  

There is a tradeoff, however, since upscaling interpolates more pixels, images appear as higher-quality 

datasets at the cost of larger file sizes. Balancing this tradeoff is the key to exporting good-quality data 

without incurring slow processing times and monstrous file sizes. 

4. Visualizing Earth Engine Data in Python 
Google Earth Engine comes to life with interactive maps developed in Python! No longer limited to static 

displays of data, programmers can develop interactive maps overlaid with Earth Engine datasets and 

imagery. Spatiotemporal visualizations with Earth Engine are fast, responsive, and easy-to-integrate with 

web-based dashboards and applications. 
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One Python package called Geemap—GEE being the abbreviation for Google Earth Engine—was 

developed for convenient interactive mapmaking with Google Earth Engine data in Python. This section 

develops several interactive maps with the Geemap package using various data from Google Earth Engine. 

The code in (4.1) installs and imports the Geemap package to the user’s Python environment. 

--------------------------------------------------------------------------------------------------------------------------------------------  

Python Code (4.1) | Installing & Importing the Geemap Python Package  

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# PIP Installation of Geemap Package: 
%pip install geemap 
# Import Geemap to current Python session: 
import geemap 
 

Specifying Basemaps for Interactive Geospatial Overlays 

Basemaps are effective visualization tools that give viewers a geo-referenced scene to assist in interpreting 

spatiotemporal data displays. There are many types of basemaps including satellite imagery (provided by 

Google, Bing, Esri, etc.), road maps, hybrid satellite-road maps, topographic elevation maps, landcover 

maps, and more. 

The code in (4.2) initializes a Geemap map instance and adds a Hybrid satellite-road basemap to it. The 

map is centered in downtown San Diego, California and its default zoom is at level 6. Zoom levels are 

integers that control the starting view of the map. Values further from 0 increase the zoom at a specific 

location. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (4.2) | Initializing a Geemap Map Object and Adding a Basemap 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Create Map centered in downtown San Diego zoomed in 11-levels: 
Map1 = geemap.Map(center=(32.7167, -117.1667), zoom=11) 
# Add Satellite-Road "Hybrid" basemap: 
Map1.add_basemap("HYBRID") 
# View Map in console: 
Map1 
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Output Code (4.2): Hybrid Satellite Basemap 

The Output from (4.2) shows satellite imagery blended with location, road, and poits-of-interest labels 

provided by Google. Now that the basemap’s been added to the map, Earth Engine data can now be 

introduced as new layers on top of the basemap. 

Visualizing Satellite Imagery  

Satellites circle the Earth and measure several attributes describing the Earth’s surface, atmosphere, 

oceans, land development, gaseous compounds, topography and elevation, extreme storms, and impacts 

of manmade and natural phenomena. These satellites provide crucial information in a constantly changing 

and rapidly developing world. 

There are many satellite image sources to choose from, this Paper, will, however, focus on mosaiced 

compositions of Landsat data collected from recent imagery posted on Google Earth Engine. These 

missions, a collaboration between the USGS and NASA, have been obtaining images of the Earth’s surface 

since 1972. Images are measured at the 30-meter resolution and fully updated every two weeks. 

Images are categorized into tiers based on their quality, with the highest quality data falling into Tier 1. 

This tier includes processed Level-1 Precision Terrain (L1TP) data. This example utilizes recent data 

obtained from the month of July 2023, correcting for surface reflectance issues, and displaying true surface 

colors. Figure 4 shows the Earth Engine Catalog page for the Landsat-9 Surface Reflectance Imagery. 
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Figure 4. Landsat-9 Surface Reflectance Tier 1 Satellite Imagery ImageCollection 

As satellites capture snapshots of the Earth’s atmosphere from space at specific points in time, extraneous 

factors including cloud cover and smoke are sporadically visible in images. Termed cloud pollution, there 

exist methods for masking out clouds and aggregating Images over times of less cloud cover. Consequently, 

some regions may be blanketed with clouds, reducing visibility and obscuring surface-level observations.  

The code in (4.3) extracts Landsat-9 satellite imagery from Google Earth Engine from July 1st, 2023, to July 

15th, 2023, aggregates the Images together by taking their average across their RGB-bands, and visualizes 

the aggregated Image using Geemap by specifying image visualization parameters.  

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (4.3) | Visualizing Landsat-9 Satellite Imagery with Geemap and Earth Engine 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Retrieving Landsat-9 Imagery from Earth Engine: 
landsat = ee.ImageCollection("LANDSAT/LC09/C02/T1_L2") 
 
# Beginning date: September 1st, 2023 
begin_date = ee.Date("2023-07-01", "US/Pacific") 
 
# End Date: September 15th, 2023 
end_date = begin_date.advance(15, "days") 
 
# Filter for Images within the timeframe & intersect with San Diego BBOX: 
landsat = landsat.filterDate(begin_date, end_date) \ 
            .filterBounds(bbox_sd) 
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# Define a method that corrects for RGB-colors: 
def scale_RGB_colors(image): 
    red = image.select("SR_B4").multiply(0.0000275).add(-0.2) 
    green = image.select("SR_B3").multiply(0.0000275).add(-0.2) 
    blue = image.select("SR_B2").multiply(0.0000275).add(-0.2) 
    return image.addBands([red, green, blue], None, True) 
 
# Map the color-correction method through all queried Images: 
landsat_corrected = landsat.map(lambda x: scale_RGB_colors(image=x)) 
 
# Aggregate the Images in ImageCollection together by taking the average across bands: 
landsat_image = landsat_corrected.mean() 
 
# Visualization parameters for Satellite Imagery: 
vis_params = { 
    "min": 0.0, 
    "max": 0.3, 
    "opacity": 1.0, 
    "gamma": 1.07, 
    "bands": ["SR_B4", "SR_B3", "SR_B2"] 
} 
 
# Add Satellite Imagery to the Map: 
Map1.addLayer(landsat_image, vis_params, "Satellite Data", shown=True) 
Map1 
 

 

Output Code (4.3): Aggregated Imagery of San Diego County from July 1st, 2023 – July 15th, 2023 

The code in (4.3) includes several steps for visualizing and enhancing the default Landsat satellite imagery. 

The ImageCollection query contains two filters—the first filter requires that Images temporally intersect 

the timeframe between July 1st, 2023, and July 15th, 2023. The second filter requires that Images spatially 
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intersect the bounding box for San Diego County. Together, this joint filter significantly reduced the number 

of Images in the ImageCollection, allowing for efficient processing on Google’s server. 

Each satellite Image contains several bands inside of them, which are matrices stacked inside of each 

Image-array. Three bands constitute the RGB-array colorizing the satellite Image, all of which required 

scaling and processing for correct color visualization (see more information on the Landsat-9 Earth Engine 

page). Following this function mapping, Images were aggregated across their bands by taking the average 

of each red, green, and blue band to output a single RGB-Image. 

Several parameters were defined for visualizing this Image, including the Image’s minimum and maximum 

pixel values, gamma value (how boldly colors appear in the Image), transparency setting, and which bands 

constitute its RGB components. 

Overlaying Geometries and Shapefiles on Maps 

Overlaying boundaries, geometries, and shapefiles is important for many spatiotemporal analyses. The 

code in (4.4) overlays San Diego County’s shapefile on the interactive map by querying it from the earlier 

defined California counties FeatureCollection in code (3.5). 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (4.4) | Overlaying a FeatureCollection on an Interactive Map 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Filter using string matching with the name of the county: 
sd_county = CA_counties.filter(ee.Filter.stringContains("NAMELSAD", "San Diego")) 
 
# Specify visualization parameters for FeatureCollection → coerce to Image: 
sd_county_vis = sd_county.style(color="#FFFFFF", fillColor="#FFFFFF00", width=3.1) 
 
# Add FeatureCollection as an image layer to the Map: 
Map1.addLayer(sd_county_vis, {}, "San Diego County") 
Map1 
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Output Code (4.4): San Diego County Shapefile Overlaid on Landsat-9 Imagery 

The code in (4.4) converts the FeatureCollection of county boundaries into an Image displayable on 

interactive maps. The style() function of a FeatureCollection allows customization of boundaries, including 

setting fill colors to be transparent (so as to not obscure the satellite imagery beneath it). 

5. Server-Side Operations for Spatiotemporal Analysis 
Having developed interactive maps for data visualization, spatial analysis is the next step with Earth Engine 

data. Spatial analysis is a massive field of study, so this section will only focus on a few fundamental spatial 

operations to illustrate Earth Engine’s distributed computing efficiency. 

What are Zonal Statistics? 

Overlaying boundaries, geometries, and shapefiles is important for many spatiotemporal analyses. The 

code in (4.4) overlays San Diego County’s shapefile on the interactive map by querying it from the 

California counties FeatureCollection created in code (3.5). 

Zonal Statistics refer to a set of techniques used in GIS and remote sensing to analyze or summarize data 

within well-defined, closed geographical zones and/or regions. These boundaries are typically represented 

by polygons, and include geographies such as census tracts, metropolitan subdivisions, states, rivers, flood 

plains, and other features. 

The primary purpose of zonal statistics is to obtain meaningful information about the unique 

characteristics of these regions. This information is essential for many forms of spatial analysis. Common 

datasets used for computing zonal statistics include demographic, public health, environmental, political, 

and business applications. 
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When examining certain populations, it is important to understand distributions measuring characteristics 

including age, race, gender, household size, and income with respect to certain geographical zones. 

Integrating data from other sources can generate insights into regions by factoring in environmental 

variables measuring temperatures, precipitation totals, air quality indices, and natural disaster data 

assessing flooding extents, fire risks, or earthquake event locations. Zonal statistics calculated may vary 

depending on the data and research goals, but often include popular summary statistics like the arithmetic 

average, median, mode, summation, number of distinct observations, standard deviation, minimum, and 

maximum values. 

 

Figure 5: USGS 10-Meter Elevation Data for the Entire United States 

USGS 10-Meter Elevation Data and California County Boundaries 

The code in (4.5) extracts the USGS 10-meter elevation data of the United States and visualizes it as an 

interactive map in Python. Together, with the California counties FeatureCollection, the average elevation 

for each county is calculated and then visualized as a choropleth map. A choropleth map is a popular 

choice for visualizing discrete spatial data that are defined within the boundaries of closed regions. 
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----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (4.5) | Overlaying Elevation Data with California County Boundaries 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# USGS 10-meter 3DEP Elevation Data 
elevation_image = ee.Image("USGS/3DEP/10m") 
 
# Visualization parameters for elevation data: 
vis_params_elev = { 
    "min": 0, 
    "max": 2850, 
    "palette": ['3ae237', 'b5e22e', 'd6e21f', 'fff705', 'ffd611', 'ffb613', 'ff8b13', 
                'ff6e08', 'ff500d', 'ff0000', 'de0101', 'c21301', '0602ff', '235cb1', 
                '307ef3', '269db1', '30c8e2' 
                ], 
    "opacity": 0.8 
} 
 
# Visualize California Counties as Image with custom colors: 
CA_counties_image = CA_counties.style(color="#FFFFFF", fillColor="#FFFFFF00", 
width=3.1) 
 
# Create Interactive Map, centered in California showing elevation data with counties: 
Map2 = geemap.Map(location=[36.7783, -119.4179], zoom=5) 
Map2.add_basemap("HYBRID") 
Map2.addLayer(elevation_image, vis_params_elev) 
Map2.addLayer(CA_counties_image, {}) 

 

 

Output Code (4.5): USGS 10-Meter Elevation Data with California County Boundaries 

Calculating Zonal Statistics and Visualizing as Choropleth Maps  

Choropleth Maps can be a useful tool in visualizing data by region, where each polygon is shaded or 

colored, with the intensity of the shading conveying information about the data it contains. An intuitive 

color scale is used to communicate different data values or ranges. An accompanying legend will allow the 

viewer to have exact information about the color shading scheme.  
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The code in (4.6) calculates zonal statistics for the average elevation in each county, then visualizes the 

FeatureCollection as an Image overlaid on an interactive map. A colorbar legend is also added to the map 

to better understand where colors fall quantitatively with respect to a county’s average elevation. 

----------------------------------------------------------------------------------------------------------------------------- --------------- 

Python Code (4.6) | Calculating and Visualizing Zonal Statistics 

----------------------------------------------------------------------------------------------------------------------------- --------------- 
# Calculate Zonal Statistics by finding the Average Elevation for each County 
zonal_stats = elevation_image.reduceRegions( 
    collection=CA_counties, 
    reducer=ee.Reducer.mean(),  
    scale=10 
    ) 
 
# Coerce zonal statistics from a FeatureCollection to Image: 
choropleth_map = zonal_stats.reduceToImage( 
    properties=["mean"], 
    reducer=ee.Reducer.first() 
    ) 
 
# Color palette of hexadecimal values: 
elev_palette = ['3ae237', 'b5e22e', 'd6e21f', 'fff705', 'ffd611', 'ffb613', 'ff8b13', 
                'ff6e08', 'ff500d', 'ff0000', 'de0101', 'c21301', '0602ff', '235cb1', 
                '307ef3', '269db1', '30c8e2' 
                ] 
 
# Choropleth map visualization parameters: 
choropleth_vis = { 
    "min": 0, 
    "max": 2850, 
    "opacity": 0.8, 
    "palette": elev_palette 
} 
 
# Create interactive map that visualizes zonal statistics: 
Map3 = geemap.Map(location=[36.7783, -119.4179], zoom=5) 
Map3.add_basemap("HYBRID") 
Map3.addLayer(choropleth_map, choropleth_vis, "Choropleth Map") 
# Add colorbar legend to the map using same visualization parameters: 
Map3.add_colorbar(choropleth_vis, label="Elevation (m)") 
Map3.addLayer(CA_counties_image, {}) 
Map3 
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Output Code (4.6): Interactive Choropleth Map Visualized at Different Zoom Levels 

The Output from (4.6) shows a choropleth map visualized at different zoom levels with a continuous 

colorbar legend colored according to the elevation visualization parameters. 
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6. Concluding Remarks 
This Paper provided a comprehensive roadmap towards harnessing the power of Google Earth Engine and 

Python for extracting, analyzing, and visualizing high-resolution spatiotemporal data. Users are equipped 

with some essential knowledge needed to navigate the intricate landscape of geospatial data. Moreover, 

this Paper’s introduced and demoed the powerful Geemap package, enabling users to develop their own 

interactive and visually appealing geospatial visualizations for Earth Engine data. 

 

Through a step-by-step journey, this Paper explored the world of geospatial analysis, from understanding 

spatiotemporal analysis fundamentals to programming server-side requests for conducting fast analysis. 

By transforming complex concepts into practical examples and accessible Python code, this Paper gives 

users the confidence to embark on their geospatial data exploration journey with Google Earth Engine. 
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