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ClearScape Analytics ™
Bringing Analytics to the Data

q:P q? External Analytic
(‘FP (H) <‘,‘P Workloads — Partner
tools/platforms.
J v J ! J Bring closer to Vantage

of predictive models of DS initiatives are Van tag e
are never implemented showing little or

in production no return :
" Analytic Workloads and

downstream processes Drive
Business Outcomes

@ Enabling Data Scientists to successfully deliver value

teradata.
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3 Barriers to Analytics in Production at scale

Operationalising machine learning is a data problem
The feature store vs. a model-specific analytic data set
The one-pipeline-per-model approach The feature store approach
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Ong sl ined P riceded Liong dala prap cyckes and oo s b markal SO ihi pog” Teatures damatcaly improve anakgic cpoke Gmo and Sma-to-market
Redismdant inlmsiruciune, processing, and aHor High TCO Exfensio ra-use rediscas TCOD amd improves analytic daba qually and prodiciive modal acoursy
Limbted ro-use of pipaling or features Poor productivity and dala sikos ADE layor enabkes modolspecio cusiomizaton, while aliminaling analytic data sios
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Operationalising machine learning is a scale problem

“The unreasonable effectiveness of data” and "hyper-segmentation” approaches both
require hyper scaling

Vertical Scaling Horizontal Scaling
Train a model on millions of observations; score hundreds Train tens [ hundreds of millions of models on thousands of
of millions of observations in batch observations: score them in near real time

6 ©2022 Teradata teradata.



Operationalising machine learning is a deployment problem
End-to-end model management with AnalyticOps

v
Data ingestion Create Project Discovery
g _E £ ‘
o— = At —- - - o -
4 ‘ " 55
Quickly expose balh highly and lightly Create & usa case project and Craate a notebook, analyze the dals, creste
inlegrated dats to your data scientists Gil reposfary rew features, model expermentation
Create Al Model Train and Evaluate Approve and Deploy Score and Monitor
g 9O ot O 0 ===
- — = ——
S i - — n
T S oft == =
Once & good model is found, create Perform full trainirg and Review mode! reports, Creale pradiclions {(balch, in-
tha necessary code with the help of evaluaie new Al model vertion compare, approve and deploy dalabase, realdime), capture and
our CL| and commil for appraval manilor use case parformance
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Analytics in Production at scale
Analytics 1-2-3: Prepare, Train, Deploy

5] Prepare data B! Train model & Deploy model

Significant time taken Fit ML algorithm to the Operationalize model to

preparing raw data: training data: predict outcomes:

« Data integration « Algorithm selection *  Write back new features

« Data access and exploration « Test and train data-set split * Import model to model repository

« Data cleansing * Model training and evaluation » Operational scoring

» Feature engineering * Model optimization * Business process integration

» Feature selection * Model export * Model monitoring in production
30 | 5 b 65

percent of all project time is spent months on average from percent of predictive models are

preparing data—not creating value development to deployment never implemented in production

8 ©2022 Teradata teradata.



The “Three Pillars” of ClearScape Analytics

In-Database Analytics: Extensive support for data-prep and

Q feature engineering, machine learning and time-series.
Minimize data movement. Increased productivity. Build highly
performant end-to-end pipelines.

Open Analytics Ecosystem: Highly extensible frameworks
that enables execution of open-source code/libraries and

e import of previously trained models. Transform Vantage into
an open platform for analytics, including operationalization
and ongoing monitoring of data and models

Partner Integration: Create superior UX by integrating
e partner analytic workbenches and services closer to the data
and parallelizing computation on Vantage.

World-Class Cloud-First Data Management Platform

for Operationalizing Large-Scale Analytics
9  ©2023 Teradata teradata.



Vantage Analytic Library Functions (s.20+)

Descriptive : .
| P —y @ Hypothesis Tests L Advanced Analytics
Statistics

Values PARAMETRIC TESTS RANK TESTS MATRIX BUILDING FAST K-MEANS
Frequency . . CLUSTERING
e Two Sample T-Test for Equal Means Mann-Whitney / Kruskal-Wallis Test (E)SSCP _

Sooram F-Test (N-Way) Wilcoxon Signed Ranks Test Correlation K-Means Scoring
Statistics . . , .- .
Data Explorer F-Test/ANOVA (2-Way) Frieman Test with Kendall’s Coefficient of Covariance GAIN RATIO DECISION

Concordance & Spearman’s Rho

Overlap BINOMIAL TESTS P LINEAR REGRESSION TREE
Adapt|Y(=_|-dH|stolgr§m Binomial / Z Test Micro-modeling by segment Scoring
Text Field Analysis Binomial Sign Test Scoring ASSOCIATION RULES /

Stepwise variants SEQUENCE ANALYSIS

TESTS BASED ON CONTINGENCY

Data LOGISTIC REGRESSION Association Rules /
o— : -0 i
Median Test Micro-modeling by segment
Bin Code Scoring
- KOLMOGOROV / SMIRNOFF TESTS
Formula Derivation Stepwise variants
Design Code Kolmogorov / Smirnoff Test (One Sample)
Null Value Replacement Lilliefors Test FACTOR ANALYSIS (PCA)
Recode Shapiro-Wilk Test Micro-reduction by segment
Rescale D’Agostino and Pearson Test Factor Scoring
Sigmoid Smirnov Test
Z-Score

10 ©2023 Teradata teradata.



SQL-MR & UAF Frameworks and Analytical Functions @7.10+)

Deeply Integrated within the Analytics Database for Speed & Efficiency

Vantage’s new frameworks for internal analytical function development (17.10 and 17.20)

Patent Filed: DN18-1001 UNBOUNDED ANALYTIC FRAMEWORK IN A DATA STORE SYSTEM

In-DB Functions are built on top of these internal frameworks

» The frameworks are internal libraries allowing the Teradata engineers to tap into Vantage’s Parallel
Database Extensions and File System technology.

In-DB Functions are NOT based on open source

« All functions are authored by Teradata developers to control memory, storage IO rates, interconnect 10
rates, and to be CPU efficient.

« We are NOT inventing algorithms — these are implementations of well-known algorithms

* Results verified by comparison with R and Python results.
11 ©2023 Teradata y p yt l'.el‘adata.



SQL-MR Support for Data Science
Use Cases in Technical Disciplines

SQL Map-Reduce
Framework

 Data Profiling (SQL-MR)

» Data Quality Analysis

STEM

* Attrition Modeling Science, Technology, Other
_ _ Engineering & -
* Retention Modeling Mathematics

* Product Cross-Sell Up-Sell

« Customer Lifetime Value Descriptive Analytics, Analytic Model
Data Preparation & Analytic Modeling Scoring &

« Marketing Attribution Feature Engineering Evaluation

* Promotional Forecasting

« Customer Segmentation Classification Regression

Modeling Modeling Clustering Other...

« and many, many more...

12 ©2023 Teradata teradata.



In-Database Function Library — Machine Learning
End-to-End Time Data Science Pipelines

? Data E,ﬂ Data '5/1' Feature (}3 Model Training o Model Evaluation
Preparation Exploration Engineering and Forecasting and Selection
HANDLING OUTLIERS DESCRIPTIVE STATISTICS CATEGORICAL VARIABLE MODEL TRAINING MODEL SCORING
TD_GetFutileColumns(17.20) TD_ColumnSummary (17.10) TRANSFORM TD_GLM (17.20) TD_GLMPredict (17.20)
TD_OuitlierFilterFit(17.10) TD_CategoricalSummary (17.10) TD_OrdinalEncodingFit (17.20) TD_DecisionForest (17.20) TD_KMeans Predict (17.20)
TD_OuitlierFilterTransform(17.10) TD_UnivariateStatistics (17.10) TD_OrdinalEncodingTransform (17.20) TD_KMeans (17.20) TD_DecisionForestPredict (17.20)
TD_OneClassSVM (17.20) TD_GetRowsWithoutMissingValues (17.10) TD_OneHotEncodingFit (17.10) TD_SVM (17.20) TD_SVMPredict (17.20)
TD_OneClassSVMPredict (17.20) TD_WhichMin (17.10) TD_OneHotEncodingTransform (17.10) TD_KNN (17.20) TD_XGBoostPredict (17.20)
TD_WhichMax (17.10) TD_XGBoost (17.20) TD_OneClassSVMPredict (17.20)
HANDLING MISSING VALUES TD_Histogram (17.10) TD_OneClassSVM (17.20)
TD_GetRowsWithMissingValues (17.10) TD_QQNorm (17.10) -?[?NNZLTHS;C?O\H/@ELéE(LlE ;—OI?ANSFORM MODEL EVALUATION
TD_SimplelmputeFit(17.10) TD_NonLinearCombineTransf.orm (17.20) TD_RegressionEvaluator (17.20)
TD_SimplelmputeTransform(17.10) STATISTICAL TESTS TD ScaleFit (17.10) TD_C_IassificationEvaIuator (17.20)
TD_ANOVA (17.20) TD_ScaleTransform (17.10) TD_Silhouette (17.20)
PARSING DATA TD_ZTest (17.10) TD_FunctionFit (17.10) TD_ROC (17.20)
TD_TrainTestSplit (17.20) TD_FTest (17.10) TD FunctionTransform (17.10)
TD_ConvertTo(17.10) TD_ChiSq (17.10) TD_po|ynomia|FeatureFit (17.10)
TD_NumApply (17.10) TD_PolynomialFeatureTransform (17.10)
TD_S_trAppIy (17.10) PATH & PATTERN TD_RowNormalizeFit (17.10)
TD_FillRowlD (17.10) Npath (15.0) TD_RowNormalizeTransform (17.10)
TDfRoundCqumns (17.10) Attribution (15.0) TD_BinCodeFit (17.10)
Antiselect (16.20) Sessionize (15.0) TD_BinCodeTransform (17.10)
Pack(16.20) MovingAverage(16.20)
Unpack(16.20) TEXT ANALYTICS
StringSimilarity(16.20) TD_TextParser(17.20) DIMENSIONALITY REDUCTION
NGramSplitter (16.20) TD_RandomProjectionMinComponents (17.20)
TD_WordEmbeddings (17.20) TD_RandomProjectionFit (17.20)

TD_NaiveBayesTextClassifierTrainer (17.20)  TD_RandomProjectionTransform (17.20)
NaiveBayesTextClassifierPredict (17.10)

TD_SentimentExtractor (17.20)

13  ©2023 Teradata teradata.



In-Database Function Library — Time Series

End-to-End Time Series Pipelines

Data
Exploration

X

STATIONARITY EXPLORATION

TD_ACF (17.20)

TD_PACF (17.20)
TD_LINE_SPECTRUM (17.20)
TD_POWER_SPECTRUM (17.20)

? Data
Preparation

TD_RESAMPLE (17.20)
TD_INPUTVALIDATOR (17.20)
TD_SINFO (17.20)

TD_MINFO (17.20)

TIME SERIES AGGREGATES

ELIMINATE NON-STATIONARY DATA

TD_DICKEY_FULLER (17.20)
TD_DIFFERENCE (17.20)
TD_SEASONALNORMALIZE (17.20)
TD_SMOOTHMA (17.20)
TD_TRACKINGOP (17.20)

TD_PLOT (17.20)

TD_EXTRACT RESULTS (17.20)
TD_TIME AWARE AGGREGATES (17.20)
TD_TEMPORAL (17.20)

PRIMARY TIME INDEX (16.20)
TD_GETTIMEBUCKET (16.20)
TD_TIME_BUCKET_NUMBER(16.20)
TD_TIMESERIES_RANGE (16.20)
GROUP BY TIME (16.20)

USING TIMECODE (16.20)
$TD_TIMECODE_RANGE (16.20)
$TD_GROUP_BY_TIME (16.20)
AVERAGE (16.20)
BOTTOM (16.20)
COUNT (16.20)
DELTA_T (16.20)
DESCRIBE (16.20)
FIRST (16.20)
KURTOSIS (16.20)
LAST (16.20)
MAXIMUM (16.20)
MEDIAN (16.20)
MINIMUM (16.20)
MODE (16.20)
PERCENTILE (16.20)
Median Absolute Deviation (MAD) (16.20)

14 ©2023 Teradata

RANK (ANSI) (16.20)
SKEW (16.20)
STDDEV_POP (16.20)
STDDEV_SAMP (16.20)
SUM (16.20)

TOP (16.20)

VAR_POP (16.20)
VAR_SAMP (16.20)

'C‘é Feature
Engineering

TD_GENSERIES4SINUSOIDS (17.20)
TD_GENSERIES4FORMULA (17.20)
TD_POWER_TRANSFORM (17.20)
TD_DFFT (17.20)

TD_IDFFT (17.20)

TD_DFFT2 (17.20)

TD_IDFFT2 (17.20)

TD_DFFTCONV (17.20)
TD_DFFT2CONV (17.20)
TD_CONVOLVE (17.20)
TD_CONVOLVE2 (17.20)
TD_MATRIXMULTIPLY (17.20)
TD_UNDIFF (17.20)
TD_UNNORMALIZE (17.20)
TD_DTW (17.20)

{::‘: Model Training
and Forecasting

ARIMA FORECASTERS

TD_ARIMA_FORECAST (17.20)
TD_MOVAVG-FORECAST (17.20)

SMOOTHING FORECASTERS

TD_MAMEAN_FORECASTER (17.20)
TD_SINGLE_EXP_FORECASTER (17.20)
TD_ADAPTIVE_RESPONSIVE (17.20)
TD_HOLT_WINTERS_FORECASTOR (17.20)
TD_HOLT_LINEAR_FORECASTOR (17.20)

REGRESSOR FORECASTERS

TD_LINEAR_REGR (17.20)
TD_SIMPLEEXP (17.20)
TD_MULTIVAR_REGR (17.20)

Model Evaluation
and Selection

09
GOODNESS OF FIT

TD_ARIMA_ESTIMATE (17.20)
TD_DURBIN_WATSON (17.20)
TD_BREUSCH_GODFREY (17.20)
TD_GOLDFIELD_QUANDT (17.20)
TD_BREUSCH_PAGAN_GODFREY
(17.20)
TD_WHITES_GENERAL (17.20)
TD_FIT_METRICS (17.20)

MODEL VALIIDATION

TD_ARIMA_VALIDATE (17.20)
TD_SIGNIF_RESID_MEAN (17.20)
TD_SIGNIF_PERIODICITIES (17.20)
TD_CUMUL_PERIODOGRAM (17.20)
TD_PORTMAN (17.20)
TD_SELECTION_CRITERIA (17.20)

teradata.



Why In-DB Analytics? Operationalizing Complete Analytic Pipelines

Single query, template driven pipeline to automated the flow of processing steps

Analytic

Pipeline
Data Data Feature Data Model Model Model
Cleaning Exploration  Engineering  Partitioning Building Evaluation Scoring

15 ©2023 Teradata teradata.



World-class cloud-first data management platform
for Operationalizing large-scale analytics

In-Database Analytics: Extensive support for data-prep and

Q feature engineering, machine learning and time-series.
Minimize data movement. Increased productivity. Build highly
performant end-to-end pipelines.

Open Analytics Ecosystem: Highly extensible frameworks
that enables execution of open-source code/libraries and

9 import of previously trained models. Transform Vantage into
an open platform for analytics, including operationalization
and ongoing monitoring of data and models

Partner Integration: Create superior UX by integrating
e partner analytic workbenches and services closer to the data
and parallelizing computation on Vantage.

16 ©2023 Teradata teradata.



Teradata Support for Python & R Clients

teradataml| & tdplyr

Data Scientists can code in R/Python/SQL in their dev
environments of choice, such as Jupyter notebooks or
RStudio, while leveraging Vantage functions at scale:
No need to copy/move the data to your client

Freely available add-on library for Vantage — tdplyr for R
and teradataml for Python

« SQL backend to connect and push SQL to Vantage

 Built on top of popular open-source packages (dplyr &
dbplyr / pandas & SQLAIchemy)

Easily installed via pipy.com and cloud.r-project.org

pip install teradataml
Rscript -e "install.packages('tdplyr', repos=c('https://r-repo.teradata.com', 'https://cloud.r-project.org'))"

17 ©2023 Teradata

@ python

3 9

SQL generated by
client packages and
executed in Vantage

teradata.


https://r-repo.teradata.com/
https://cloud.r-project.org/

Open and Connected Analytics
Bring-Your-Own-Model Functionality Combined with a Massively Parallel

Platform

Prepare analytic
data set for modeling

b

TERADATA
VANTAGE

4 Score entire data set
in parallel on Vantage

18 ©2023 Teradata

5 Build model with any tool
Allow data scientists freedom to use preferred tools

Sample Data

H:O. al ﬂ?l}a Sﬁ‘a}# Amazon A

SageMake Azure Machine Learning
NEW
Gsas A R KNIME /
vertex.ai
Model Interchange File 3 Export model for scoring in production
teradata.



ClearScape Analytics ModelOps
Manage and Monitor Your ML/Al Models

ClearScape Analytics ModelOps Capabilities

Qﬁ Lifecycle Management P>

.@.

e Model Governance
gd
Model Deployment . Model Monitoring
¥

Features Catalog

19 ©2023 Teradata

Feature Catalog
Improve data preparation productivity by
reusing your features across models.

Use the FEAST-Teradata connector*

Model Deployment
Efficiently move your analytical models from labs
into production automated.

Bring your own model with no code validation and
monitoring, now compatible with SAS*

Lifecycle Management
Simplify model lifecycle management by enabling
reusability and explainability

Model Governance
Central model repository for your analytical
models and projects by department

Model Monitoring
Automatically monitor model performance
and data drift with zero configuration alerts

* New in Version 7 l'.el‘adata.



World-class cloud-first data management platform
for Operationalizing large-scale analytics

In-Database Analytics: Extensive support for data-prep and

Q feature engineering, machine learning and time-series.
Minimize data movement. Increased productivity. Build highly
performant end-to-end pipelines.

Open Analytics Ecosystem: Highly extensible frameworks
that enables execution of open-source code/libraries and

e import of previously trained models. Transform Vantage into
an open platform for analytics, including operationalization
and ongoing monitoring of data and models

Partner Integration: Create superior UX by integrating
e partner analytic workbenches and services closer to the data
and parallelizing computation on Vantage.

20 ©2023 Teradata teradata.



r . Jupyterlab

<« C 1} @ localhost:3388/lab

G Teradata Net Teradata Clients  _ Jupyterlab

File Edit View Run Kernel Tabs Settings Help

= + * C [ Launcher X | [A SurvivalAnalysis.ipynb
m / Demos /
Name -

o Demos
B Demo_library

M SurvivalAnalysis.ipynb E Notebook

& @®

*» @ 0 ¢ B

m / Demos / Transcend /

o Name -

M README.md
B W Sample_Python.ipynb
= [A] Sample_R.ipynb
- [M Sample_SQL ipynb
= [ SQL Magic Commands.ipynb

@ O

o M4 @ »

-

Social Connect Research

Teradata SQL

Python 3 I
r < lupytertab * _

& c & transcend-vantage.td.teradata.com/jupyterhub/user/ti255019/lab?# e Guest
: File Edit Wiew Run Kernel Tabs Settings Heslp
= + + c {4 Launcher * [ Sample_Python ipynb *

B+ XD 8 » m ¢ » Markdown v

[1]: # teradataml: pandas extension for Teradata Vantage

* B » 8

Resources Associstions+Groups  » Other boakmarks Reading list

X

Q

Python3 O

teradatam| Python Example

Copyright 2019 Teradata. All rights reserved. TERADATA CONFIDENTIAL AND TRADE SECRET In this example, we will

cover the basics to connect to Transcend Sandbox.

First, we load some libraries.

from teradataml.context.context import ¥

from teradataml.dataframe.dataframe import DataFrame

# getpass to ask password to user and prevent storing it plain in the Notebook
import getpass

Then we connect to Transcend. Please replace pd186@43 with your Quicklook Id. Enter your password at the prompt.

[2]: # Note: tdprd2.td.teradata.com deesn't work for now
# but tdprd2copl.td.teradata.com does work
create_context(host="tdprd2copl.td.teradata.com",
username="pd186@43", password-getpass.getpass(),
temp_database_name ='pd186043', logmech='LDAP')

Engine(teradatasql://pd186@843:***@tdprd2copl.td.teradata. com/?LOGMECH=LDAP)

We are now creating a reference to the table ADLPRD_DOCS.boston in Vantage. The data stays in Vantage, only a

reference is created in the Python variable df .

21 ©2023 Teradata

https://teradata.github.io/jupyterextensions/#/

Jupyter
L ]

Teradata Vantage
Modules for
Jupyter

An extension to Jupyter
Notebooks that enables users to...

« Access Vantage in Python, R or
SQL from JupyterLab notebooks

« Explore objects in a Teradata
Vantage catalog

« Manage connections to Teradata
Vantage

» View formatted Teradata SQL
code syntax

« Docker Image Download
or manual installation guide

teradata.



Supporting SAS Viya and Your SAS 9.x Needs

The Teradata VantageCloud integration with SAS includes Viya to create a single source for all
your analytics needs, including being able to score Viya models in-Database

Vs .
2 SAS Viya

teradata

' SaS VantageCloud
. SAS/ACCESS to Teradata VantageCore

Base SAS w/in SAS 9.x
Sandbox

SAS Access to .... Scoring Accelerator for Teradata
Code Accelerator for Teradata

Data Quality Accelerator for
Teradata

Partnering for over 20 years — Teradata Engineers on Campus in Cary, NC!

22 ©2023 Teradata teradata.



ClearScape

Key Takeaways
ClearScape Analytics Overcomes ML/AI Production Challenges

Al Challenge

Analytics
value

N
N
()
(@)
@®©
+—
3
>

Key Takeaway #1

Solving Data
problems

80% of time in an Advanced
Analytics project is spent on
data preparation

Highly optimized in-database
functions for data preparation which
minimizes data movement and
enables the Enterprise Feature Store

Additional in-DB functions for
data preparation, specifically
around time-series related data

23 ©2023 Teradata

Key Takeaway #2

Solving Scale
problems

Challenges scaling from single
large models to many millions of
models

Vertical and horizontal scaling
capabilities allow training of single or
millions of models efficiently in-database
or leveraging various partner tools

Additional in-DB functions

for most-popular machine learning
algorithms and

time-series models

In-database pipelines and stronger partner integration

Key Takeaway #3

Solving Deployment
problems

5 months on average for
model deployment and 65% of
Al models are never
implemented in production

Integrate model scoring with business
data, for real time and batch scoring.
Effective operationalization and
automated monitoring of Al models

ModelOps for managing
and monitoring Al/models
as well as BYOM support
for ONNX models

teradata.



ClearScape Analytics ™

Highly Optimized In-Database
Analytic Functions

e Descriptive Statistics

@ Data Cleansing/Transformation
e Feature Engineering

e Hypothesis Testing

@ Multivariate Statistics

@ Machine Learning

e Time-Series Forecasting
Digital Signal Processing

©
©

Pathing Analytics

Geospatial/Temporal

24  ©2023 Teradata

Leverage Languages and
Tools of Choice
Languages
Use preferred languages R, SQL, Python, SAS

SQL @ python @ Gsas

Partner Integration

Best ML/AI tools with tight integration and execution
with Vantage

‘‘‘‘‘‘

£<7 Alation e
Studio
H,0 o
data Azure Machine Learning
iku
) Amazon
n.t?ow éi% SageMaker
KNIME i
B
Gsas v
vertex.ai

Bring Your Own Analytics

Open analytics framework containers and model sharing

@ Wooi &) ONNX flata

Deploy at Scale to Drive
Transformative Results

Robust APIs

Real-time or Batch scoring.
Enable open ecosystem access to features or data

) Replication
Access Orchestration e eplicatio

REST, SQL, QueryGrid, NOS
Python, R, Java

TPT, DSA, SFTP,
Native API's

Integrated ModelOps

Models Governance, Lifecycle Management and Monitoring extensions

O Lifecycle Managemen >

S @
(g Model Governance
Model = Model
Deployment + Monitoring

Feature Catalog

<

Tightly Integrated with Vantage database and
workload management

teradata.



Teradata & SAS
Better Together

Meeting customer needs via

best-in-class data & analytics
Since 2007

Our Joint Solutions Offer the Customer:

Faster analytics to create more models
and achieve better insights

Data management and prep with Teradata
massively parallel processing (MPP)

SAS Viya for in-memory advanced analytics

In-database scoring of models in production

Cloud and on-premise architectures to
support both SAS Viya and SAS 9

Proven solutions with continuous R&D
innovation

Osas | teradata.



Modeling Architecture

Traditional Architecture

Model ok

Scoring T
AD ADS
Analytical Scoring
Data Data
Preparation Preparation/T \

Data
D) Extracts
Extracts
Vantage D S

Model Development

SAS

Modeling T

Model Deployment

In-Database Architecture

SAS SAS

Modebling

Modeling

ADS
T

Translation .

AnaYyticaI Data
Preparation v

Scoring Data
Preparation

In-database

Data.lab Production Data Scoring
@ Modeling Y Scoring D
= ADS LE -

Model Development Model Deployment



Extract Data

Prep

Analytical
Data
Preparation

D)
Extracts

W =

Data prepped

« Aggregations

* Sorts

* Joins

« Transpositions
» More filters

» Calculations

+ SQL

Scoring « Data Steps
ADS

Joining Data

« Joining large data to small data

« Joining data from SAME source outside
of that source

Data extracted
* raw
» partially processed
» Filters (eg. where)
« PROC SQL
* Implicit
» Explicit
- Data Step

Multiple tables extracted

Each Extraction costs
« Time
* Network Travel
* processing
« Storage

- Efficiency reduction
* Increased Resource usage

teradata.




PU S h Data/PrO C eS S | n g I n Minimise Extraction costs

e Time
e Network Travel
* processing

« Storage
 Use resources to fullest
SAS « Process data in
! Only move when required parallel
Modeling hnd ';R'g(l)ﬂu

Take smaller data to larger data
Data Labs

Keep Data in place
Leverage data platform

lytical Data
reparation

In-database
Scoring

teradata.



Analytic Cloud Optimization in the Real World

Focus on Minimizing Data Movement

Data movement is the largest bottleneck in the analytic

lifecycle... on-Premise or in the cloud. Designing a

B . Soacons oy Do orane system that minimizes or accelerating this movement is
essential to improving analytic performance regardless

of location

PY B
Analytic ..
Data () . . m

Streams

Data Transfer

3 ways to minimize or accelerate data movement:

Cloud Systems

Co-location of the data and analytics

In-Database technologies

High-speed data connectivity

On-Premise
Data Sources

[
v A o A n
8,020y Saad
AeF @
L © GWUP
Data Scientists Analytic Consumers Executives

© 2021 Teradata



In-Database Functionality 9.x

Base Procedures: Code Accelerator:

. —
Teradata Parallel Transport Integration

Data Quality:

© 2022 Teradata teradata.



Base SAS® Procedures

« Native access engine baseline integration

Implicit and Explicit SQL
Publish Formats

« SQL push-down of foundation (Base SAS)
procedures

SUMMARY
MEANS
FREQ
RANK
TABULATE
REPORT
SORT

Can be leveraged from SAS DI/BI
applications

Traditional SQL Pushdown

Rows

Returned 9,000,000 51

Time to 55 seconds 2 seconds
Process

options SQLGENERATION=DBMS MSGLEVEL-=I sastrace=',,,d'
sastraceloc=saslog nostsuffix;

libname indb teradata server=vmTD user=xxxx pwd=xxx database=sasjml;
proc freq data=indb.myindb_policyholders;
tables state code;

run;

Select state _code, count(*)...
From sasjml.myindb_policyholders
Group by state code;




Comparison of in-vs out of database processing.

 Table: 1.17B rows
* Proc freg: gender*product

* Not "real” seconds, a measure of compute utilization on
SAS server.



SAS® Scoring Accelerator

Translates and publishes SAS Enterprise Miner models

Translates and publishes select SAS/STAT models via SAS Model Manager
LOGISTIC, REG, GENMOD, GLM, GLMSELECT, GLIMMIX, MIXED

Registers the models within the Teradata database

Leverages the performance and scalability of Teradata:




Scoring Accelerator Code

%let indconn= server=127.0.0.1 user=me

password=me;

%indtdpm;

%indtd _create modeltable(
database=namedata,
modeltable=test models,
action=replace);

%indtd publish _model (
dir=/home/sasdemo/SGF/SA/sasdemo,
modelname=clustering,
modeltable=test models,
action=replace,
mechanism=EP);

proc sql noerrorstop;
connect to teradata (&indconn
mode=teradata);
execute (
call sas sysfnlib.sas score ep(

"MODELTABLE=namedata.test models',
"MODELNAME=clustering’,
"INQUERY=namedata.cluster_hy"',

"OUTTABLE=namedata.clustered out'
"OUTKEY=s_ky")

) by teradata;

disconnect from teradata;

quit;



SAS Code Accelerator for Teradata

« DS2 provides tighter integration with Teradata
 Leveraging the power of SAS Embedded Process

« Take advantage of the In-Database processing capacity of Teradata
MPP

* SAS programs can be migrated in-database seamlessly

* Fewer lines of coding to maintain and manage via DS2 compared to
SQL



Some Benefits of DS2

« Some processes that can benefit from the In-Database Code Accelerator
capabillities -

« Large Data Transpositions (Pivots)

« Computationally Complex Programs
« Scoring Models

« BY-Group Processing

* Push down PROC TRANSPOSE

© 2022 Teradata



Case Study

Customer_Id | Product 14 Dept_Id 5 years of Sales HiStOl'y:
. 5,000,000 customers
1 billion
rows 1,000,000,000 transactions
20 departments

Original SAS Workflow

PROC SQL PROC DS2
Summarize sales by customer and dept 100 million THREAD cust_seg:

rows SET td.sales_history; BY customer_id ;

IF FIRST.customer_id
clear totals;

Wﬂm Add sales to customer and dept totals;
< IF LAST.customer_id THEN

101 10.00 0.00 50.00 0.00 10.00 Calculate percent of sales per dep‘t
Bin percent of sales per dept;

DATA Step — Calc percent of sales per dept Score customer;
OUTPUT,; /* row to Teradata */
DATA Step — Bin percent of sales per dept END;
DATA Step — Score customer
DATA td.scored_customers;

ENDTHREAD;
SET from cust_seg . . .

PROC TRANSPOSE
Pivot to 1 row per customer



Case Study

Customer_Ild | Product_Id Sales_Dt Sales_Qty Sales_Amt
101 2009-01-01 $10.00
2002 2013-12-31 $15.00
345678 2010-05-14 $12.00
5000000 2012-08-30 $5.00

Original SAS Workflow sQL  0:30 DS2 Thread with BY Processing in TD

PROC sQL Fetch 6:08 PROC DS2
Summarize sales by customer and dept Total 6:38 THREAD cust_seg;

SET td.sales_history; BY customer_id ;
PROC TRANSPOSE

Svor o t _ IF FIRST.customer_id :]
IVOT 10 1 row per customer : clear totals:

ﬂﬂw Add sales to customer and dept totals;
- IF LAST customer_id THEN [/ ILAr )
101 10.00 0.00 50.00 0.00 10.00 Calculate percent of sales per dept‘
Bin percent of sales per dept;
DATA Step — Calc percent of sales per dept 0:08 Score customer:
OUTPUT: /* row to Teradata */
DATA Step — Bin percent of sales per dept 0:03 END;
ENDTHREAD;

DATA Step — Score customer 1:16
DATA td.scored_customers;




Case Study Performance

Processing Original DATA step | DS2 In-Database Teradata SQL
Step Implementation with Code
Accelerator

Teradata SQL

PROC SQL - Fetch
PROC TRANSPOSE
DATA step - Percentages

DATA step - Binning
DATA step - Scoring
DS2 In-Database

Total Time (mm:ss)




SAS Data Quality Accelerator for Teradata
« SAS and Teradata are first to deliver in-database data quality

* Processes 500 times more data with in-database data quality
technology

* Go from data cleansing to decision making 99% faster

 In-database data quality functions:

« Matchcode generation,

* parsing,

» standardization,

* casing,

 pattern analysis,

* identification analysis,

« gender analysis
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