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ABSTRACT  

This presentation will focus on a healthcare example to illustrate the practical application of logistic 
regression in SAS® in combination with bootstrap validation and the utilization of ROC curve data to 
obtain sensitivity and specificity which are used to assess a decision threshold as part of the prediction 
capability of the model.  Logistic regression is a statistical technique commonly used for classification and 
predictive analytics. It enables us to estimate the probability of an event occurring based on various input 
variables and with the use of a decision threshold can be used as a classification tool. Its utility extends 
across many application areas, including natural language processing, manufacturing, wildlife habitat, 
finance, healthcare, and marketing. 

INTRODUCTION  

Predictive analytic models are designed to assess historical data, discover patterns within the data and 
use that information to predict future outcomes.  Logistic regression is a type of classification statistical 
model, sometimes referred to as a supervised machine learning model, which is used to predict the 
output of a dichotomous dependent variable, that is, a variable that has only 2 possible 
outcomes/classes: event or no event, 1 or 0, yes or no, will return or not return. Rather than predicting a 
definitive outcome, logistic regression estimates the probability of an event using known predictor 
variables, and a probability threshold determines the event classification. The utility of logistic regression 
as a predictive tool extends across a variety of application areas and sectors, such as natural language 
processing, speech recognition, wildlife habitat, finance, healthcare and marketing, to name a few. 

An essential and significant aspect to building a predictive model is to evaluate the model and the 
decision threshold through a validation process. Once the predictive model is built, one needs to confirm 
if the inclusion of the set of predictor variables is a valid reflection of the information required to make the 
decision at hand or are they just merely a product of the sample of data used to build the model.  It is also 
necessary to make sure the model is accurate and reliable in its prediction. There are a number of 
techniques of implementing a validation process depending on the type of predictive models.  For 
classification models some common validation techniques used are split sample validation, cross 
validation and bootstrapping validation.  These techniques do not directly evaluate the decision threshold 
but can be used indirectly to measure the impact of the decision threshold on the model predictions by 
utilizing appropriate evaluation metrics. Some relevant metrics can be accuracy, precision, recall, F1-
score, ROC (receiver operating characteristic) curve and ROC AUC (area under the curve). 

This paper provides readers an overview of implementing predictive logistic regression in SAS/STAT® 
9.4 utilizing bootstrap validation and ROC curve data to obtain sensitivity and 1-specificity which are used 
to assess a decision threshold used for classification. A simple healthcare example of predicting which 
early-stage breast cancer patients require whole-breast radiation instead of localized treatment is used to 
demonstrate the methodology. This paper focuses on application and provides a good overview of the 
step-by-step approach to creating a predictive logistic regression model. It does not include deploying 
and monitoring the model in production. 

LOGISTIC REGRESSION: A BRIEF OVERVIEW 

Logistic regression is primarily used for binary classification problems where the outcome or dependent 
variable has two possible categories, often denoted by 0 and 1. There are also ordinal and multinomial 
logistic regression classification where the dependent variable has 3 or more possible ordered or 
unordered outcome, respectively.  This paper focuses on having a binary outcome where the goal is to 
find the decision threshold that separates the data into the 2 classes. This is done based on the predicted 
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probability of each observation belonging to one class or the other.  There may be several factors or 
predictor variables that contribute to whether the event happens. These can be a mix of categorical or 
continuous variables. 
 
The logistic regression is expressed as: 
 

𝑙𝑜𝑔𝑖𝑡(𝑃) = 𝑏0 + 𝑏1∗𝑥1 + 𝑏2∗𝑥2 + ⋯ + 𝑏𝑛∗𝑥𝑛 [Equation 1] 
 
where, 

- 𝑃 is the probability of the event occurring 

- 𝑏0 is the intercept 
- 𝑏1 to 𝑏𝑛 are the coefficients associated with the predictor variables 𝑥1 to 𝑥𝑛 

 
The logit function of 𝑝 is: 
 

𝑙𝑜𝑔𝑖𝑡(𝑃) = 𝑙𝑜𝑔 [
𝑃

1−𝑃
] = log 𝑜𝑑𝑑𝑠 𝑜𝑓 𝑃 [Equation 2] 

 
And after some manipulation it can be shown that the probability of the event 𝑃 is: 
 

𝑃 =
1

1+𝑒𝑥𝑝−(𝑏0+𝑏1∗𝑥1+𝑏2∗𝑥2+⋯+𝑏𝑛∗𝑥𝑛)
          [Equation 3] 

 
The logistic regression model estimates the coefficients (𝑏0, 𝑏1, 𝑏2, … , 𝑏𝑛) using maximum likelihood 
estimation (MLE).  These coefficients determine the impact of each predictor variable on the log-odds of 
the probability of the event occurring.  It assumes that the log-odds of the event is a linear combination of 
the predictors and that there is no multicollinearity among predictors. It also assumes that observations 
are independent of each other.   

As can been seen from Equation 1 and 2, the coefficients from the logistic model provide the log-odds. 
They are usually exponentiated to obtain odds ratios. The log-odds can also be transformed into 
probabilities by calculating the linear combination of the coefficients and applying them to Equation 3.  It 
is these probabilities along with a decision threshold that are used to determine classification.  

DECISION THRESHOLD 

Since logistic regression predicts probabilities, a decision threshold needs to be chosen to classify 
observations into one of the two categories. If the predicted probability is equal to or higher than the cut-
off, you predict the belonging to the ‘event’ class, whereas if it’s below the cut-off you predict it does not 
belong to the event class.  The choice of the decision threshold should balance the benefits vs cost of 
misclassification depending on the objective of the classification model. For example, it may cost less to 
misclassify into the event class than to misclassify into the other class and therefore a higher probability 
threshold might be more desirable to use. 

LOGISTIC REGRESSION IN SAS® 

There are multiple procedures in SAS® that can perform logistic regression. Within SAS/STAT 9.4 the 
GENMOD procedure fits generalized linear models with logistic regression being one of them, 
SURVEYLOGISTIC procedure is primarily for sample survey data, GLIMMIX procedure is used for data 
with correlations or non-constant variability, PROBIT procedure is primarily for quantal response data 
from biological assays or other discrete event data, LOGISTIC procedure is specific for binary, ordinal 
and nominal response data and is the focus of this paper. 

HPLOGISTIC procedure is a high-performance statistical procedure which runs in either single-machine 
mode or distributed mode. Distributed mode requires SAS® High-Performance Statistics. LOGSELECT 
procedure is the next generation of the HPLOGISTIC procedure, specifically developed for SAS® Viya. 
To use this procedure, you must license SAS® Visual Data Mining and Machine Learning, which is part 
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of SAS® Viya. Logistic regression is also supported in SAS® Visual Statistics which is an add on to 
SAS® Visual Analytics. 

STEPS INVOLVED IN BUILDING A PREDICTIVE LOGISTIC REGRESSION 

There are multiple steps to building a predictive logistic regression model: 

Defining the problem 

The problem the predictive model is solving needs to be clearly defined. The outcome to be predicted 
(the dependent variable) and the variables that are believed to be related to the outcome (independent 
predictor variables) need to be identified.  Consulting with subject-matter experts to gain valuable insights 
into and to focus on meaningful potential predictor variables is important. It is good to consider which 
variables are traditionally considered in the domain, factors that are known or hypothesized to influence 
the outcome and any emerging trends or novel variables that might be relevant. 

Data collection, preparation and exploration 

The relevant data required for the analysis needs to be gathered and explored to gain insights into its 
structure and quality. The dataset needs to be cleaned and well-structured. Descriptive statistics and data 
visualizations should be produced to understand the data.  Missing values, multicollinearity, outliers, 
separation or quasi-separation and any other data anomalies need to be considered and remedied if 
required. There are a variety of SAS® procedures and procedure options to use to effectively explore the 
data visually and in tabular form. A few common procedures to use are: 

 FREQ: Great for providing an understanding of the categorical predictor variables and identifying 
the number of observations with missing values. Cross-tabulations with the dependent variable 
can also provide insight into the strength of the associations between the dependent and 
predictor variables. 

 SGSCATTER: Valuable for exploring continuous variables to visualize the relationships between 
different independent variables and identify potential high correlations which can be an indication 
of multicollinearity. The MATRIX statement displays pairwise scatterplots for multiple continuous 
variables. 

 MEANS: Provides summary statistics for continuous variables such as mean, median, standard 
deviation, and percentiles. 

 UNIVARIATE: Provides a wide range of descriptive statistics and can help identify potential 
outliers. The HISTOGRAM statement is useful to understand the distribution of the continuous 
variables. 

 SGPLOT: This is a very versatile visualization tool to explore the variables. 

 The VIF option in the REG procedure: This can support identifying predictor variables that may 
be candidates for removal due to multicollinearity as logistic regression assumes there is no 
multicollinearity. PROC REG is used to obtain the variance inflation factor (VIF) of the 
independent variables.  A VIF of 5 to 10, or higher, is a good indication for multicollinearity.  
PROC REG with any made-up Y variable, even a categorical one can be used since VIF 
calculations do not depend on Y. PROC REG provides the VIF in the Parameter Estimates table. 
The example shown in Figure 1 identifies 2 variables that have high VIF values. It is advisable to 
remove the variable with the highest VIF and recalculate the VIF for the remaining predictors, 
rather than planning to exclude all those with high VIF values from your predictive logistic 
regression model, as the removal of one variable may impact the VIF values of the others. 

   PROC REG DATA=dataset; 

      MODEL any_variable = list_of_continuous_vbles / VIF; 

   RUN; 
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Figure 1: Example of Parameter Estimates table from PROC REG showing VIF 

Variable selection for model building 

Variable selection is a critical step in building predictive logistic regression models. It involves choosing 
the most relevant independent predictor variables while excluding irrelevant or redundant ones. There are 
a multitude of techniques to use for selecting variables to be included in the predictive logistic regression 
model. The choice of method should be guided by a thorough understanding of the nature of the data 
with insights obtained from the data exploration stage, the complexity of your model, and the specific 
goals of your analysis.  

PROC LOGISTIC can utilize the well-known forward, backward and stepwise selection methods which 
iteratively adds and/or removes variables from the model, based on the significance of the chi-square 
statistic, using the model specification option SELECTION=<specify method> and effect selection options 
in the MODEL statement.  

PROC LOGISTIC also supports selection methods using statistical criteria such as the Akaike 
Information Criterion (AIC), AIC with correction (AICc), Bayesian Information Criterion (BIC), and AUC by 
applying the SCORE statement with the FITSTAT option to display the fit statistics. The ODS OUTPUT 
statement can then be used to store the fit statistics in a dataset. However, there is not an automated 
variable selection option using these criteria and a manual or macro process would need to be developed 
to obtain a ‘final’ model: 

 ODS OUTPUT ScoreFitStat=fit_statistics; 
   PROC LOGISTIC DATA=data_set; 

 MODEL dependent_variable = predictor; 

 SCORE out=drop FITSTAT;  

   RUN; 

Lasso Regression with L1 Regularization minimizes the sum of the log-likelihood (likelihood of the model 
given the data) and penalizes the absolute values of regression coefficients, which tends to shrink some 
coefficients to zero, providing insight into potential predictors to exclude from the final model. PROC 
LOGISTIC does not offer this option. However, it can be performed with logistic regression in 
HPGENSELECT procedure. 

Model validation 

Overfitting is a key challenge in predictive modeling.  It is the result of a model being too complex for the 
data it is trained on and therefore the model fits the ‘training’ data too closely, whereby it’s including the 
noise in the data.  As a result, this leads to models describing the data at hand well, but performing poorly 
for new, unseen data.  Quantifying the predictive ability of a model on the exact data it was developed on 
will give an ‘optimistic’ estimate of performance, due to the overfitting concept [1, 2].  The idea behind 
validation is to quantify the optimism in the predictive performance of the developed model and adjust the 
model for overfitting. There are multiple methods to support the evaluation of this for predictive 
classification models and includes internal and external validation concepts.  Internal validation utilizes a 
partition of or samples from the original data. External validation evaluates a model's performance on a 
completely new independent dataset and can offer assurance that the model is not over fitted and will 
make accurate predictions in the broader ‘real-world’ scenarios.  Ideally, both internal and external 
validation is performed. However, if one does not have the luxury of a new additional dataset, at the very 
minimum internal validation should be performed. 



 

5 

Internal validation most commonly involves partitioning the original data into multiple samples. Split-
sample validation and various cross-validation methods (K-fold, stratified, leave-one-out) are often used. 

Split-sample validation randomly splits the original data into two samples, training data and test data, 
often using 70/30 or 80/20 split. The model is selected/trained on the training data and its performance 
tested on the validation data. It is often used for large datasets, particularly when splitting into more 
subsets could be computationally intensive. 

Cross Validation methods involve splitting the data into multiple subsets (folds) and the model is trained 
and tested multiple times using a different subset as the testing set in each iteration while the remaining 
subsets serve as the training set for each subset of data. Each observation in the data is assigned to only 
one subset of data and remains in that subset for the duration. 

Bootstrapping Validation is another internal validation method. This is slightly different to split-sample and 
cross validation, whereby rather than splitting the data into subsets, it draws samples with replacement 
from the dataset, of the same size as the original dataset [3]. A model is trained on each bootstrap 
sample using the same predictor variables as in your original model and then tested on the original 
dataset [4]. This is described in more detail in the next section. 

Model Evaluation 

Regardless of the validation method used, the performance metrics that will evaluate the predictive 
logistic regression model need to be considered. The chosen performance metrics are then calculated 
and assessed for each model created and applied to each cross-validation fold or each bootstrap sample. 
Common metrics are accuracy (concordance), precision (positive predicted value (PPV)), recall (true 
positive rate, sensitivity), specificity (true negative rate), false-positive rate, F1-score (harmonic mean of 
precision and recall), ROC curve, ROC AUC (the same as the c-statistic for binary outcomes) and 
Precision-Recall AUC (PR AUC). 

Recall that logistic regression provides probabilities and therefore a decision threshold is required to 
determine the classification of the observation. A lot of the metric values mentioned above will change 
depending on what the decision threshold (probability cut-off) is. For example, a lower threshold 
increases sensitivity but may decrease specificity, while a higher threshold does the opposite. It is 
therefore important to understand the implications of the costs and savings when deciding on what 
decision threshold to use.   

Accuracy can be misleading in imbalanced datasets where a high accuracy can simply be due to 
predicting the majority class. The ROC curve evaluates the model’s ability to distinguish between the 2 
classes of the dependent variable across different decision threshold values. It is a plot of sensitivity 
against 1-specificity, where specificity is the model’s ability to correctly identify negative cases. If the 
predictive model was perfect in its discrimination of classes, using some decision threshold, the 
sensitivity will be 1 and 1-specificity will be zero.  The ROC AUC (c-statistic) is calculated by taking all 
possible pairs of subjects consisting of one subject who experienced the event of interest and one subject 
who did not experience the event of interest. It is then the proportion of such pairs in which the subject 
who experienced the event had a higher predicted probability of experiencing the event than the subject 
who did not experience the event [5].  A higher ROC AUC indicates better model ability to distinguish 
between the two. A predictive model that is useless and no better than tossing a coin to make a decision 
will have an area under the ROC curve of 0.5.  PR AUC provides the trade-off between precision and 
recall across different decision threshold values and so is particularly relevant with imbalanced datasets. 

The appropriate performance metrics to select will depend on the nature of the problem and specific 
goals of the prediction as well as the consequences/cost of false positives and false negatives. 

Model deployment and monitoring 

Once the performance of the model is satisfactory, the next step is to deploy it into the workflow for 
making predictions on new data that come through. Continuous monitoring of the model’s performance in 
production is recommended and, if needed, consider retraining the model periodically if the distribution of 
the underlying data changes. 



 

6 

BOOTSTRAP VALIDATION 

As mentioned earlier, if validation is not performed, then the estimate of the chosen metrics will be 
optimistic if it is only derived from the data the model was developed on.  Validation methods are different 
ways to estimate and adjust for this optimism, Bootstrap Validation being one of them.  

Bootstrap sampling is basically built on the concept that inference about a population based on sample 
data can be modeled by resampling the data and performing inference about the sample from the 
resampled data [3]. The original dataset is an observed sample representative of the ‘population’ so if the 
same number of observations as in the original data are chosen randomly from the original dataset one at 
a time with replacement, then observations in this ‘bootstrap’ sample will be equally representative of the 
target population.  If this is done multiple times to obtain M bootstrap samples, then measures of 
variability for metrics of interest can be obtained. 

Bootstrap validation utilizes bootstrap sampling whereby you: 

1. Define the predictive model on the original dataset using all its data. 

i.e. data exploration and variable selection methods have already been employed utilizing all the 
data in the original dataset and the predictor variables to include in the model along with the 
decision threshold are decided on. The model defined in this step is the model to be validated. 

2. Obtain the values of the performance metrics of interest from this model such as ROC AUC or 
other metrics such as sensitivity, PPV/recall that can be obtained when applying a decision 
threshold. 

3. Create M bootstrap samples, by sampling at random, with replacement, the same number of 
observations that were in the original data from the original data.  

4. Then for each m=1…M bootstrap samples: 

a. Fit the same logistic regression model on the bootstrap sample i.e includes the same 
predictors as the predictive model based on the original data.  

b. Obtain the performance metrics of interest from the bootstrap model 

c. Apply the bootstrap sample model coefficients to the original data (i.e., score the 
bootstrap model with the original data).  

d. Obtain the performance metrics of interest from the scored model.  

i.e., the model as estimated in the bootstrap sample is evaluated in both the bootstrap sample 
and in the original dataset.  Note, the model performs differently at each iteration. This difference 
is not attributed to any parameter change during the iteration because the same predictors are 
used for all the models. 

e. Calculate the difference between the performance metrics from the scored model based 
on the original data and the metric estimates based on the bootstrap sample. 

5. Once all the above steps are complete for each bootstrap, take the average of the differences for 
each performance metric and this provides an estimate of the optimism of the original model 
performance for that metric.  

6. Subtract the optimism from the performance metric value obtained from the original model to 
provide a ‘corrected’ estimate of performance. [3] 

The number of bootstrap samples required can depend on the number of events in the original data per 
variable included in the model but generally 50 to 200 should be enough [6].  Pattengale et al proposed 
between 100-500 [7].  

EXAMPLE 

A simple example is provided below to show the application of bootstrap validation after the final model is 
determined for a predictive logistic regression model. 
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Background 

Partial breast radiation therapy (PBRT) (localized treatment) delivers a higher dose of radiation to a 
smaller area of the breast and is an alternative to whole breast radiation for appropriately selected 
women with early-stage breast cancer.  Whole breast radiation requires nearly a daily commitment from 
women to attend a radiation clinic over a period of 5 to 6 weeks compared to localized treatment being 
completed within 1 week [8]. However, planning a partial breast radiation treatment takes 2-3 hours 
longer than a whole breast plan and even once it is planned, at the time of this study, it was not able to 
be given to nearly 25% of early-stage breast cancer women. A whole breast radiation treatment plan was 
then also needed. 

Objective 

The objective was to develop a predictive model that could identify early-stage breast cancer patients 
who would not be suitable to receive localized treatment before spending 2-3 hours developing the partial 
radiation treatment plan for them.  Clinicians pre-defined that the predictive model would be valuable if it 
identified 25% of cases that would ultimately fail partial breast planning and require a complete plan 
(sensitivity) at a cost of losing no more than 5% of patients that could have potentially received a partial 
plan (1-specificty). The concept of this is shown in Figure 2. 

 

Figure 2: Diagram of potential cost and benefit of interest for the classification predictive model 

 

Data available and data exploration 

Figure 3 shows the variables contained in the original dataset named rt_plan. The outcome of interest is 
plan which identifies whether the women received localized treatment (Partial) or ultimately ended up 
having a complete radiation therapy plan (Complete). 

There were 437 unique breast cancer patients. Of these, 92 (21%) ultimately required a complete breast 
radiation plan. There were 9 predictor variables available for consideration. During the data exploration 
phase, it was found that two predictor variables (dose_evaluation_volume, surgery_to_CT_interval) had a 
large number of observations without data (>20%). Given that imputation was not possible for these 
variables, the decision to drop them from consideration in the predictive logistic regression was made. 
Multicollinearity was also present between some of the predictors. In the end, it came down to a very 
simple ‘final’ model with only breast_quadrant and cavity_to_breast_volume_ratio included.  

 

 

Figure 3: First few observations of RT_plan data 
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Final model built on the original dataset 

While the final model built on the original dataset was very simple with only breast_quadrant and 
cavity_to_breast_volume_ratio as the predictor variables, the consequences of erroneous predictions for 
women diagnosed with early-stage breast cancer meant it was still imperative to understand the precision 
of the predictions and perform model validation.  

The final model is specified in the LOGISTIC procedure shown below and output from the model is 
presented in Figures 4 and 5. 

 
ODS OUTPUT Association=association_statistics         (1.1)  

PROC LOGISTIC data=rt_plan;                  (1.2) 

 CLASS breast_quadrant;                        (1.3) 

MODEL plan (EVENT='Complete') =       (1.4) 

breast_quadrant cavity_to_breast_volume_ratio        (1.5) 

/ EXPB                                  (1.6) 

  LACKFIT                                  (1.7) 

  ; 

   RUN; 

(1.2) specifies the input dataset is rt_plan, which is the original dataset 
(1.3) categorical predictor variables are declared using the CLASS statement. 
(1.4) indicates the variable plan is the dependent variable with ‘Complete’ as the response. By default 

PROC LOGISTIC models the probability of class levels with the lower ordered value. The class 
‘Complete’ would therefore have been used by default even if it had not been specified. 

(1.5) specifies the 2 predictor variables to include in the model. 
(1.6) the exponential of the coefficients which provide the odds ratios for easier interpretation are 

requested.  You can see from the class level information in Figure 4 that the reference category for 
breast_quadrant is Upper Outer. As shown in the Analysis of Maximum Likelihoods that the odds 
ratio (Exp(Est)) for Lower Inner is 5.23, indicating the odds of a women with the early-stage breast 
cancer in the lower inner quadrant ultimately requiring complete breast radiation is 5.23 times 
greater than that of a women with early-stage breast cancer in the upper outer quadrant. 

By default, the output from PROC LOGISTIC includes a few statistical measures that offer insights into 
the goodness of fit of the final model.  Association of predicted probabilities and observed responses 
shows the percent concordant (accuracy) and discordant along with the c-statistic (ROC AUC) which can 
be exported to a dataset using the ODS OUTPUT statement in (1.1). In this example we observe a ROC 
AUC of 0.831, indicating a relatively strong performance. 
 
(1.7) requests the Hosmer and Lemeshow goodness-of-fit test (output is shown in Figure 5). Cases are 

ordered from lowest to highest according to their predicted probability and separated into 10 
groups. The observed and expected number in each group are provided and compared using 
Pearson’s chi-square statistic. The degrees of freedom is the number of groups minus 2. A low p-
value suggests an inadequate model. The partition output provided can provide a rough idea of 
overall fit across the spectrum of predicted probabilities. 
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Figure 4: Output from the predictive logistic regression model based on the original dataset 

 

 

 
 
 
 
 
 

Figure 5: Output for Hosmer and Lemeshow goodness-of-fit test requested by LACKFIT option 
 

While the ROC AUC appears reasonable, the goal of this predictive model requires a balance between 
sensitivity (at least 25%) and 1-specificity (a maximum of 5%). Therefore, evaluating the model on 
determining a stable decision threshold which meet these criteria is important and will form the 
performance metrics for validating this predictive model. 

As mentioned earlier, the ROC curve is a plot of sensitivity against 1-specificity at different decision 
thresholds. ROC curve data is therefore utilized to determine the probability threshold that supports the 
sensitivity and 1-specificity criteria. The code below shows how to obtain a plot of the ROC curve and the 
plot data. 
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ODS OUTPUT Association=association_statistics             

ODS GRAPHICS ON;                  (2.1) 

PROC LOGISTIC data=rt_plan PLOTS(ONLY)=(ROC(ID=prob));                (2.2) 

      CLASS breast_quadrant;                   

MODEL plan (EVENT='Complete') =                 

    breast_quadrant cavity_to_breast_volume_ratio         

 / OUTROC=roc_plot_data;                          (2.3) 

   RUN; 

(2.1) requests ODS graphics to be turned in order to produce a ROC curve 
(2.2) requests the ROC curve. The ONLY option suppresses the default plots that are provided in PROC 

LOGISTIC and only the requested plots are displayed.  The ID=prob option requests that the 
predicted probabilities are displayed on the ROC plot, as shown in Figure 6. 

(2.3) requests the ROC curve output dataset and names it, roc_plot_data. It contains the data necessary 
to produce the ROC curve shown in Figure 6 and a snippet of the dataset is shown in Figure 7. 

A high performing model rises steeply from the bottom-left corner to the top-left corner as this indicates 
the model can distinguish between the 2 classes of the dependent variable effectively. 

 

 

Figure 6: ROC plot with predicted probabilities 

 

 

Figure 7: ROC output dataset 
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The code below determines the probability cut-off that meets the predictive model criteria of 
sensitivity>=0.25 and 1-specificity<=0.05 from the ROC curve data. 

  DATA p_cut_off;                    (3.1) 

    SET roc_plot_data                   (3.2) 

(WHERE=(_1MSPEC_<=0.05 and _SENSIT_>=0.25))                   (3.3) 

   END=eof;                                 (3.4) 

   IF eof;                  (3.5) 

   RUN; 

(3.3) keeps only the observations that meet the predictive model criteria. _1MSPEC_ and _SENSIT_ are 
the default variable names of 1-specificity and sensitivity, respectively, in the ROC output dataset. 

(3.4) produces a binary variable, eof, with the value 1 for the last observation in the dataset, 0 otherwise. 
eof is automatically dropped in the output dataset. 

(3.5) requests to keep the last observation. Since sensitivity and 1-specificity are in ascending order, this 
will be the observation that provides the probability cut-off (the decision threshold) which optimizes 
the balance between the sensitivity and 1-specificity criteria. As seen in Figure 7, this provides 
probability 0.44272 (observation 43) 

 

In summary, our defined predictive model performs well with a ROC AUC of 0.831. A decision threshold 
of 0.443 gives rise to a sensitivity of 0.35 and 1-specificity of 0.05, meeting the sensitivity>=0.25 and 1-
specificity<=0.05 requirements. We must now evaluate how well this model performs, with the chosen 
decision threshold, on other data samples through the use of bootstrap validation. 

Obtaining the bootstrap samples to perform internal model validation 

The SURVEYSELECT procedure provides an easy way to obtain bootstrap samples using sampling at 
random with replacement. 

   PROC SURVEYSELECT  

DATA=rt_plan           (4.1) 

OUT=sampling           (4.2)   

     OUTHITS                          (4.3)   

METHOD=URS           (4.4)  

SAMPRATE=1           (4.5)   

SEED=20150106           (4.6) 

REP=500           (4.7)  

 ;  

   RUN; 

(4.1) samples from the original dataset rt_plan 
(4.2) specifies the name of the output data. By default, it includes only those units selected for the 

sample. It comprises all the variables from rt_plan dataset, along with an additional variable called 
replicate, which is labelled ‘Sample Replicate Number’. This variable serves to indicate the specific 
bootstrap sample to which each observation belongs (Figure 8). This inclusion streamlines the 
process for conducting bootstrap sample validation. 

(4.3) requests a distinct copy of each selected unit in the OUT= output dataset when the same sampling 
unit is selected more than once. 

(4.4) selects with equal probability and replacement. 
(4.5) specifies the sample to be the same size as the original dataset. If you recall, in this example there 

were 437 observations, so this will be the size of each bootstrap sample. In Figure 8, you can see 
how the value of replicate changes to 2 at observation 438. 

(4.6) provides a seed number to enable the generation of exactly the same bootstrap samples should the 
need arise. 

(4.7) requests 500 replications. Given the original dataset is small, there is not too much worry about 
computational time/resource so a large number of bootstrap samples were created. 
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Figure 8. Output dataset created from the bootstrap samples 

 

Fitting the original fitted model and decision threshold to each of the bootstrap samples 
and obtaining sensitivity and 1-specificity for each 

Using the same predictors and decision threshold determined by the original predictive logistic regression 
model (probability cut-off 0.443), a logistic regression model now needs to be fit to each of the bootstrap 
samples. The sensitivity and 1-specificity values need to be stored from each bootstrap model along with 
the relevant model information so the bootstrap models can be scored with the original dataset.  

Given many logistic regression models will be run, and information required will be saved within output 
datasets, first it is ideal to suppress all output. 

  ODS GRAPHICS OFF;               (5.1) 

ODS EXCLUDE ALL;              (5.2) 

ODS NORESULTS;              (5.3) 

 

(5.1) turns off the creation of graphics for subsequent procedure calls. 
(5.2) suppresses output from all open destinations. 
(5.3) prevents output objects from being sent to the Results window. 
 

PROC LOGISTIC DATA=sampling OUTMODEL=BS_model_output;       (6.4) 

BY replicate;         (6.5) 

CLASS breast_quadrant;              (6.6)        

MODEL plan (EVENT='Complete') =       (6.7)  

breast_quadrant cavity_to_breast_volume_ratio       (6.8)       

/ OUTROC=BS_roc_plot_data;          (6.9) 

   RUN; 

 

(6.4) uses the sampling dataset which was created from the bootstrap sampling to perform the model 
fitting on. A dataset that contains sufficient information to score new data without having to refit the 
model is requested using the OUTMODEL= options. In this case, it is named ‘BS_model_output’. 
This will enable the model to be scored with the original dataset in a later step. 

(6.5) utilizes the replicate variable provided by the bootstrap sampling. This performs separate logistic 
regressions for observations in replicate groups. The input dataset should be sorted in order of the 
BY variable. 

(6.6) - (6.8) performs the same predictive logistic model as was defined on the original dataset 
(6.9) extracts the ROC plot data for each iteration of the logistic regression performed based on the BY 

group variable replicate. Similar data as seen in Figure 7 is provided, except BS_roc_plot_data 
also includes replicate to indicate which replicate model the ROC data pertains to.   

 
The sensitivity and 1-specificity values at the decision threshold of 0.443 need to be extracted from the 
ROC curve dataset BS_roc_plot_data.  The probabilities within it are arranged in descending order. 
Furthermore, it is worth noting that the ROC curve dataset may not always include sensitivity and 1-
specificity values precisely at the 0.443 probability threshold for each replicate. Therefore code lines (7.1) 



 

13 

to (7.3) utilize the FIRST function with replicate as the BY group, to extract the ROC curve observation 
that has the highest probability that is <=0.443. Figure 9 shows the created dataset BS_p_cut_off with 
one observation per replicate. 

 

   DATA BS_p_cut_off;           

      SET BS_roc_plot_data (WHERE=(_PROB_<=0.443));     (7.1) 

 BY replicate;          (7.2) 

 IF FIRST.replicate;        (7.3) 

   RUN; 

 

 

Figure 9. First few observations of BS_roc_plot_data dataset 

 

Scoring the bootstrap logistic regression models with the original data and obtaining 
sensitivity and 1-specificity values based on the probability cut-off 0.443 for each 

(8.1) informs dataset BS_model_output contains the model information needed for scoring. This was 
created in code line (6.4). 

(8.2) uses the replicate variable again so that the scoring and ROC curve data is performed for each 
replicate.  

(8.3) specifies the original dataset, rt_plan, is the data to be scored and requests the ROC curve dataset 
to be saved as scored_roc 

PROC LOGISTIC INMODEL=BS_model_output;          (8.1) 

BY replicate;           (8.2) 

   SCORE DATA=rt_plan OUTROC=scored_roc;          (8.3) 

   RUN; 

Using similar code as (7.1) to (7.3) to obtain the sensitivity and 1-specificity with a decision threshold of 
0.443. 

   DATA scored_p_cut_off; 

SET scored_roc (WHERE=(_PROB_<=0.443));       (8.4) 

BY replicate;           (8.5) 

     IF first.replicate;        (8.6) 

   RUN; 

 

Sensitivity and 1-specificity have now been obtained for (A) the original model using the original dataset 
(stored in p_cut_off), (B) for each ‘bootstrap’ model using the bootstrap samples (stored in bs_p_cut_off 
and (C) for each ‘bootstrap’ model using the original dataset (stored in scored_p_cut_off).  

The next step in the bootstrap validation process is to take the difference between the estimates in (B) 
and (C) for each replicate and obtain the average of the differences as shown in code lines (9.1) to (9.6). 
The average value is then subtracted from the metrics obtained in (A) to provide the optimism-adjusted 
sensitivity and 1-specificity for our original model. Shown in code lines (10.1) to (10.5). 

   PROC SQL; 

     CREATE TABLE model_optimism AS       (9.1) 

 SELECT 



[1It is essential to recognize treatment guidelines and options can change over time. Results from this study may no longer be 
relevant. Consult with a healthcare professional for the most up-to-date information on breast cancer treatment.] 
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   AVG(a._SENSIT_ - b._SENSIT_) AS avg_sensitivity,     (9.2)  

        AVG(a._1MSPEC_ - b._1MSPEC_) AS avg_1M_specificity    (9.3)  

 FROM 

bs_p_cut_off AS a            (9.4) 

 INNER JOIN 

scored_p_cut_off AS b            (9.5) 

ON a.replicate = b.replicate;        (9.6) 

   QUIT; 

 

Datasets bs_p_cut_off and scored_p_cut_off are joined on replicate to make sure the difference for the 
metrics is taken for the same bootstrap replicate (9.4) to (9.6). Code lines (9.2) and (9.3) are calculating 
the average of the difference for Sensitivity (_SENSIT_) and 1-specificity (_1MSPEC_), respectively. The 
average is saved in model_optimisim dataset as shown in Figure 10. 

 

Figure 10: Dataset ‘model_optimism’ 

 

The two SET statements ensure data from the 2 datasets are merged into one observation so the 
difference between the estimated optimism for both sensitivity and 1-specificity can then be subtracted 
from the original model estimates to provide the optimism-adjusted metrics (10.4) and (10.5). 

 DATA metrics_adjusted;                 (10.1) 

SET model_optimism;         (10.2) 

SET p_cut_off (KEEP=_sensit_ _1Mspec_);           (10.3) 

adj_sensitivity=_sensit_ - avg_sensitivity;          (10.4) 

adj_1M_specificity=_1Mspec_ - avg_1M_specificity;        (10.5)  

   RUN; 

 

 

Figure 11: Dataset ‘metrics_adjusted’ showing the adjusted sensitivity and 1-specificity 

Summary 

Accounting for the optimism inherent in the original model, the adjusted sensitivity and 1-specificity were 
0.326 and 0.052, respectively. The optimism-adjusted sensitivity of 0.33 still met the criteria of >=0.25. 
The optimism-adjusted 1-specificity at 0.052 was borderline for meeting the target <=0.05. However, it 
was felt that predictive model implementation early on in radiation planning could still be used to predict 
patients likely to achieve localized treatment and those who will require a radiation to the whole breast 
based solely on the ratio of the cavity to breast volume and location of where the breast cancer was1. 

CONCLUSION 

There are many steps to building a predictive logistic regression model. Validation of the model’s 
performance is important, as is the assessment of the decision threshold used for classification. The 
consequences of miss-classification need to be balanced with the benefits of its level of accuracy.  The 
choice of metrics to assess the model performance must take into account the objective of the predictive 
model. The use of PROC SURVEYSELECT for obtaining bootstrap samples coupled with the BY group 
statement within PROC LOGISTIC make it very easy to perform bootstrap validation on a predictive 
logistic regression model. 
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