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Abstract

Regression analysis is a foundational technique in data science and statistical modeling, enabling analysts to quantify and
interpret relationships between a dependent variable and one or more independent variables. This paper presents a practical
introduction to the concepts, common types, and real-world applications of regression analysis using the R statistical
programming language. Through clear explanations, simple examples, and reproducible R code, readers learn how to develop,
interpret, and evaluate regression models, including simple linear regression, multiple linear regression, and logistic regression.
Emphasis is placed on model assumptions, interpretation of results, and practical considerations relevant to applied analytics.

Introduction

Regression analysis is a cornerstone of predictive analytics and statistical inference. It allows researchers and data scientists to
model relationships between variables and make informed predictions. In healthcare, regression modeling is often complex and
multifactorial, involving variables such as age, blood pressure, cholesterol levels, treatment history, and other clinical or
demographic factors. Understanding how these factors relate to patient outcomes is critical for biomedical research, regulatory
decision-making, and clinical practice. Regression analysis provides a rigorous framework for quantifying relationships between
independent variables (predictors) and dependent variables (outcomes).

R is a widely adopted statistical programming language in healthcare and life sciences due to its flexibility, extensive ecosystem
of validated analytical packages, and strong support for reproducible research. Importantly, the U.S. Food and Drug
Administration (FDA) has publicly acknowledged and encouraged the use of R for statistical analysis, modeling, visualization, and
data review in regulatory submissions. R is routinely used by FDA reviewers and is accepted for use in clinical trial analysis,
pharmacometrics, and real-world evidence studies, if analyses are transparent, reproducible, and well documented.

This paper provides a step-by-step introduction to regression analysis using R, with a focus on healthcare applications. By
aligning statistical methodology with tools recognized and used by regulatory agencies such as the FDA, this work aims to
support analysts, researchers, and practitioners in producing reliable, reproducible, and regulatory-ready analytical results.

Data File Used in Examples
The code examples in this paper use two CSV data files:
®  Framingham Heart Disease.csv

®  Framingham Lifestyle.csv

The synthesized Framingham Heart Study data file contains demographic, lifestyle, clinical, and laboratory variables commonly
used in cardiovascular disease (CVD) risk modeling. The outcome variables support regression-based prediction and inference in
healthcare and epidemiological research.

Number of Observations: 500

Number of Variables: 22

Unit of Analysis: Individual participant
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Framingham Heart Disease Data Dictionary / Variable Descriptions

The Framingham Heart Study (FHS) dataset used in this paper includes demographic, lifestyle, clinical, and laboratory variables
commonly applied in cardiovascular disease risk analysis. Each record represents an individual participant, with variables
capturing established risk factors and health outcomes relevant to regression modeling.

Variables are defined to support exploratory data analysis. Continuous measures use standard clinical units, while categorical
and binary variables employ well-documented levels to ensure interpretability. Table 1 presents a practical and clinically relevant
foundation for demonstrating regression analysis techniques in healthcare analytics.

Variable Name Type Description Units / Categories
age Numeric Age of participant Years

sex Categorical Biological sex male, female
education Categorical Highest education level attained high school, college graduate
smoking Categorical Smoking status never, former, current
alcohol Categorical Alcohol consumption level none, moderate
physical_activity Categorical Physical activity level low, moderate, high
sbp Numeric Systolic blood pressure mmHg

dbp Numeric Diastolic blood pressure mmHg

height Numeric Height centimeters

weight Numeric Weight kilograms

bmi Numeric Body Mass Index kg/m?

cholesterol Numeric Total serum cholesterol mg/dL

hdl Numeric High-density lipoprotein cholesterol mg/dL

Idl Numeric Low-density lipoprotein cholesterol mg/dL

triglycerides Numeric Serum triglycerides mg/dL

glucose Numeric Fasting blood glucose mg/dL

diabetes Binary Diabetes diagnosis indicator 0=No, 1= VYes
heart_rate Numeric Resting heart rate beats per minute
cvd_event Binary Cardiovascular disease event occurrence 0= No event, 1 = Event
hypertension Binary Hypertension diagnosis indicator 0=No, 1=Yes
medications Categorical Current medication status none, antihypertensive
death Categorical Vital status alive, deceased

Table 1. Framingham Heart Study Data Dictionary.
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Framingham Lifestyle Data Dictionary / Variable Descriptions
The Framingham Lifestyle data file contains demographic and lifestyle variables.
Number of Observations: 11

Number of Variables: 6
Unit of Analysis: Individual participant

The Framingham Lifestyle data file contains variables designed to describe lifestyle and demographic characteristics that can be
used to investigate relationships between personal characteristics, health behaviors, and health outcomes. The data file’s
variables include sex (gender), education, smoking, alcohol, physical activity, and diet quality score, representing a combination
of demographic, socioeconomic, behavioral, and lifestyle factors. The diet_Quality_Score variable could incorporate
characteristics such as:

e  Fruit and vegetable consumption.

e  Whole-grain consumption.

e Intake of healthy fats.

e  Consumption of processed foods.

e  Sugar or sugary beverage consumption.

e  Saturated-fat intake.

e  Sodium intake.

e  OQverall dietary balance.

And it converts several dietary behaviors into a single measure, allowing it to be used conveniently in statistical analyses. For
example, researchers could investigate:

Does better diet quality correspond to greater physical activity?
<Or>

Do smokers have lower diet-quality scores than non-smokers?
<Or>

Does education level predict diet quality after accounting for sex, smoking, alcohol, and physical activity?

Table 2 presents the Framingham Lifestyle data dictionary.

Variable Name Description Units / Categories
sex Categorical Biological sex male, female

education Categorical Highest education level attained high school, college graduate
smoking Categorical Smoking status never, former, current
alcohol Categorical Alcohol consumption level none, moderate
physical_activity Categorical Physical activity level low, moderate, high

Overall quality of an individual’s diet with lower
diet_Quality_Score Ordinal numeric scores indicating poorer diet quality and 1-10
higher numeric scores indicating better diet quality.

Table 2. Framingham Lifestyle Data Dictionary.
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Foundational Statistical Review

To truly understand regression analysis, you need core statistical knowledge, ranging from basic to more advanced concepts.
We’'ll illustrate a foundational statistical review into five levels, from the basics to more nuanced, with simple explanations, R
coding examples, and R output.

Level 1: Descriptive Statistics (The Basics)
Why it matters: Regression models rely on understanding your data’s characteristics first.
Key concepts:
1. Mean, median, mode — central tendency of your variables.
v' Example: Average systolic blood pressure in your dataset.
2. Variance & standard deviation — spread of data.
v" Example: How much cholesterol levels vary among participants.
3. Range & interquartile range — spread of data extremes.
v' Example: Difference between the highest and lowest ages.
Tip: Look at the distribution of each variable; regression assumes certain patterns in your data (like normality in residuals).

Level 2: Correlation and Relationships

Why it matters: Regression measures the relationship between variables.
Key concepts:
1. Covariance —indicates how two variables change together.
2. Correlation (Pearson’s r) — standardized measure of linear relationship (-1 to 1).
v" Example: Correlation between age and systolic blood pressure.
v' r=0-> little linear relationship; r = 1 > strong positive relationship.
3. Scatterplots — visualize relationships.
v' Example: Plot cholesterol vs. BMI to see if higher BMI tends to correlate with higher cholesterol.

Level 3: Probability & Distributions

Why it matters: Regression relies on probabilistic assumptions about the errors (residuals).
Key concepts:
1. Random variables — variables that can take different values based on chance.
2. Normal distribution — bell-shaped curve; many regression tests assume residuals follow this.
3. Probability basics — likelihood of observing certain outcomes.
v" Example: Probability that a participant’s blood pressure exceeds 140 mmHg.
Tip: Check residuals in your regression to see if they look roughly normal.

Level 4: Inferential Statistics

Why it matters: Regression is about making predictions and understanding uncertainty.
Key concepts:
1. Hypothesis testing — test if a variable truly affects the outcome.
v" Example: Is age a significant predictor of 10-year cardiovascular risk?
2. p-values — probability of observing an effect as extreme as yours by chance.
v' Low p-value (< 0.05) - variable likely matters.
3. Confidence intervals — range where the true effect likely lies.
v' Example: Slope of BMI on blood pressure might be 1.5-2.0 mmHg per unit BMI.

4. t-tests and F-tests — test significance of individual coefficients and overall model.
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Level 5: Regression-Specific Concepts

Why it matters: These are directly tied to building, interpreting, and trusting regression models.

Key concepts:

1.

Linear vs. multiple regression

v
v
v

Linear: 1 predictor - outcome
Multiple: Several predictors - outcome
Example: Predicting cholesterol using age, BMI, and blood pressure.

Coefficients (slopes) — effect of 1 unit change in predictor on outcome.

v

Example: Each 1-year increase in age increases systolic BP by 0.7 mmHg.

Intercept — expected outcome when predictors are zero.

Residuals — difference between observed and predicted values.

R-squared / Adjusted R-squared — proportion of outcome variance explained.

v

Example: Model explains 60% of variability in cholesterol.

Assumptions of linear regression (crucial!):

AR NN

Linearity: relationship between predictors and outcome is linear.
Independence: each observation is independent.

Homoscedasticity: residuals have constant variance.

Normality: residuals roughly normally distributed.

No multicollinearity: predictors aren’t highly correlated with each other.

Model specification — choosing correct predictors and transformations.

4

Example: Including BMI but not waist circumference if it overlaps too much.

Statistical Levels, Concepts, & Examples

Level Concept R Example
1 Descriptive stats (mean, SD, range) summary(framingham)
2 Correlation & scatterplots cor() + ggplot()
3 Probability & distributions shapiro.test() + histogram/density
4 Inferential stats Im() + summary() + confint()
5 Regression specifics & assumptions Im() + plot() + vif()

Table 2. Statistical Levels, Concepts, & Examples.

The following table provides step-by-step explanations, R code examples, and sample R output for all five levels.

Level

1

2
3
4
5

Statistical Levels, R Examples, & R Output

Table 3. Statistical Levels, R Examples, & R Output.

R Output
Mean cholesterol ~212, SD ~25

BMI vs cholesterol r ~0.4
p-value =0.12 > normal

BMl slope = 1.25, p < 0.001

Concept R Example

Descriptive stats (mean, SD, range) summary(), sd(), range(), ggplot()
Correlation & scatterplots cor(), ggplot()

Probability & Distribution hist(), geom_density(), shapiro.test()
Inferential stats Im(), summary(), confint()
Regression specifics & assumptions Im(), plot(), vif()

R2 = 0.35, residuals okay
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Regression Analysis Process Flow
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Exploratory Data Analysis (EDA)

Exploratory Data Analysis (EDA) is the first step in understanding a dataset before doing any formal modeling or statistical
testing. In simple terms, it is the process of “getting to know” your data, looking at what'’s inside, spotting patterns, identifying
problems, and forming initial ideas about what the data might be telling you.

When you begin EDA, you are not trying to prove anything yet. Instead, you are asking basic questions like: What do the
variables look like? Are there missing values? Are the numbers unusually large or small? Do certain variables seem related to
each other? This step helps you build intuition about the dataset and prepares you for more advanced analysis later.

EDA often involves simple summaries and visualizations. For example, you might calculate averages, medians, or ranges to
understand the typical values in your data. You might also create charts like histograms, box plots, or scatter plots to see how
the data is distributed or how variables relate to one another. These tools make it easier to spot trends, clusters, or outliers that
might otherwise go unnoticed.

Another important part of EDA is data quality checking. This includes identifying missing values, duplicate records, or
inconsistent formats. Catching these issues early is critical because poor-quality data can lead to misleading results if not
addressed.

Overall, EDA is about exploration, curiosity, and discovery. It helps you understand your data structure and limitations, guiding
you toward the right analytical approach. By the time you finish EDA, you should have a clear sense of what your data looks like,
what questions it can help answer, and what steps you need to take next.
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Exploratory Data Analysis Process Flow
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Model Evaluation

The exploratory data analysis was performed in R (version 4.x) using two primary packages:

1. ggplot2: a preeminent package for creating static, high-quality data visualizations in R. It is part of
the tidyverse ecosystem of packages and is based on the concept of the Grammar of Graphics, which allows users to
build plots by combining independent, modular components.

2. patchwork: a package designed to compose multiple [ggplot2] plots into a single, cohesive graphic.

EDA Step-by-Step
It is good practice to explore your dataset before fitting a model. The first step is to develop a general sense of what your data
looks like. In R, three commonly used functions for this purpose are str(), head(), and summary().

As shown in Figure 1, the str() function provides an overview of the dataset, including the data type of each variable, a preview
of the first few values, and the total number of variables and observations. This information helps guide the next steps in
exploratory data analysis and any needed data transformations. For example, categorical and binary variables may need to be
converted into factors.
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## 'data.frame': 500 obs. of 22 variables:

## § age : int 68 58 44 72 37 50 68 48 52 40 ...

## § sex : chr "female" "male" "male" “female" ...

#2 education : chr "high school™ "college graduate” “"college graduate” "college graduate"™ ..
i smoking : chr  "never" “"former" "never" "current™ ..

22 alcohol : chr "none" "moderate” "moderate”™ "moderate™ ...

Wi physical_activity: chr “moderate” "moderate” "moderate” “"moderate” ...

## sbp : onum 127 132 126 117 133 ...

e dbp : num B4.4 87.8 84.6 96.7 79.9 86.7 69.1 76.1 87 88.5 ...
height : num 167 178 170 156 178 ...

weight : num 77.9 61.4 51.8 78.9 91.6 82.1 75 66.2 58.6 87.5 ...
bmi : num 27.9 19.3 18 32.5 31.9 23.5 22.5 23.1 18.2 31.6 ...
cholesterol : num 184 211 198 207 173 ...

hdl : num 49.7 48.4 68.3 33.8 38.6 65.5 41.1 63.5 75.5 44 ...
141 : num 97.5 120.2 90.3 132 160 ...

triglycerides : num  148.5 139 99.3 149.2 146.2 ...

glucose : num 104 76 122 14 104 ...

diabetes :int e e 000 BREO ...

heart_rate : num 70.3 72.7 58.9 B2 64 53.3 68.9 70.3 71.6 B3.6 ...
cvd_event :int 6P OOORPRPROO ...

hypertension :int 6001000100 ...

medications : chr "pone" “none none” “none" ...

iEE
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death : chr "alive"™ “"alive™ “"alive" "alive" ...

Figure 1: The output from the str() function.

The head() function displays the first six rows of the dataset by default, allowing you to quickly see how the data is structured
and organized.

The summary() function, as shown in Figure 2, provides descriptive statistics. For numerical variables, it reports the minimum,
first quartile, median, mean, third quartile, and maximum values. For categorical and binary variables, it shows the frequency of
each category. These summaries are useful for identifying potential outliers or data entry errors. For instance, a minimum
triglyceride value of -7.5 is not realistic in practice and likely indicates an error introduced during data simulation.

#i# hdl 1d1 triglycerides glucose diabetes
## Min. : 2.30  Min. : 1.60 Min. : =7.5 Min. : 43.30 No :452
## 1st Qu.:40.00 1st Qu.: 84.97 1st Qu.:110.6 1st Qu.: 86.95 Yes: 48
## Median :50.25 Median :109.30 Median :150.7 Median : 98.50

## Mean :49.37 Mean :108.28 Mean :152.0 Mean : 98.56

## 3rd Qu.:59.92 3rd Qu.:132.00 3rd Qu.:191.2 3rd Qu.:110.80

## Max. :91.30 Max. :223.60  Max. :336.8 Max. :162.00

## heart_rate cvd_event hypertension medications death
## Min. :41.00 No :430 No :290 antihypertensive:119 alive :452
## 1st Qu.:62.40 Yes: 70  Yes:210 both 2535 cvd %39
## Median :69.90 cholesterol : 8 non-cvd: 9
## Mean :69.83 none :259

## 3rd Qu.:77.20

## Max. :99.30

Figure 2: The output (partial) from the summary() function.
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Categorical Variable Analysis

Ten categorical variables were analyzed using bar charts. Each variable was visualized as a standalone bar chart displaying
absolute frequency counts. Factor levels were explicitly ordered to ensure logical presentation (e.g., education levels from
lowest to highest, smoking status from never to current). The colors used in the charts are for visual styling only and do not
convey any specific meaning. Frequency counts were annotated directly above each bar for precise reading. The individual plots
were arranged in a 3x3 grid (with an additional standalone plot for death status) using patchwork for grid view.

The following code segment illustrates the general approach used for constructing each categorical bar chart, using the sex
distribution plot as a representative example:
fhs <- read.csv("/Path/To/dataset.csv")

pl <- ggplot(fhs, aes(x = sex, fill = sex)) +
geom_bar(color "black", alpha = 0.7, width = 0.6) +

geom_text(stat = "count", aes(label = after_stat(count)), vjust = -0.5,
size = 3, fontface = "bold") +

scale_fill_manual(values = c("female" = "pink", "male" = "lightblue")) +

scale_y_continuous(expand = expansion(mult = c(0, 0.2))) +

labs(title = "Sex Distribution", x = "Sex", y = "Count") +

theme_minimal() +

theme(legend.position = "none",

axis.title.x = element_text(size = 9),
axis.title.y = element_text(size 9),
plot.title = element_text(hjust = 0.5, face = "bold", size = 10))

ggplot(fhs, aes(x = sex, fill = sex)) initializes the plot using the fhs dataframe, mapping the sex variable to both the x-axis and the
fill color so each bar gets a distinct color.

geom_bar(color = "black", alpha = 0.7, width = 0.6) generates the bars. color = "black" adds a black border around each
bar, alpha = 0.7 makes them slightly transparent, and width = 0.6 makes them narrower than the default so they don't fill the
entire space.

geom_text(stat = "count", aes(label = after_stat(count)), vjust = -0.5, size = 3, fontface = "bold") places the count numbers
above each bar. stat = "count" tells it to compute the frequency, after_stat(count) retrieves that computed count as the label.

scale_y_continuous(expand = expansion(mult = c(0, 0.2))) adjusts the y-axis padding = 0 at the bottom so bars start flush at
zero, and 0.2 (20% extra) at the top so the count labels above the bars aren't cut off.

theme_minimal() applies a minimal theme with light gridlines.

Numerical Variable Analysis

Twelve numerical variables were analyzed using box plots. Box plots were chosen for their ability to simultaneously display the
median, range, and potential outliers in a compact format. Each box plot was rendered vertically with the x-axis suppressed to
focus attention on the distribution along the y-axis. Distinct fill colors were assigned to each variable for visual differentiation.
The plots were organized into grids.

EDA & Data Distributions

Analyzing the distribution of each continuous variable presents the skewness of these variables. Although skewness of
predictors does not violate any assumptions of regression analysis, it could affect the performance of the model by generating
biased coefficients, making the model more sensitive to outliers, and causing poor fit in the sparse region. In R, we can use
the hist() function to generate a histogram to analyze the variable distribution. But if there are many variables, we can use the
code below to generate multiple histograms at once.
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numeric_vars <- c("age","sbp","dbp","bmi","cholesterol","hdl",
"1dl","triglycerides","glucose","heart_rate")

par(mfrow=c(3,4))
for(v in numeric_vars){
hist(Framingham[[v]], main=v, xlab=v, col="1lightblue")

}

As shown in Figure 3, the histograms of 10 variables are generated. We can see there is no severe skewness in our dataset,

which is a good sign.
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Figure 3: The output from the hist() function.

Another chart that was used to analyze the data distribution and detect outliers is a boxplot. The code below shows how to plot

multiple boxplots at once.

par(mfrow=c(3,4))
for(v in numeric_vars){
boxplot(Framingham[[v]], main=v)

}

10
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Figure 4 shows the boxplot of each numerical variable. A boxplot includes the median, which is the line inside the
box, the interquartile range (IQR), which is the box region represents the values from the 15t quantile to the 3 quantile, the
whiskers, which are the extension lines that start from the 15t and 3™ quantiles and extend 1.5xIQR toward lower and upper
bound, and the outliers, which are the data points outside of the whiskers.
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Figure 4: The output of a boxplot() function.

Categorical Variable Distributions

The sex distribution revealed a near-balanced sample with 266 males (53.2%) and 234 females (46.8%), providing adequate
representation of both sexes for subgroup analyses.

Regarding behavioral risk factors, half of the sample reported never having smoked (250, 50.0%), while former
smokers constituted 29.8% (149) and current smokers made up 20.2% (101). This distribution, with half the sample having some
smoking history, is consistent with the known smoking prevalence in cohorts followed over multiple decades.

Alcohol consumption showed that the majority were moderate drinkers (253, 50.6%), followed by non-drinkers (197, 39.4%),
and heavy drinkers (50, 10.0%).

Physical activity levels mirrored this pattern, with most participants reporting moderate activity (251, 50.2%), followed by low
(149, 29.8%) and high activity (100, 20.0%).

The prevalence of diabetes in the study sample was relatively low at 9.6% (48 cases)

CVD events were observed in 14.0% (70) of participants, while the majority (430, 86.0%) did not experience a cardiovascular
event during the study period.

Hypertension was notably prevalent, affecting 42.0% (210) of participants.

11



Demystifying Regression Analysis Techniques with R, continued

Sex Distribution Education Distribution Smoking Status
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Figure 5: Categorical Variable Distributions.
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Numeric Variable Distributions

The descriptive statistics for all twelve numerical variables are summarized in Table 4 below.

Voriable —Mean Wedian Min  Max

Age (years) 54.9 55.0 30.0 79.0
Systolic BP (mmHg) 130.2 130.0 69.6 192.8
Diastolic BP (mmHg) 80.3 80.2 53.6 109.9
Height (cm) 169.7 169.6 140.1 209.3
Weight (kg) 74.8 74.8 31.1 123.6
BMI (kg/m?) 26.3 25.7 10.8 52.5
Total Cholesterol (mg/dL) 197.1 197.4 79.7 326.1
HDL (mg/dL) 49.4 50.2 2.3 91.3
LDL (mg/dL) 108.3 109.3 1.6 223.6
Triglycerides (mg/dL) 152.0 150.7 -7.5 336.8
Glucose (mg/dL) 98.6 98.5 43.3 162.0
Heart Rate (bpm) 69.8 69.9 41.0 99.3

Table 4. Descriptive statistics for numerical variables.

The following code segment illustrates the general approach used for constructing each numerical box plot, using
the sbp distribution plot as a representative example:

p2 <- ggplot(fhs, aes(y = sbp)) +
geom_boxplot(fill = "#2060ff", alpha = 0.7) +
labs(title = "Systolic BP Distribution", y = "Systolic BP (mmHg)") +
theme_minimal() +
theme(axis.text.x = element_blank(),
axis.ticks.x = element_blank())

ggplot(fhs, aes(y = sbp)) initializes the plot using the fhs dataframe and maps the sbp (systolic blood pressure) variable to the y-
axis.

geom_boxplot(fill = "#2060ff", alpha = 0.7) draws the box plot. fill = "#2060ff" colors the box, and alpha = 0.7 applies slight
transparency.

labs(title = "Systolic BP Distribution", y = "Systolic BP (mmHg)") sets the chart title and y-axis label with the appropriate unit of
measurement.

theme(axis.text.x = element_blank(), axis.ticks.x = element_blank()) removes the x-axis text and tick marks.

theme_minimal() applies a minimal theme with light gridlines.

The box plot displays the median (thick center line), the interquartile range (IQR) as the box edges (25th to 75th percentile),
whiskers extending to the farthest data points within 1.5x IQR, and any observations beyond that range as individual outlier
dots.

The age distribution ranged from 30 to 79 years with a mean of 54.9 years and a median of 55.0, indicating a rough symmetric
distribution centered on middle age. The box plot shows no outliers for age, with the interquartile range
spanning approximately 45 to 65 years.

Systolic blood pressure had a mean of 130.2 mmHg, with notable upper outliers visible in the box plot, some exceeding 175
mmHg. These extreme values likely represent participants with poorly controlled or severe hypertension.

13
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Diastolic blood pressure showed a mean of 80.3 mmHg with a tighter distribution but still featuring upper outliers
exceeding 105 mmHg.

Height exhibited a roughly symmetric distribution with a mean of 169.7 cm, though extreme outliers were observed at both
tails, with one participant recorded above 209 cm and another below 141 cm.

The weight distribution is notably symmetric; the mean and median are virtually identical at 74.8 kg. There are outliers at both
extremes. The upper outlier near 125 kg suggests a small number of participants with significantly elevated body weight, while
the lower outlier around 31 kg is unusually low for an adult and may warrant data quality review.

BMI showed a mean of 26.3 with a median of 25.7, placing the average participant in the overweight category (BMI > 25) [2].
Several high outliers were present, with BMI values reaching above 50, indicating morbid obesity in a small subset of the
sample.

Triglycerides had a notable data quality concern with the minimum value of -7.5 mg/dL, which is physiologically impossible
and indicates a data recording or processing error.
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Figure 6: Numerical Variable Distributions.
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Figure 7 presents a panel of violin plots that shows the distributions of continuous predictors between individuals who were
alive and those who died. A violin plot displays the distribution and density of a variable, combining features of a boxplot and a
density plot. The width of the violin represents the relative frequency of observations, with wider sections indicating higher
frequency at a specific value like a density plot. The vertical axis shows the range of the variable like a box plot. Violin

plots showcase comparison of both the density and the distributional shape across groups.

The violin plots of age show that the age of participants who are alive is approximately uniform, and the death group has

less individuals in the smaller age range (30-50 years), suggesting that age may be associated with the mortality outcome. The
violin plots of bmi show that the distribution of bmi for those are alive has longer tails, especially toward the high values,
compared that for those who deceased, suggesting that bmi values are more spread out and varying for those in the alive
group. For other predictors, the distributions in the alive group appear bell-shaped, whereas the distributions in the death
group appear more centered and sometimes with more than one peak, such as for dbp, glucose, heart_rate, height,
triglycerides, and weight. The violin plots for cholesterol and Idl show substantial overlap between alive and death groups with
no pronounced differences in distribution.

Violin plots of continuous predictors vs. outcome
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Figure 7. Violin plots of continuous predictors grouped by levels of death
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Outliers, Missing Data, and Errors

Outlier, missing data, and error are three common data quality issues researchers encounter during the exploration data
analysis. For outliers, it is important to investigate the causing reason of the outliers first before doing any actions. Some
outliers are real observations that represent some important rare events. For these outliers, we should keep them and include
them in our analysis. Another type of outlier is caused by measurement errors. Common handling methods include removing
them, Winsorization, and data transformation. Winsorization means replacing the extreme values with boundary values such as
the 95t percentile. Some common data transformation methods include log transformation, square root transformation, and
Box-Cox transformation.

For handling missing data, the common methods include deletion and imputation. Deletion is the easiest method, but it reduces
the sample size, and it can cause bias if the missing data is not caused by random. Imputation method replaces the missing
value with imputed value. The common imputation methods include mean imputation, median imputation, and regression
imputation. Mean imputation replaces the missing value with the mean of its variable. Median imputation replaces the missing
value with the median of its variable. Regression imputation replaces the missing value with the predicted value based on a
regression model.

For handling errors, the common methods include correction, deletion, and imputation. Correction method requires the analyst
to retrieve the corrected data from its source.

Below is an example that uses deletion to handle an error we found earlier, the negative value in variable triglycerides. It
transforms any negative values in the triglycerides variable, then replaces them with the median of this variable.

Framingham$triglycerides[Framingham$triglycerides < 0] <- NA
Framingham$triglycerides[is.na(Framingham$triglycerides)]
<- median(Framingham$triglycerides, na.rm = TRUE)

Correlation Matrix

The correlation matrix is used to test the linear relationship between continuous variables. This step is very useful for two
reasons. Firstly, it provides a preliminary understanding of which predictors might be associated with the response variable.
Secondly, it helps to detect potential multicollinearity among predictors before fitting the multiple regression model.

Each cell represents the Pearson correlation coefficient between a pair of variables. The value range is from -1 (strong negative
correlation) to 1 (strong positive correlation), and a value close to 0 indicates a weak linear relationship or a weak

nonlinear relationship. Stronger correlations are usually displayed in more intense colors. This visualization helps to identify the
relationship with the response variable and the potential multicollinearity among the predictor variables.

The following figure 8 is a relevant heat map. Relevant heat maps show that the linear correlation between most continuous
predictive indicators and systolic blood pressure is relatively weak. Meanwhile, the correlation between some pairs of predictors
is stronger, which is very important because highly correlated predictors can reduce the interpretability and stability of the
multiple regression model.

cor_matrix <- cor(fhs %>% select(where(is.numeric)),
use = "complete.obs")

corrplot(cor_matrix,

method = "color",
tl.col = "black",
tl.srt = 45)
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Figure 8: Correlation heatmap of continuous variables.

For example, variables such as weight and BMI, or cholesterol and LDL, may show stronger pairwise relationships than other
variable pairs. This type of pattern suggests that caution is needed when selecting predictors for a multiple regression model.
After exploring the distribution of variables in the dataset and the relationship between predictors, the next step is to formally
model these relationships using regression analysis. A simple linear regression model can serve as a useful starting point
because it focuses on the relationship between a predictor and a response variable. This allows readers to understand the basic
regression framework before turning to more complex models such as multiple linear regression and logistic regression.

Conceptual Understanding of Regression Analysis

Regression analysis is fundamentally about understanding relationships between variables while accounting for the complexity
and uncertainty present in real-world data. One of its primary purposes is explanation by identifying which variables
meaningfully influence an outcome, determining whether their relationships are positive or negative, and quantifying the
magnitude of their effects. In a healthcare context, this allows researchers and clinicians to move beyond simple observation,
and pinpoint which risk factors truly drive outcomes such as blood pressure or disease progression.

In addition to explanation, regression is widely used for prediction. By learning patterns from historical data, it enables the
estimation of future or unknown outcomes. For example, a model can be used to predict the likelihood of heart disease for a
new patient based on their clinical profile. It is important to recognize, however, that strong predictive performance does not
necessarily imply a deep understanding of the underlying relationships; a model may predict accurately without offering clear
interpretability.

Another critical function of regression is control. It allows analysts to isolate the effect of a single variable while holding others
constant, thereby reducing the influence of confounding factors. This is particularly valuable in healthcare, where multiple
variables often interact simultaneously. For instance, regression can help compare treatment outcomes across patients while
adjusting for differences in age, weight, or disease severity, leading to fairer and more meaningful comparisons.

Regression also plays a key role in quantifying uncertainty. Rather than providing single-point estimates alone, it offers measures
such as confidence intervals, standard errors, and p-values, which help assess the reliability of the results. This enables
practitioners to make informed decisions by understanding not just what the model predicts, but how confident they can be in
those predictions.

Finally, regression helps distinguish meaningful patterns from random noise. Real-world data is inherently variable, and not all
observed relationships are significant. Regression techniques provide a framework for evaluating whether an observed
association is likely to reflect a true underlying relationship or simply random fluctuation. This capability is especially important
in clinical research, where decisions must be based on evidence that is both statistically and practically meaningful.

Together, these functions make regression analysis a powerful tool for breaking down complex phenomena into interpretable
components, supporting both scientific understanding and practical decision-making.
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Objective Description
Regression allows healthcare professionals to forecast outcomes such as disease progression, treatment
Prediction response, or hospital readmission rates. For instance, predicting the likelihood of developing diabetes
based on lifestyle and genetic factors enables early intervention.
Understanding Beyond prediction, regres.sion helps uncover how variablcle.s arfe related. It p.)rovides i.nsight into which
. . factors have the greatest impact on health outcomes, facilitating targeted interventions. For example,
Relationships regression can reveal that high sodium intake significantly increases blood pressure in elderly patients.
Regression models guide evidence-based decisions in clinical practice and public health policy. By
Decision Support quantifying the effect of treatments or interventions, healthcare providers can prioritize strategies that
yield the best outcomes.
In patient management, regression analysis helps stratify risk. Patients with similar characteristics can be
Risk Stratification grouped according to predicted health risks, allowing healthcare teams to allocate resources efficiently
and personalize care plans.
Researchers use regression to test scientific hypotheses about causality or association between health
Hypothesis Testing | variables. This contributes to a deeper understanding of disease mechanisms and the development of

new treatment strategies.

Table 5. Understanding Regression Analysis.

Types of Regression

Regression analysis is a foundational technique in statistics and data science used to examine the relationship between a
dependent variable (outcome) and one or more independent variables (predictors). Its purpose is to model these relationships
in a way that supports accurate prediction, deeper insight, and informed decision-making. Over time, a variety of regression
methods have been developed to address different data structures, relationship patterns, and levels of complexity.

Type Description Example
) ) ) Relationship between one independent and .
Simple Linear Regression ) Predict blood pressure from age.
one dependent variable.
. . A . L . Predict how age, weight, and cholesterol level
Multiple Linear Regression | Relationships involve two or more predictors. |
influence blood pressure.
L. ) Used when the dependent variable is Predict whether a patient has heart disease
Logistic Regression .
categorical (e.g., yes/no). (1) or not (0).

Table 6. Regression Types.

Key Assumptions of Linear Regression

Linear regression is built on a set of core assumptions that ensure the validity and reliability of model results. When these
assumptions hold, estimated coefficients are interpretable, statistical tests and confidence intervals are trustworthy, and
predictions are both accurate and unbiased. This makes linear regression a powerful and transparent tool for understanding
relationships between variables. However, when assumptions are violated, results can become misleading, leading to faulty
inferences, incorrect conclusions, and diminished predictive performance. As such, evaluating these assumptions and applying
corrective measures when needed is a critical part of any rigorous regression analysis. The following table explains the key
assumptions of linear regression.
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Assumption Description

The relationship between the independent variables and the dependent variable is
Linearity linear. In simple terms this means that if you change an input, the output changes at a

constant rate (not curved or irregular).

Each observation (row) is independent, meaning there is no autocorrelation. In simple
Independence of Errors terms, errors from one prediction should not affect others since every data point

stands on its own.

The model’s mistakes are about the same size for all predictions. In simple terms, no
Homoscedasticity matter what the predicted value is, the errors don’t get bigger or smaller, essentially

remaining even.

The residuals follow a normal (or bell-shaped) distribution. In simple terms this means
Normality of Errors that most prediction errors are small, with few large errors, and they are evenly

distributed around zero.

Independent variables are not highly correlated with each other. In simple terms each

No Multicollinearity . . . .
variable should add unique information.

No Significant Outliers There are no extreme data points that overly influence the model.
Your model includes all the important inputs, leaves out irrelevant ones, and uses the

Correct Model Specification . . . .
right type of relationship between inputs and the outcome.

Table 7. Regression Analysis Assumptions.

Regression Techniques Using R

Regression techniques in R represent statistical methods used to model and analyze the relationship between a
dependent (response) variable and one or more independent (predictor) variables. R provides a rich set of
functions and packages to perform different types of regression analysis for predictive modeling, inference, and
data exploration. In Table 8 we will introduce Simple Linear Regression, Multiple Linear Regression, and Logistic
Regression in this paper.

Regression Type Description

. . . Technique is used to model the relationship between one predictor and one response
Simple Linear Regression . . . .
variable using a straight line.

Multiple Linear Regression | Technique is used to extend simple regression to include multiple predictors.

Logistic Regression Technique is used when the dependent variable is categorical (binary or multinomial).

Table 8. Regression Techniques Using R.

Simple Linear Regression Using R

Simple linear regression is used to model the relationship between a single predictor variable and a response variable. The
method fits a straight line that describes how the dependent variable changes as the independent variable varies. In other
words, it helps quantify whether there is a linear trend between two variables and, if so, how strong that trend is.

The model can be written as:

Y=B0+B1lX+e
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where B0 represents the intercept, B1 represents the slope coefficient, and € represents the random error term. The intercept is
the expected value of the response variable when the predictor equals zero, while the slope describes the expected change in
the response variable for a one-unit increase in the predictor.

To ensure all variables in the dataset are either a predictor or an outcome variable for linear regression, the binary
outcome death will be excluded to avoid fitting it for predicting sbp. Below is a sample R code for dropping death.

Below is the sample R code fitting cholesterol to sbp.

simple_lm = lm(sbp ~ cholesterol, data = fhs)

Simple linear regression assumption checks

Before examining the model fitness, we first evaluate whether the rest of the linear regression assumptions were satisfied. For
simple linear regression, there are four assumptions: normality, linearity, homoscedasticity, absence of influential points, and
independence of observations. Several diagnostic plots were produced using the sample code below and are shown in Figure 9.

plot(simple_1lm)

Figure 9a checks for linearity. If the relationship between cholesterol and sbp is linear, the residuals are expected to be
randomly scattered around zero with no systematic pattern, as this indicates that the mean relationship has been adequately
captured. In Figure 9a, the residuals are symmetrically distributed around zero with no strong curved pattern, and the red
smoothing line is close to flat. This suggests the linearity assumption is met. In addition, the vertical spread of residuals appears
similar across fitted values, with no obvious funnel shape, so the homoscedasticity assumption is met.

Figure 9b shows a quantile-quantile (Q-Q) plot that assesses if the sample data follows a theoretical distribution, in this case a
normal distribution. The black dots represent the mapping of the sample quantiles against the theoretical quantiles for a normal
distribution, and the red diagonal line represents a reference for complete alignment between the observed data and the
targeted normal distribution. The standardized residuals closely follow the diagonal reference line, with only small deviations in
the extreme tails. This suggests the normality assumption for the residuals is largely satisfied, though a few potential outliers
may exist.

Figure 9c also checks for homoscedasticity, where the black dots represent individual observations, with the vertical axis
showing the magnitude of residual variability, while the red smoothing line represents the trend in residual spread across fitted
values. Since the scatter dots are evenly spread, and the red trend line is approximately horizontal, indicating no strong
systematic change in variance as fitted values increase. Thus, the homoscedasticity assumption appears reasonable.

In Figure 9d, the grey dotted Cook’s distance contours provide a threshold for influential points, as observations with both high
leverage and large residuals will fall near or beyond Cook’s distance contours. The residuals versus leverage plot indicated that
most observations had low leverage and none exceeded the Cook’s distance thresholds, suggesting the absence of highly
influential points. Collectively, these diagnostic plots indicate that the key assumptions of simple linear regression are
adequately met for the model relating cholesterol to systolic blood pressure.
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Figure 9: Simple Linear Regression Assumption Checks.

Simple linear regression (sbp vs. cholesterol)

R? = 18007

sbp

y=0.00021 x + 130 2L

cholesterol

Figure 10. Scatterplot with line of best fit and coefficient of determination for a simple linear regression model
fitting cholesterol to sbp.

estimate std.error statistic p.value

(Intercept) 130.1938 4.3864 29.6812 0.0000

cholesterol 0.0002 0.0218 0.0096 0.9924

Table 9. Simple linear regression fitting summary.
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Model evaluation

We include two examples: one demonstrating simple linear regression with cholesterol, and a second focusing on age.

Example 1: Simple Linear Regression Based on Cholesterol
A visualization of the simple linear regression fitting is shown in Figure 10. The fitted linear equation is also
displayed in Figure 10 and can be rewritten as

sbp = 0.00021 - cholesterol + 130

The coefficient of cholesterol suggests that for each unit of increase in cholesterol, sbp increases by 0.0021. The coefficient of
determination (R2) was

R?=1.8x10""

, and this small value indicates that the variance in sbp can barely be explained by cholesterol alone, and this simple linear
regression does not yield the best fit. A summary of the model is shown in Table 9, and the p-value of coefficient estimate
for cholesterol (p = 0.9924) further suggests that the association between cholesterol and sbp is weak.

Example 2: Simple Linear Regression Based on Age
To illustrate simple linear regression, we model systolic blood pressure (SBP) as a function of age. The regression model is
specified as:

SBP=B0+B1xAge+¢

Age is chosen as an example for prediction because it is a continuous variable, easy to explain, and serves as a convenient
illustration for simple linear regression.

Figure 11 provides a visual representation of the fitted simple linear regression model relating SBP to age.

Simple Linear Regression: SBP vs Age

Systolic Blood Pressure (SBP)

Age

Figure 11: Simple linear regression of SBP on Age.

Scatter plots with fitted regression lines provide an intuitive representation of the relationship between age and systolic blood
pressure. The regression line appears relatively flat, indicating that in this dataset, systolic blood pressure does not undergo
substantial changes with age. Furthermore, these points are widely distributed around the fitting line, indicating that there is
considerable variability in systolic blood pressure across all age groups. This visual impression is consistent with the regression
results, indicating that the linear relationship between age and systolic blood pressure is weak.
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After model fitting, the diagnostic graph can be used to evaluate whether the assumptions of simple linear regression
are reasonably satisfied. One of the most common diagnostic graphs is the residual and fit graph.

Residuals vs Fitted: Simple Linear Regression

Residuals

Fitted Values

Figure 12: Residuals vs Fitted for Simple Linear Regression.

Figure 12 shows the residual and fitting plots of the simple linear regression model. The residuals seem to be scattered

around zero, and there is no strong system pattern, which indicates that the linear assumption is reasonably satisfied.
Furthermore, the distribution of the residuals remains quite similar among the fitted values, indicating that there is no obvious
violation of the constant variance assumption. Although the model itself is weak, the diagnostic graph does not reveal serious
problems with the model's form.

In addition to examining residual patterns, it is also important to evaluate whether the residuals follow an approximately
normal distribution. The Q-Q plot provides a graphical tool for assessing this assumption.

Q-Q Plot of Residuals: Simple Linear Regression

Figure 13: Q-Q Plot of Residuals for the Simple Linear Regression Model.

Figure 13 shows the Q-Q plot of the residuals of a simple linear regression model. For most distributions, these points are close
to the reference line, indicating that the residuals are approximately normally distributed. Small deviations are observed at the
extreme end of the graph, which is common in actual datasets and does not indicate a serious violation of the normality
assumption. Overall, the Q-Q plot provides additional evidence that the regression hypothesis is reasonably satisfied.
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Multiple Linear Regression Using R

The assumptions for multiple linear regressions include the absence of multicollinearity and all those for simple linear
regressions. First, variance inflation factors (VIF) of each predictor were evaluated to assess multicollinearity and are shown

in Table 10. VIF measures how much the variance of an estimated regression coefficient increases due to collinearity with other
predictors. The VIFs for height, weight, bmi, cholesterol, hdl, and Idl are severely high; especially for cholesterol, hdl, and Idl, the
VIF could suggest a nearly linear dependence between the three predictors. The collinearity between height, weight,

and bmi are expected as bmi is derived from the two measures.

Variables VIF

age 1.039

dbp 1.012

height 16.812
weight 44.382

bmi 62.281
cholesterol 1274169.140
hdl 262819.310
Idl 1546086.045
triglycerides 1.016
glucose 1.013
heart_rate 1.039

Table 10. VIF of all continuous variables.

A correlation matrix plotting the associations between each continuous predictor is produced using the sample code below and

EEE

is displayed in Figure 14.

0 3 50

0 40 =0

0 150 380

w T 10

Figure 14. Correlation Matrix for All Continuous Variables.
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Feature selection

To identify a parsimonious set of predictors for SBP, stepwise regression was performed using both forward selection and
backward elimination. Stepwise regression is an automated variable selection procedure that iteratively adds or removes
predictors based on a model selection criterion, typically the Akaike Information Criterion (AIC), to balance model fit and
complexity. A full model, which includes all candidate predictors, and a null model, which contains only the intercept, were first
specified. A bidirectional stepwise procedure was then applied, allowing variables to be both added and removed at each step.
The final model was selected as the one that minimized the AIC among the candidate models considered. Below is the sample
code for applying stepwise regression to select the variables to proceed with multiple linear regression.

full_model = lm(sbp ~ ., data = fhs)
null_model = lm(sbp ~ 1, data = fhs)
stepwise_model = step(full_model, direction = "both")
R? Adjusted R? Standard Statistic p-value df df of residual Number of
deviation observations
0.4143 0.4059 15.0837 49.7092 0 7 492 500
Table 11. Stepwise regression statistics for multiple linear regression feature selection.
Term Estimate Standard error Statistic p-value
(Intercept) 162.2134 5.9077 27.4580 0.0000
alcoholmoderate 1.9786 1.4429 1.3713 0.1709
alcoholheavy -2.6891 2.4031 -1.1190 0.2637
dbp -0.5235 0.0739 -7.0849 0.0000
hypertensionyes 26.1416 1.4403 18.1506 0.0000
medicationscholesterol -1.1472 1.8727 -0.6126 0.5404
medicationsantihypertensive -4.7459 1.6793 -2.8261 0.0049
medicationsboth -4.9639 2.7464 -1.8074 0.0713

Table 12. Stepwise regression model coefficients.

The stepwise model metrics are displayed in Table 11. Overall, the final model was statistically significant (F7,492 = 49.71, p <
0.001), explaining 41.4% of the variability in sbp (R? = 0.4143), which is better than the performance of the simple linear
regression above but still not. The coefficients of each predictor in the final model are presented in Table 12. Among the
predictors, dbp was significantly and negatively associated with sbp (B = -0.5235, p < 0.001) and hypertension was strongly
positively associated with SBP (B = 26.1416, p < 0.001). The estimated coefficient for dbp (B = -0.5235) means that for each unit
of increase in dbp, sbp decreases by 0.5235, after adjusting for other variables. In contrast, individuals with hypertension

had substantially higher systolic blood pressure compared to those without hypertension.

With respect to alcohol consumption, individuals reporting moderate alcohol use had higher sbp compared to the reference
group of high alcohol use (B = 4.67, p = 0.048), but individuals with no alcohol consumption did not have a statistically significant
effect on sbp. For medication use, individuals with no medication use had higher sbp compared to the reference group of
antihypertensive medication users (B = 4.75, p = 0.005), whereas the effects of cholesterol-lowering medication (p = 0.094) and
combined medication use (p = 0.941) were not statistically significant.

Overall, the model selected by stepwise regression identified dbp and hypertension as the strongest predictors of sbp,
with additional modest contributions from alcohol and medication use.
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Figure 15. Diagnostic plots for the multiple linear regression examining the association between alcohol, dbp, hypertension,

and medications to sbp. a) Scatterplot of residuals to fitted values of the multiple linear regression. b) Normal Q-Q plot of
standardized residuals of the multiple linear regression with dotted reference line. c) Scale-location plot. d) Residuals vs leverage
plot with Cook’s distance contour.

To address the nonlinearity and heteroscedasticity patterns appeared in Figure 15a and Figure 15c, a RESET test and a Breusch-
Pagan test were performed on the model to formally test for linearity and homoscedasticity. The RESET test evaluates the null
hypothesis that the model is correctly specified as linear. In Table 13, the RESET test yielded statistically significant results
(RESET=11.1593, p<0.001), which provides sufficient evidence of model misspecification, indicating linear functional form may
not fully capture the relationship between predictors and sbp.

dfl df2 RESET Statistic p-value
2 490 11.1593 <0.001

Table 13. RESET test for linearity of multiple linear regression model.

The Breusch-Pagan test evaluates the null hypothesis that the variance of the residuals is constant across levels of the fitted
values. Table 14 shows that the test result was also statistically significant (BP = 16.2116, p = 0.0233), which
provides sufficient evidence of heteroscedasticity.

BP Statistic p-value
16.2116 0.0233

Table 14. Breusch-Pagan test for homoscedasticity.

Together, these results suggest that the final multiple linear regression model may not be the best model for the FHS dataset,
and further model refinement is necessary if building a predictive model for sbp. However, for the purpose of this study

of demonstrating the power of R in linear and logistic regression as well as providing a standard workflow of performing the full
linear and multiple linear regression pipeline, these violations will be omitted. Future studies can address these violations by
performing other regression models such as polynomials or adding interaction terms.
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Model evaluation

To evaluate the final simple and multiple linear regression models, 10-fold cross validation (CV) was performed. 10-fold CV
evaluates how well a model generalizes to new data. In a 10-fold CV, the dataset is split into 10 equal parts, or “10 folds”; in
each iteration, 9 folds are used to train the model, and the remaining fold is used for testing the trained model. This process is
repeated 10 times so that every observation is used once for validation. The performance metrics, including root mean square
error (RMSE), coefficient of determinant, (R2), and mean absolute error (MAE), are then averaged across folds to provide a
reliable estimate of model performance. Below is a sample code for performing 10-fold cross validation (CV) on the simple and
multiple linear regression models.

set.seed(123)
ctrl = trainControl(method = "cv", number = 10)

cv_simple = train(sbp ~ cholesterol,
data = fhs,
method = "lm",
trControl = ctrl)
cv_mult = train(sbp ~ alcohol + dbp + hypertension + medications,
data = fhs,
method = "lm",
trControl = ctrl)

RMSE, R?, and MAE for both simple and multiple linear regression are summarized in Table 15. Based on these metrics, the
simple linear regression model shows poor predictive performance. The RMSE of approximately 19.7 mmHg cholesterol
level indicates relatively large prediction errors, and the MAE of 15.5 mmHg cholesterol level suggests substantial average
deviation between observed and predicted sbp values. The very low R? (0.046) also indicates that cholesterol alone explains
only about 4.6% of the variability in sbp. Overall, this result shows that a model with cholesterol alone has limited predictive
value and suggests a weak relationship between cholesterol and sbp.

The multiple regression model demonstrates substantially improved predictive performance. The RMSE is reduced to
approximately 15.2 mmHg, indicating smaller prediction errors compared to simple linear regression. Similarly, the MAE
decreases to 11.7 mmHg, reflecting improved average prediction accuracy. The R? increases to 0.403, meaning the

model explains about 40.3% of the variability in sbp. This suggests that incorporating additional clinically relevant predictors
significantly enhanced the model’s ability to predict sbp.

19.6665 0.0460 15.4922
15.1749 0.4034 11.6853

Table 15. Metrics for simple and multiple linear regression model evaluation.

Feature Importance

To assess the relative contribution of final variables to sbp prediction, feature importance was evaluated by standardizing the
coefficient estimates of each predictor. Feature importance quantifies, for a one standard deviation increase in each
predictor, the expected change in the outcome. It allows for direct comparison across the variables even when they

are measured on different scales. A standardized coefficient greater than 0.5 indicates large importance, and less than

0.1 shows negligible effects. Below is the sample code for obtaining the standardized coefficient estimates for feature
importance.
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Im.beta(final_1m)

The standardized coefficient estimates are displayed in Table 16. Among the final predictors, hypertension status exhibited the
strongest association with sbp (B = 0.66), indicating that individuals with hypertension had substantially higher sbp compared to
those without, after adjusting for other variables. dbp also showed a notable association (B = -0.26), suggesting an inverse
relationship in the presence of other covariates. Medication use, particularly antihypertensive treatment (§ = -0.10),

was also associated with lower SBP, consistent with expected therapeutic effects. Therefore, hypertension status is the most
influential predictor in the model, followed by dbp and medications use, while alcohol and other medications contribute

comparatively less to the variation in SBP.

Estimate Standardized estimate p-value
(Intercept) 162.2134 NA 0.0000
alcoholmoderate 1.9786 0.0506 0.1709
alcoholheavy -2.6891 -0.0413 0.2637
dbp -0.5235 -0.2564 0.0000
hypertensionyes 26.1416 0.6600 0.0000
medicationscholesterol -1.1472 -0.0222 0.5404
medicationsantihypertensive -4.7459 -0.1034 0.0049
medicationsboth -4.9639 -0.0648 0.0713

Table 16. Feature importance summary for final multiple linear regression model.

Logistic Regression Using R

Unlike linear regression, logistic regression does not predict the continuous numerical values, it predicts the probability of the
binary outcomes. Using a linear function for logistic regression fails because probabilities must be bound between 0 and

1, whereas linear models produce output from -oo to +oo,

Therefore, instead of predicting probability, logistic regression predicts the log-odds, or logit:

P
log (ﬁ) = Bo + Bix1 + Poxz + -+ Brxy

The range of the logit is (-o° to +°°), so the linear model can represent the logit perfectly.

The logit function can be inverted to a sigmoid function, which is used to calculate the actual probability in a prediction.
1
- 1 + e~ Bo+Bix1+BaXo++BiXy)

P

Example #1: Logistic Regression Objective

In our first logistic regression we want to answer, “What factors increase the likelihood of a cardiovascular disease event
(cvd_event)?”

Since cvd_event is binary (0/1), logistic regression is appropriate.
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Step 1: Load the Framingham Heart Study Data File
fhs <- read.csv("Framingham Heart Study (FHS) — Heart Disease Dataset (500 obs and 22 variables).csv")

str(fhs)
summary(fhs)

Step 2: Fit Logistic Regression Model

R Code:

model <- glm(cvd_event ~ age + sex + smoking + sbp + cholesterol + diabetes,
data = data, family = binomial)

summary(model)

Results
Coefficients:

Estimate Std. Error Pr(>|z])
(Intercept) -5.20 1.80 0.004
age 0.05 0.02 0.01
sexmale 0.60 0.30 0.05
smokingformer 0.40 0.35 0.25
smokingcurrent 1.10 0.40 0.01
sbp 0.03 0.01 0.02
cholesterol 0.01 0.005 0.04
diabetesl 0.90 0.35 0.01

Step 3: Explanation of the Results

The model is estimating the Probability of having a cardiovascular event (cvd_event = 1).
Logistic regression works in log-odds, but we can interpret direction and importance easily:

Age (0.05)
v Positive value - higher age = higher risk
v' Each additional year slightly increases the chance of a CVD event

Sex (male = 0.60)
v" Males have higher risk than females (reference group)
v’ Being male increases likelihood of CVD event

Smoking
v former - small increase, not statistically strong (p = 0.25)
v’ current - strong increase in risk (p = 0.01)

Current smoking is clearly associated with higher risk
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SBP (Systolic Blood Pressure = 0.03)
v" Higher blood pressure = higher risk
v Even small increases matter over time

Cholesterol (0.01)
v" Higher cholesterol = higher risk
v’ Effect is smaller but still meaningful

Diabetes (1 = 0.90)
v’ Strong positive effect
v People with diabetes have much higher risk of CVD events

Statistical Significance (p-values)
v' p<0.05-> important variable
v" Important predictors here:
- Age
- Sex
- Current smoking
- SBP
- Cholesterol
- Diabetes

Step 4: Convert to Odds Ratios

To make the results easier to interpret, we can convert the model’s coefficients into odds ratios, which show how each variable
changes the likelihood of a cardiovascular event in more intuitive terms.

R Code:

exp(coef(model))

Results:

Variable Odds Ratio Meaning

age 1.05 Each year increases odds by ~5%
smokingcurrent 3.00 Current smokers have ~3x higher odds
diabetesl 2.46 Diabetes roughly doubles the risk

Example #2: Logistic Regression Objective

In our second logistic regression we want to answer, “What factors are associated with having hypertension (hypertension = 1)?”

This time, we model hypertension instead of CVD events.

Step 1: Load the Framingham Heart Study Data File
fhs <- read.csv("Framingham Heart Study (FHS) — Heart Disease Dataset (500 obs and 22 variables).csv")

str(fhs)
summary(fhs)
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Step 2: Fit Logistic Regression Model
R Code:

model2 <- glm(hypertension ~ age + sex + bmi + physical_activity + alcohol + glucose,
data = data,
family = binomial)

summary(model2)
Results
Coefficients:

Estimate Std. Error Pr(>|z])
(Intercept) -6.00 2.00 0.003
age 0.06 0.02 0.005
sexmale 0.30 0.28 0.28
bmi 0.12 0.04 0.01
physical_activitymoderate -0.40 0.30 0.18
physical_activityhigh -0.90 0.35 0.01
alcoholmoderate 0.20 0.25 0.40
glucose 0.02 0.01 0.02

Step 3: Explanation of the Results
It estimates the probability that a person has hypertension (1 = Yes).

We can interpret direction and importance easily:

Age (0.06)
v Older individuals are more likely to have hypertension
v Each additional year increases risk slightly

BMI (0.12)

v Higher BMI - higher risk

v’ Strong and significant effect
Weight-related factors matter

Physical Activity
v' Moderate activity - slightly lower risk (not strong statistically)
v High activity > significantly lower risk

Being very active helps reduce hypertension risk

Glucose (0.02)
v’ Higher blood sugar - higher risk
v Suggests metabolic health is important

Sex (male)
v’ Slight increase, but not statistically significant
No strong evidence of difference here

Alcohol (moderate)
v' Small effect, not significant
No clear relationship in this example
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Important predictors (p < 0.05):

Age

BMI

High physical activity (protective)

AR NEN

Glucose

Step 4: Convert to Odds Ratios

To make the results easier to interpret, we can convert the model’s coefficients into odds ratios, which show how each variable
changes the likelihood of a hypertension event in more intuitive terms.

R Code:

exp(coef(model2))

Results:

Variable 0dds Ratio Meaning

age 1.06 Each year increases odds by ~6%
bmi 1.13 Each unit increase raises odds ~13%
physical_activityhigh 0.41 High activity reduces odds by ~59%
glucose 1.02 Small but steady increase in risk
Conclusion

Regression analysis remains an essential tool for understanding complex relationships in data and supporting evidence-based
decision-making across healthcare and life sciences. By combining sound statistical methodology with practical implementation,
analysts can derive meaningful insights that inform research, clinical practice, and regulatory evaluation. This paper has
provided a clear and accessible introduction to regression analysis, emphasizing both conceptual understanding and hands-on
application using the R statistical programming language.

Through step-by-step examples and reproducible R code, readers have been guided through the development, interpretation,
and evaluation of simple linear, multiple linear, and logistic regression models. Attention was given to model assumptions,
diagnostic techniques, and result interpretation to ensure analyses are both statistically valid and practically meaningful. These
foundational skills are critical for building reliable models and avoiding common analytical pitfalls.

By leveraging R, a tool widely accepted and used by regulatory agencies such as the U.S. Food and Drug Administration, this
work supports best practices in transparency, reproducibility, and regulatory readiness. The approaches presented are readily
transferable to real-world healthcare datasets and can be extended to more advanced modeling techniques as analytical needs
evolve. Ultimately, this paper aims to equip analysts, researchers, and practitioners with the knowledge and confidence to apply
regression analysis responsibly and effectively in applied analytics and regulated environments.
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  s b p = 0 . 00021 ∙ c h o l e s t e r o l + 130


    R 2 = 1 . 8 ×  10  − 7


   log ⁡   (   P  1 − P ) =     𝛽 0 +   𝛽 1   x 1 +   𝛽 2   x 2 + … +   𝛽  k   x  k


  P =    1  1 +   e  − (   𝛽 0 +   𝛽 1   x 1 +   𝛽 2   x 2 + … +   𝛽  k   x  k )

