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ABSTRACT 

Building directly on the Random Forest price predictor developed in Davoody (2025), this paper presents 

a Smart Car Recommendation System that helps a buyer identify specific listings that match their 

preferences and budget. Pure price prediction tells a buyer what a car should cost; it does not tell them 

which cars to consider. The recommender developed here closes that gap by combining three signals into 

a single composite score for each candidate listing: (1) a set of hard constraints (maximum budget, allowed 

fuel types, minimum year of manufacture) that prunes the catalog; (2) a soft preference-match score over 

mileage, transmission, body type, and recency; and (3) a value residual computed from the Paper 176-2025 

price model (listed price minus model-predicted price), which surfaces listings priced below their estimated 

fair value. The composite score is a weighted combination of the preference match and the value signal, 

with a tunable weighting parameter α. After diversifying by make, the engine returns the top-N listings. 

The system is demonstrated on three contrasting user profiles—a first-time buyer, a family buyer, and a 

work-truck buyer—and produces recommendations that respect each user's constraints while preferring 

listings that are simultaneously a good preference match and undervalued by the price model. A working 

Streamlit implementation of the recommender is publicly available; details and URLs are provided in the 

Live Demonstration section. 

Keywords: Recommendation system, hybrid scoring, content-based filtering, Random Forest, value 

residual, Python, scikit-learn. 

INTRODUCTION 

Choosing a used car involves balancing several competing dimensions: budget, fuel efficiency, mileage, 

body style, transmission preference, reliability, horsepower, and the perceived fairness of the price. 

Traditional resources—online reviews, dealer recommendations, and word of mouth—are unevenly aligned 

with any specific buyer's situation and offer no systematic way to surface listings that are simultaneously 

well-matched and reasonably priced. 

Paper 176-2025 (Davoody, 2025) developed a Random Forest regression model that predicts vehicle listing 

price from year of manufacture, mileage, make, fuel type, transmission, and body type on the public Kaggle 

US Used Cars Dataset (Kaggle, n.d.), reaching a coefficient of determination of approximately 0.75 on 

held-out data. That model answers the question “what should this car cost?” but does not answer the next 

question a buyer asks: “which specific listings should I look at?” 

This paper extends that work by treating the trained Random Forest as a building block in a larger system 

rather than as the final output. A hybrid recommendation engine is layered on top of the predictor. The 
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engine combines three signals: hard constraints supplied by the user (budget, fuel type, minimum year), a 

soft preference-match score that grades each candidate on how well it matches the user’s stated preferences 

for mileage, transmission, and body type, and a value residual derived directly from the price model. The 

composite score lets the engine surface listings that are simultaneously a good fit and a good deal, and a 

final diversification step ensures that the returned top-N includes multiple makes. 

The remainder of this paper reviews related literature on recommendation systems, describes the software 

stack and dataset, presents the recommendation methodology, and demonstrates the system on three 

contrasting user profiles. 

LITERATURE REVIEW 

Recommendation systems have been studied extensively in e-commerce, streaming media, and online 

marketplaces. The canonical taxonomy distinguishes content-based filtering, in which items are 

recommended on the basis of their attributes and the user’s explicitly stated preferences, from collaborative 

filtering, in which recommendations are derived from patterns of behavior across many users (Ricci, 

Rokach, & Shapira, 2011; Adomavicius & Tuzhilin, 2005). For one-off, high-consideration purchases such 

as a used car, no per-user interaction history is typically available, which rules out collaborative filtering 

and makes content-based approaches the natural choice (Pazzani & Billsus, 2007). 

Hybrid recommendation systems combine multiple signals—typically a content-based component with a 

second component capturing some other dimension of fit such as popularity, freshness, or value (Burke, 

2002). The system developed in this paper is a content-based hybrid in which the second component is a 

value residual produced by the Paper 176-2025 price predictor. Tree-based ensembles such as Random 

Forest have been shown to be effective for price prediction in dynamic resale markets (Breiman, 2001; 

Chauhan & Shukla, 2019; James, Witten, Hastie, & Tibshirani, 2013), which is why Paper 176-2025’s 

trained model is reused directly rather than replaced. 

Two practical concerns in recommendation system design are also addressed: score saturation, in which 

many candidates receive identical top scores once they satisfy a few binary criteria, and homogeneity, in 

which the top-N collapses onto a single popular make or model. Smooth, continuous preference scoring 

addresses the first concern, and per-make diversification—a coarse form of maximal marginal relevance 

(Carbonell & Goldstein, 1998)—addresses the second. 

SOFTWARE REQUIREMENTS 

The software stack is identical to that used in Paper 176-2025. 

Programming Language 

Python 3.13 is used throughout. The official distribution is available at https://www.python.org/. 

Libraries 

• NumPy. Vectorized numerical computations on candidate feature arrays. 
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• pandas. Data loading, filtering, and tabular manipulation of candidate listings. 

• scikit-learn. Provides the Random Forest regressor reused from Paper 176-2025 and the standard 

train/test/evaluation utilities. 

• Matplotlib. Visualization of the value plane, score composition, and the candidate funnel for each 

user. 

• joblib. Used to serialize and reload the trained price model from Paper 176-2025. 

Development Environment 

Jupyter Notebook is used as the interactive environment, consistent with Paper 176-2025. 

Data Source 

The dataset is the public “US Used Cars Dataset” available on Kaggle 

(https://www.kaggle.com/datasets/ananaymital/us-used-cars-dataset), the same dataset used to train the 

price model in Paper 176-2025. 

METHODOLOGY 

The recommendation pipeline has four components, applied in order: (1) hard filtering of the catalog using 

the user’s budget, fuel-type, and minimum-year constraints; (2) computation of a soft preference-match 

score on each surviving candidate; (3) computation of a value score derived from the residual of the Paper 

176-2025 price predictor; and (4) combination of the two scores into a weighted composite, followed by 

per-make diversification of the top-N. 

Hard Filtering 

The user supplies a maximum budget, a list of acceptable fuel types, and a minimum year of manufacture. 

Listings that fail any of these constraints are removed from the candidate pool. Hard filtering is applied first 

because the remaining scoring operations are then run on a much smaller subset. 

Preference Match 

Each surviving candidate is scored on four soft preferences—year, mileage, transmission, and body type—

with each sub-score mapped to the unit interval. The year sub-score rewards newer cars within the allowed 

range. The mileage sub-score is a continuous gradient: a brand-new car (zero miles) scores 1.0; a car at the 

user's maximum mileage scores 0.0. Transmission and body type are matched against the user’s preferred 

sets and receive a fixed score depending on match (1.0) or mismatch (0.4 for transmission, 0.2 for body 

type). The four sub-scores are combined with fixed weights (0.25 year, 0.30 mileage, 0.20 transmission, 

0.25 body) into an overall preference-match score in [0, 1]. 

Value Score from the Paper 176-2025 Predictor 

For each candidate, the trained Random Forest from Paper 176-2025 produces a predicted price. The 

residual is defined as listed price minus predicted price: negative residuals indicate listings priced below 
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the model's estimate (undervalued), positive residuals indicate listings priced above it (overpriced). To 

convert residuals into a normalized score within the filtered candidate pool, the residuals are rank-

transformed, so that the candidate with the most negative residual receives a value score near 1 and the 

candidate with the most positive residual receives a value score near 0. 

Composite Score and Diversification 

The composite score for each candidate is α · preference_match + (1 − α) · value_score, where the weighting 

parameter α is set to 0.6 in the experiments below to give preference match slightly more weight than the 

value signal. Candidates are sorted by composite score, and a final per-make diversification step removes 

duplicate makes so that the returned top-N contains five distinct manufacturers. 

 

INPUT A · USER PROFILE 
Hard: budget, fuel type(s), minimum year 
Soft: year/newness, mileage, transmission, body type 

INPUT B · USED-CAR CATALOG 
Cleaned catalog from the US Used Cars Dataset 
Price + vehicle attributes for candidate listings 

INPUT C · PRIOR PRICE MODEL 
Random Forest from Paper 176-2025 
Predicts fair-value price for the value signal 

↓          ↓          ↓ 

1 · HARD FILTER 
Apply maximum budget + acceptable fuel type(s) + minimum year → eligible candidate pool. 

↓  score each surviving candidate on two parallel signals  ↓ 

2A · PREFERENCE-MATCH SCORE 
Year/newness (0.25)    Mileage gradient (0.30) 
Transmission match (0.20)   Body type match (0.25) 
Weighted result: preference match in [0, 1] 

2B · VALUE SCORE FROM PRICE RESIDUAL 
RF predicted price → residual = listed price − predicted price 
Negative residual = below estimated fair value 
Rank-transform residuals; more negative → value score closer to 1 

Both scores feed the weighted composite 

3 · COMPOSITE SCORE 
score = α × preference_match + (1 − α) × value_score  |  α = 0.6 in the paper demonstrations 

↓ 

4 · RANK CANDIDATES 
Sort eligible listings by composite score from highest to lowest. 

↓ 

5 · DIVERSIFY BY MAKE 
Keep the highest-ranked listing per manufacturer to avoid a homogeneous top N. 

↓ 

6 · RETURN TOP-N RECOMMENDATIONS 
Return the best diversified listings; the paper demonstrates top 5 recommendations. 

↓  app / presentation outputs 

OUTPUT 1 
Top-N recommendation table 

OUTPUT 2 
Composite-score breakdown 

OUTPUT 3 
Value-plane chart with recommendations 

 

Figure 1. Workflow Schematic 

 

RESULTS AND DISCUSSION 

This section presents the recommendation system end-to-end. Each subsection shows the Python code that 

was executed, the output it produces (a table, a figure, or a numerical result), and the interpretation. The 

pipeline is demonstrated on three contrasting user profiles that span the budget tiers and body-type 

categories typical of the US used-car market. 
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Loading the Catalog and the Paper 176-2025 Price Model 

Code 1 loads the working subset of the catalog and the Random Forest price model that was trained and 

serialized in Paper 176-2025. 

import pandas as pd 
import numpy as np 
import joblib 

  
# Load the cleaned catalog (same subset as Paper 176-2025) 
use_cols = ["price", "year", "mileage", "make_name", 
            "fuel_type", "transmission_display", 
            "horsepower", "body_type"] 
df = pd.read_csv("used_cars_clean.csv", usecols=use_cols) 

  
# Load the trained price model from Paper 176-2025 
rf_price = joblib.load("paper_176_rf_price_model.pkl") 

  
# Score the entire catalog with the prior model 
X = pd.get_dummies( 
    df.drop(columns=["price"]), 
    columns=["make_name", "fuel_type", 
             "transmission_display", "body_type"], 
    drop_first=True) 
df["predicted_price"] = rf_price.predict(X) 
df["residual"]        = df["price"] - df["predicted_price"] 

  
print(f"Catalog size: {len(df):,} listings") 
print(df[["price", "predicted_price", "residual"]].describe().round(0)) 

The Value Plane 

Code 2 visualizes the value plane: every listing plotted with its listed price on the horizontal axis and the 

Paper 176-2025 model’s predicted price on the vertical axis. Listings below the y = x reference line have 

predicted price lower than listed price (residual is positive, i.e., overpriced); listings above the line have 

predicted price higher than listed price (residual is negative, i.e., undervalued). 

import matplotlib.pyplot as plt 
from matplotlib.lines import Line2D 

  
sample = df.sample(20_000, random_state=1) 
colors = np.where(sample["residual"] < 0, "#2E7D32", "#E65100") 

  
fig, ax = plt.subplots(figsize=(7, 5.0)) 
ax.scatter(sample["price"], sample["predicted_price"], 
           c=colors, s=4, alpha=0.18) 
ax.plot([0, 200_000], [0, 200_000], 
        color="red", linestyle="--", linewidth=1.5) 
ax.set_xlim(0, 200_000); ax.set_ylim(0, 200_000) 
ax.set_xlabel("Listed Price (USD)") 
ax.set_ylabel("Predicted Price by Paper 176-2025 model (USD)") 
ax.set_title("Listed vs. Predicted Price — the value plane") 
plt.tight_layout() 
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plt.savefig("fig1.png", dpi=180) 

 
Figure 2. Listed price versus predicted price for the working catalog. Green points are undervalued listings (residual 

< 0); orange points are overpriced (residual > 0). The recommendation engine prefers candidates that sit above the 

reference line. 

The bulk of listings cluster tightly around the reference line, indicating that the prior model captures most 

of the systematic price variation. The clear green-versus-orange separation is exactly the signal the 

recommender exploits: among candidates that pass the hard filter and match user preferences, listings 

further above the reference line represent better value for money. 

Hard Filter and Preference Match 

Code 3 defines the two building blocks that operate on the catalog: a hard filter that prunes listings violating 

the user’s budget, fuel, or minimum-year constraints, and a vectorized preference-match function that 

scores each remaining candidate against the user’s soft preferences. 

def hard_filter(catalog, user): 
    """Drop listings that violate the user's hard constraints.""" 
    return catalog[ 
        (catalog["price"]     <= user["max_budget"]) & 
        (catalog["fuel_type"].isin(user["preferred_fuels"])) & 
        (catalog["year"]      >= user["min_year"]) 
    ].copy() 

  
def preference_match_vec(cand, user): 
    """Continuous soft-preference score in [0, 1].""" 
    year_span    = max(2021 - user["min_year"], 1) 
    year_score   = ((cand["year"] - user["min_year"]) 
                    / year_span).clip(0, 1) 
    mileage_sc   = (1.0 - cand["mileage"] 
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                    / user["max_mileage"]).clip(0, 1) 
    trans_sc     = np.where( 
        cand["transmission_display"] 
            == user["preferred_transmission"], 1.0, 0.4) 
    body_sc      = np.where( 
        cand["body_type"].isin(user["preferred_body_types"]), 
        1.0, 0.2) 
    return (0.25 * year_score + 0.30 * mileage_sc + 
            0.20 * trans_sc   + 0.25 * body_sc) 

Composite Score and Recommender 

Code 4 defines the recommender itself. The value score is computed from the residual’s percentile rank 

within the filtered candidate pool, so that the most undervalued listing among those eligible for a given user 

receives a value score near 1. The composite score combines preference match and value score with weight 

α. The function then sorts by composite score and applies a per-make deduplication step before returning 

the top N. 

def recommend(catalog, user, alpha=0.6, top_n=5, 
              diversify_by="make_name"): 
    cand = hard_filter(catalog, user) 
    if cand.empty: 
        return cand 
    cand["pref_match"]  = preference_match_vec(cand, user) 
    # value_score is high when residual is very negative 
    cand["value_score"] = 1.0 - cand["residual"].rank(pct=True) 
    cand["score"]       = (alpha * cand["pref_match"] 
                           + (1 - alpha) * cand["value_score"]) 
    cand = cand.sort_values("score", ascending=False) 
    if diversify_by is not None: 
        cand = cand.drop_duplicates(subset=[diversify_by], 
                                    keep="first") 
    return cand.head(top_n) 

Three Contrasting User Profiles 

Code 5 defines three contrasting user profiles. User A is a first-time buyer with a tight budget who prefers 

efficient sedans or hatchbacks. User B is a family buyer with a mid-range budget who prefers low-mileage 

SUVs, minivans, or sedans. User C is a work-truck buyer with a higher budget who specifically wants 

pickups. 

user_A = { 
    "label": "A", 
    "description": "First-time buyer; tight budget; efficiency-focused", 
    "max_budget": 10_000, 
    "preferred_fuels": ["Gasoline", "Hybrid"], 
    "min_year": 2010, 
    "max_mileage": 100_000, 
    "preferred_transmission": "Automatic", 
    "preferred_body_types": ["Sedan", "Hatchback"], 
} 
user_B = { 
    "label": "B", 
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    "description": "Family buyer; mid-range budget; reliability-focused", 
    "max_budget": 25_000, 
    "preferred_fuels": ["Gasoline", "Hybrid"], 
    "min_year": 2015, 
    "max_mileage": 60_000, 
    "preferred_transmission": "Automatic", 
    "preferred_body_types": 
        ["SUV / Crossover", "Minivan", "Sedan"], 
} 
user_C = { 
    "label": "C", 
    "description": "Work-truck buyer; higher budget; capability priority", 
    "max_budget": 40_000, 
    "preferred_fuels": ["Gasoline", "Diesel"], 
    "min_year": 2017, 
    "max_mileage": 75_000, 
    "preferred_transmission": "Automatic", 
    "preferred_body_types": ["Pickup Truck"], 
} 

Table 1 

User Profiles Used to Demonstrate the Recommender 

Attribute User A User B User C 

Profile Budget-conscious 

sedan/hatchback buyer 
Family oriented buyer Pickup focused buyer 

Max budget $10,000 $25,000 $40,000 

Preferred fuel Gasoline, Hybrid Gasoline, Hybrid Gasoline, Diesel 

Minimum year 2010 2015 2017 

Maximum mileage 100,000 mi 60,000 mi 75,000 mi 

Transmission Automatic Automatic Automatic 

Body types Sedan, Hatchback SUV / Crossover, Minivan, 

Sedan 
Pickup Truck 

Note. Budget, preferred fuel types, and minimum year are applied as hard filters. Maximum mileage, transmission, 

and body types are applied as continuous and graded soft preferences in the preference-match score. 

Top-5 Recommendations per User 

Code 6 runs the recommendation pipeline for each of the three user profiles defined above. The resulting 

top-5 lists are reported in Table 2. 

users = [user_A, user_B, user_C] 
recs = {u["label"]: recommend(df, u, alpha=0.6, top_n=5) 
        for u in users} 

  
for label, rec in recs.items(): 
    print(f"\nUser {label} — top 5:") 
    print(rec[["make_name", "year", "body_type", 
               "mileage", "price", "residual", 
               "score"]].to_string(index=False)) 
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Table 2 

Top-5 Recommendations for Each User 

User Make Year Body Mileage Listed Price Residual Score 

A Volkswagen 2020 Hatchback 21K $9,460 -$4,626 0.94 

A Subaru 2017 Sedan 36K $9,731 -$4,044 0.88 

A Hyundai 2017 Hatchback 31K $9,384 -$2,693 0.87 

A Kia 2018 Hatchback 35K $9,026 -$2,023 0.86 

A Nissan 2017 Hatchback 38K $9,598 -$2,488 0.86 

B Toyota 2021 Sedan 3K $16,804 -$5,425 0.98 

B Jeep 2021 SUV 4K $17,175 -$5,928 0.98 

B Chevrolet 2021 SUV 3K $18,437 -$5,201 0.98 

B Honda 2021 SUV 3K $20,916 -$4,836 0.98 

B Cadillac 2021 Sedan 3K $24,954 -$4,531 0.98 

C Jeep 2021 Pickup 5K $26,764 -$6,008 0.98 

C Ford 2021 Pickup 5K $21,199 -$5,290 0.98 

C Ram 2021 Pickup 7K $25,202 -$6,737 0.98 

C GMC 2021 Pickup 6K $24,740 -$5,735 0.98 

C Toyota 2021 Pickup 6K $21,386 -$4,347 0.97 

Note. Residual = listed price minus the Paper 176-2025 model's predicted price; negative residuals indicate listings 

priced below their estimated fair value. Score is the composite α · preference_match + (1 − α) · value_score with α = 

0.6. 

Three patterns are visible in Table 2. First, the hard filter does its job: every User A listing is under $10,000, 

every User C listing is a Pickup, and so on. Second, soft preferences shape the rankings within the filtered 

pool: User C’s recommendations are dominated by pickups even though the body type was treated as a soft 

preference, because the body sub-score multiplied by its weight is enough to outrank non-pickup listings 

of similar value. Third, the residuals are uniformly negative across all fifteen recommendations, ranging 

from −$2,023 to −$6,737—the engine successfully surfaces listings priced below the prior model’s estimate 

of fair value. 

Anatomy of a Recommendation 

Code 7 visualizes the composition of each composite score so that the contribution of the preference-match 

term and the value-score term can be read directly. Each horizontal bar is split into the weighted preference 

contribution (blue) and the weighted value contribution (green). 

fig, axes = plt.subplots(3, 1, figsize=(8, 7.5)) 
alpha = 0.6 
for ax, u_label, user in zip(axes, ["A", "B", "C"], users): 
    sub = recs[u_label].reset_index(drop=True) 
    labels = [f"{r['make_name']} {int(r['year'])}" 
              for _, r in sub.iterrows()] 
    pref  = alpha * sub["pref_match"] 
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    value = (1 - alpha) * sub["value_score"] 
    y = np.arange(len(sub)) 
    ax.barh(y, pref,  color="#4FC3F7", label="Preference") 
    ax.barh(y, value, left=pref, color="#81C784", label="Value") 
    ax.set_yticks(y); ax.set_yticklabels(labels) 
    ax.invert_yaxis(); ax.set_xlim(0, 1) 
    ax.set_title(f"User {u_label} — {user['description']}") 
plt.tight_layout(); plt.savefig("fig2.png", dpi=180) 

 
Figure 3. Composite-score breakdown for each user's top-5 recommendations. Blue bars are the α-weighted 

preference-match contribution; green bars are the (1−α)-weighted value contribution. 

The decomposition shows that User A’s top recommendation (Volkswagen 2020 Hatchback, score 0.94) 

earns most of its score from the preference-match component, with the value term contributing only a 

moderate increment because the candidate pool under $10,000 is comparatively small and the residuals 

within it have less spread. User B’s and User C’s top recommendations cluster near 0.98–0.99 because both 

users have looser budgets and larger candidate pools, allowing the engine to find listings that are 

simultaneously near the front of preference fit and near the front of the value ranking. 

Recommendations on the Value Plane 

Code 8 visualizes the final recommendations on the value plane introduced in Figure 2. For each user, the 

gray points show the candidates that survived the hard filter, and the red points show the five recommended 

listings. 
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fig, axes = plt.subplots(1, 3, figsize=(15, 5)) 
for ax, u_label, user in zip(axes, ["A", "B", "C"], users): 
    cand = hard_filter(df, user) 
    s = cand.sample(min(5_000, len(cand)), random_state=2) 
    ax.scatter(s["price"], s["predicted_price"], 
               c="#B0BEC5", s=4, alpha=0.30, 
               label=f"Filtered candidates (n={len(cand):,})") 
    top = recs[u_label] 
    ax.scatter(top["price"], top["predicted_price"], 
               c="#E53935", s=80, edgecolor="black", 
               zorder=5, label="Top-5 recommendations") 
    ax.set_title(f"User {u_label}") 
    ax.set_xlabel("Listed Price (USD)") 
    ax.set_ylabel("Predicted Price (USD)") 
    ax.legend(loc="upper left") 
plt.tight_layout(); plt.savefig("fig3.png", dpi=180) 

 
Figure 4. Filtered candidates (gray) and the top-5 recommendations (red) for each user, plotted on the value plane. 

The recommendations consistently lie above the y = x reference line, confirming that the value signal is doing real 

work in addition to the preference filter. 

Three observations follow directly from Figure 4. First, the hard filter substantially reduces the catalog for 

each user: User A is left with a few thousand candidates, while Users B and C have tens of thousands. 

Second, in every panel the red recommendation markers lie above the y = x reference line—the price model 

predicts a higher value for each recommended listing than the listing’s asking price. Third, the 

recommendations are not the most extreme outliers; they sit comfortably within the dense band of plausible 

listings, suggesting that the diversification step and the preference-match weighting prevent the engine from 

chasing implausibly mispriced outliers. 

CONCLUSION 

This paper extends the work of Davoody (2025) by treating that paper’s trained Random Forest price model 

as a building block in a larger recommendation system. The system combines three signals—hard user 

constraints, a continuous preference-match score, and a value residual derived from the Paper 176-2025 

model—into a single composite score per candidate, and applies a per-make diversification step to produce 

a top-N recommendation list. Demonstrated on three contrasting user profiles (first-time buyer, family 

buyer, work-truck buyer), the system produces recommendations that respect each user’s constraints, reflect 

their soft preferences, and consistently surface listings priced below the prior model’s estimate of fair value. 
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Several extensions are natural. First, when user-interaction data becomes available—click-through, save-

to-favorites, or purchase outcomes—a collaborative-filtering component can be added on top of the content-

based core, producing a fully hybrid system. Second, the weighting parameter α could be learned from such 

interaction data rather than fixed. Third, the residual signal could be replaced or augmented with prediction-

interval information from a probabilistic regressor, so the engine could distinguish between “underpriced” 

listings that are genuinely good deals and “underpriced” listings that simply lie in regions of high model 

uncertainty. Lastly, an important limitation of the current value residual is that the magnitude of prediction 

errors may increase with vehicle price, introducing heteroscedasticity into the residual-based ranking. 

Consequently, a given absolute residual may represent a substantially different degree of mispricing for a 

low-priced vehicle than for a high-priced vehicle. Future implementations could therefore consider using 

relative residuals, standardized residuals, or studentized residuals to place prediction errors on a more 

comparable scale across price levels. 

LIVE DEMONSTRATION 

A working implementation of the recommendation system described in this paper is publicly available as 

an interactive web application. The application is built with Streamlit and reproduces the full pipeline 

end-to-end: a user enters their hard constraints (budget, acceptable fuel types, minimum year of 

manufacture) and soft preferences (maximum mileage, preferred transmission, preferred body types) 

through a sidebar form, and the application returns the top-N recommendations as a table, the composite-

score breakdown for each recommendation, and the value-plane chart with recommendations highlighted 

against the filtered candidate pool. The four preset profiles in the sidebar—Custom, First-time buyer 

(User A), Family buyer (User B), and Work-truck buyer (User C)—correspond to the three demonstration 

users analyzed in the Results and Discussion section above. The weighting parameter α is exposed as a 

slider, allowing the user to shift the recommendations along the preference-versus-value spectrum in real 

time. 

The application uses a synthetic catalog matching the profile of the Kaggle US Used Cars Dataset, and the 

price predictor is a Random Forest trained inline using the same configuration as Paper 176-2025. The 

full source code is released as a companion repository on GitHub, organized into three Python modules 

(app.py, recommender.py, and data_setup.py) that mirror the structure of the methodology section. 

Readers who wish to apply the recommendation logic to their own data can replace the single function 

init_catalog() in data_setup.py with a loader for their cleaned dataset and a joblib.load() call for their 

trained price model, without modifying the application or recommender code. 

Live demo: https://smart-car-recommender-afn7abaj3grgbwt3rajswj.streamlit.app 

Source code: https://github.com/leonrodd/smart-car-recommender 

  

https://smart-car-recommender-afn7abaj3grgbwt3rajswj.streamlit.app/
https://github.com/leonrodd/smart-car-recommender
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