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ABSTRACT 

Davoody (2026), Paper AS-315, compared Logistic Regression and Random Forest classifiers for diabetes 

risk prediction on the PIMA Indians Diabetes Dataset. The Random Forest produced higher accuracy and 

recall, but its predictions were not directly auditable at the patient level—the Gini-importance ranking it 

exposes is global, averaged across the training set, and does not say which inputs drove the prediction for 

a specific patient sitting in front of a clinician. This paper closes that gap by adding Shapley additive 

explanations (SHAP) on top of the same trained Random Forest model. Using the SHAP TreeExplainer, 

we compute exact Shapley values for every prediction on the held-out test set and demonstrate four uses: 

(1) a global feature-importance ranking based on mean absolute SHAP that closely tracks the Random 

Forest's built-in Gini importance, providing an independent sanity check; (2) a beeswarm summary plot 

that shows both the magnitude and the direction of each feature's effect across the population; (3) per-

patient waterfall plots that decompose individual predictions into signed feature contributions, restoring the 

patient-level interpretability that Logistic Regression offered in Paper AS-315; and (4) a dependence plot 

showing how the Glucose-by-BMI interaction shapes risk. We verify the SHAP additive property 

numerically (reconstruction error of 0.00000 across the test set), confirming that the sum of attributions 

reproduces the model's prediction exactly. The Random Forest no longer needs to be treated as a black box: 

each prediction can be presented to a clinician with a complete, mathematically grounded explanation of 

how the model reached it. 

An interactive Streamlit application extending the Paper AS-315 demo with the SHAP attribution 

methodology of this paper is publicly available; see the Live Demonstration section. 

 

Keywords: Explainable AI, SHAP, Shapley values, Random Forest, diabetes prediction, PIMA Indians 

Dataset, per-patient interpretation, TreeExplainer. 

1. INTRODUCTION 

Machine-learning models for clinical risk prediction face a long-standing tension: the most accurate models 

are usually the hardest to interpret. Linear models such as Logistic Regression expose a coefficient per 

feature, so the contribution of each input to a specific patient's score can be read off directly. Tree ensembles 

such as Random Forest typically produce higher accuracy on tabular clinical data, but their predictions are 

produced by averaging the votes of hundreds of decision trees, leaving no obvious analog of the per-

coefficient interpretation that clinicians and regulators expect. 
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Paper AS-315 (Davoody, 2026) made this tension concrete on the PIMA Indians Diabetes Dataset. A 

Logistic Regression and a Random Forest were trained on the same 768 records, with identical 

preprocessing and an 80/20 stratified split. The Random Forest reached 74.68% accuracy versus the 

Logistic Regression's 69.48%, with the two models attaining essentially identical AUC-ROC (0.809 versus 

0.812). The Random Forest was the better classifier; the Logistic Regression was the more transparent one. 

Paper AS-315 concluded that the choice between the two depended on whether the deployment context 

prioritized predictive performance or interpretability. 

The present paper argues that the choice is no longer necessary. By applying Shapley additive explanations 

(SHAP; Lundberg & Lee, 2017) to the Random Forest trained in Paper AS-315, we recover per-patient 

interpretability for the more accurate model. SHAP assigns a signed value to each input feature, for each 

individual prediction, such that the sum of the feature contributions plus a base value equals the model's 

predicted probability. For tree ensembles, the TreeExplainer algorithm computes these values exactly in 

polynomial time (Lundberg, Erion, & Lee, 2018), which makes SHAP a practical choice for production 

deployments rather than a research curiosity. 

The remainder of this paper is organized as follows. Section 2 reviews the SHAP framework and its 

application to clinical machine-learning models. Section 3 restates the AS-315 setup (dataset, 

preprocessing, model hyperparameters) so that the present paper is self-contained, and describes the 

TreeExplainer computation. Section 4 presents the results in five subsections: a global importance ranking, 

a beeswarm summary, per-patient waterfall plots for three representative patients, a Glucose-by-BMI 

interaction plot, and a numerical verification of the SHAP additive property. Section 5 discusses what the 

results mean for clinical deployment, and Section 6 enumerates limitations. 

2. LITERATURE REVIEW 

Shapley values originate in cooperative game theory (Shapley, 1953) as the unique allocation of a joint 

payoff among players that satisfies efficiency, symmetry, dummy, and additivity axioms. Lundberg and 

Lee (2017) recast Shapley values for machine-learning prediction by treating the input features as players 

and the model's output as the payoff to be allocated. The resulting feature attributions, called SHAP values, 

satisfy the same axioms—most importantly, they are guaranteed to sum to the model's prediction (minus a 

constant base value), which makes the attribution mathematically faithful rather than merely suggestive. 

This is the central distinction between SHAP and earlier post-hoc explanation methods such as LIME 

(Ribeiro, Singh, & Guestrin, 2016), which provide locally faithful explanations through linear 

approximation but lack the additivity guarantee. 

For tree-based models, computing exact Shapley values naïvely requires summing over all permutations of 

the feature set, which is exponential in the number of features. Lundberg, Erion, and Lee (2018) introduced 

the TreeExplainer algorithm, which computes exact SHAP values for tree ensembles in time polynomial in 

the number of trees, depth, and features. The implementation is available in the open-source SHAP library 

and is the algorithm used in the present paper. 
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SHAP has seen rapid uptake in clinical machine learning. Lundberg, Nair, et al. (2018) applied SHAP to 

hypoxemia prediction during surgery, showing that the per-patient explanations could be presented to 

anesthesiologists in real time. The U.S. Food and Drug Administration's draft guidance on machine-

learning-enabled medical devices (FDA, 2022) explicitly lists per-decision explainability among the 

elements that support algorithmic transparency. For clinical deployments and regulatory submissions, the 

ability to point to the specific inputs that drove an individual prediction—not just an averaged importance 

over a training set—is increasingly expected rather than optional. 

3. MATERIALS AND METHODS 

3.1 Dataset 

The dataset is the PIMA Indians Diabetes Dataset, identical to the one used in Paper AS-315: 768 adult 

Pima women, eight clinical predictors (Pregnancies, Glucose, BloodPressure, SkinThickness, Insulin, BMI, 

DiabetesPedigreeFunction, Age), and a binary Outcome variable. The class balance is 268 diabetic (34.9%) 

versus 500 non-diabetic (65.1%), as reported in Paper AS-315. 

3.2 Preprocessing and Model 

All preprocessing steps and model hyperparameters are inherited unchanged from Paper AS-315, so the 

results in this paper apply directly to the model evaluated there. Specifically, impossible zero values in 

Glucose, BloodPressure, SkinThickness, Insulin, and BMI are replaced with the column mean. The data is 

split 80/20 with stratification on Outcome and random_state = 42. The Random Forest is trained with 300 

trees, min_samples_split = 5, min_samples_leaf = 2, and random_state = 42. 

On the held-out test set (n = 154), the model attains an accuracy of 0.779 and an AUC-ROC of 0.809, 

consistent with the figures reported in Paper AS-315. No further hyperparameter tuning, resampling, or 

threshold adjustment is performed; the focus of this paper is the explanation layer applied to the same fitted 

model. 

3.3 SHAP TreeExplainer 

SHAP values are computed using the TreeExplainer implementation in the SHAP library (version 0.51.0). 

For a binary classifier, TreeExplainer returns one SHAP value per feature per prediction for the positive 

class. The base value—the expected model output averaged over the training distribution—was 0.335, close 

to the empirical positive rate of 0.349, as expected for a well-calibrated tree ensemble. The additive 

property, namely that the sum of SHAP values plus the base value reproduces the model's prediction, is 

verified numerically in Section 4.5. 

4. RESULTS 

4.1 Global Importance: SHAP vs. Gini 
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Code 1 computes SHAP values for every prediction on the held-out test set and produces the global feature-

importance ranking based on the mean absolute SHAP value per feature. The ranking is shown alongside 

the Random Forest's built-in Gini importance for comparison. 

import shap 

  
# rf is the Random Forest trained per Paper AS-315 
explainer = shap.TreeExplainer(rf) 
shap_full = explainer.shap_values(X_test) 
sv_pos    = shap_full[..., 1]            # positive class 
expected  = explainer.expected_value[1]  # base value 

  
import pandas as pd 
shap_df = pd.DataFrame(sv_pos, columns=FEATURES, index=X_test.index) 
mean_abs_shap = shap_df.abs().mean().sort_values(ascending=False) 
print(mean_abs_shap.round(3)) 

 
Figure 1. (a) Mean |SHAP| values for each feature on the held-out test set; higher values indicate larger average 

contribution to the predicted probability. (b) Random Forest built-in Gini importance for comparison. The two 

rankings agree on the top three features, providing an independent sanity check. 

The two methods agree on the top three features—Glucose, BMI, and DiabetesPedigreeFunction—and on 

Glucose dominating by a roughly two-to-one margin. They disagree in the lower half of the ranking. The 

Random Forest's Gini importance places BloodPressure fourth, while SHAP places it sixth. This kind of 

disagreement is expected: Gini importance counts how often a feature is used for splitting, weighted by the 

impurity decrease it produces, while SHAP measures the actual impact on the model's output. Gini can 

inflate the apparent importance of high-cardinality continuous features regardless of their predictive 

contribution, whereas SHAP is invariant to such artifacts. SHAP is therefore the more principled choice 

when the goal is to communicate to a clinician which features the model is actually using. 

4.2 Direction and Distribution: Beeswarm Summary 

The mean absolute SHAP value captures magnitude but discards the sign of the effect. Code 2 produces the 

SHAP beeswarm summary plot, which shows the distribution of SHAP values across the entire test set, 

with each dot colored by the feature's value at that observation. 
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shap.summary_plot( 
    sv_pos, X_test, 
    feature_names=FEATURES, 
    max_display=8, 
) 

 
Figure 2. SHAP beeswarm summary on the held-out test set. Each dot is one prediction; the horizontal position is 

that observation's SHAP value for the feature on the y-axis; color indicates the feature's value (red = high, blue = 

low). For Glucose, BMI, and DiabetesPedigreeFunction, high values consistently push the prediction toward 

diabetes (positive SHAP), confirming the expected monotone effects. 

Three patterns are visible. First, Glucose, BMI, and DiabetesPedigreeFunction all show the expected 

monotone relationship with risk: high values (red) sit on the positive side of zero, low values (blue) on the 

negative side. Second, BloodPressure and SkinThickness show much narrower SHAP distributions, 

confirming the modest importance ranks they received in Figure 1. Third, the spread of SHAP values for 

each feature shows the variability of effect across the population. For Glucose, the spread is wide (from 

roughly −0.15 to +0.25), meaning Glucose is a strong driver of individual predictions; for Insulin, the spread 

is narrow and concentrated near zero, meaning Insulin contributes little to most predictions despite ranking 

sixth in mean magnitude. 

4.3 Per-Patient Explanations: Waterfall Plots 

Population-level views like Figures 1 and 2 are useful for understanding the model in aggregate, but the 

clinical question is patient-specific: given this patient's measurements, why is the model predicting what it 

is predicting? Code 3 produces SHAP waterfall plots for three representative patients selected from the test 

set—one low-risk, one moderate-risk, and one high-risk—whose predictions and actual outcomes are 

summarized in Table 1. 

for label, idx in [('L', low_idx), ('M', mid_idx), ('H', high_idx)]: 
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    shap.plots.waterfall( 
        shap.Explanation( 
            values        = sv_pos[idx], 
            base_values   = expected, 
            data          = X_test.iloc[idx].values, 
            feature_names = FEATURES, 
        ) 
    ) 

Table 1 

Three representative patients with their top-3 SHAP contributions. 

Patient P(diabetes) Actual outcome Top-3 contributing features (SHAP value) 

Patient L (low risk) 0.063 No diabetes Glucose (-0.151); BMI (-0.110); Pregnancies 

(+0.035) 

Patient M (moderate 

risk) 
0.257 No diabetes BMI (-0.035); Age (-0.026); SkinThickness (-

0.020) 

Patient H (high risk) 0.749 Diabetes Glucose (+0.246); BloodPressure (+0.099); 

BMI (+0.085) 

Note. SHAP values are reported in the model's output space (predicted probability units). Positive values push the 

prediction toward diabetes; negative values push it away. 

 
Figure 3. Per-patient SHAP attributions for the three representative patients in Table 1. Each bar is the contribution 

of one input feature to that patient's predicted probability; green bars push the prediction toward 'no diabetes,' red 

bars push it toward 'diabetes.' The features are sorted by absolute contribution. 

The three panels tell three different stories. For Patient L (low risk, predicted probability 0.06, actual no 

diabetes), the dominant contributors are low Glucose (−0.151) and low BMI (−0.110), each pulling the 

prediction below the 0.335 base value; the remaining features contribute very little. For Patient M (moderate 

risk, predicted 0.26), the contributions are smaller and more balanced; no single feature dominates, and the 

prediction lands close to the base value. For Patient H (high risk, predicted 0.75, actual diabetes), high 

Glucose (+0.246) is the dominant positive contributor, followed by BMI (+0.085) and a positive 

contribution from BloodPressure (+0.099) driven by an unusually low value that the model has learned to 

associate with positive cases. The model's prediction is decomposed into a small number of features that a 

clinician can read directly from the chart. 
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4.4 Feature Interactions: Dependence Plot 

SHAP dependence plots visualize how a feature's contribution varies across its range, optionally colored 

by a second feature to reveal interactions. Code 4 produces the dependence plot for Glucose, colored by 

BMI. 

plt.scatter( 
    X_test['Glucose'], shap_df['Glucose'], 
    c=X_test['BMI'], cmap='coolwarm', 
) 

 
Figure 4. SHAP dependence plot for Glucose. Each point is one test-set observation. The x-axis is the patient's 

Glucose value; the y-axis is that patient's SHAP value for Glucose; the color is the patient's BMI. The relationship is 

monotone (higher Glucose, higher SHAP contribution) with a clear inflection point around 120–130 mg/dL, the 

diagnostic threshold for impaired glucose tolerance. 

Two features are visible in the dependence plot. First, the relationship between Glucose and its SHAP 

contribution is monotone and approximately sigmoidal—an S-curve centered near 120 mg/dL, which is the 

diagnostic threshold for impaired glucose tolerance under the American Diabetes Association criteria 

(American Diabetes Association, 2023). The model has learned the clinically meaningful inflection point 

from the data alone. Second, the vertical spread at any given Glucose value—especially in the 100–140 

range—reflects the influence of other features, with the BMI coloring showing that higher-BMI patients 

tend to lie above the trend line at borderline Glucose values. This is exactly the Glucose-by-BMI interaction 

one would expect on physiological grounds. 

4.5 Verification: The Additive Property 

A defining feature of SHAP values is the additivity guarantee: for any individual prediction, the sum of the 

SHAP values across all features, plus the base value, equals the model's prediction exactly. Code 5 verifies 

this property numerically on the held-out test set. 
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import numpy as np 
reconstructed = expected + shap_df.sum(axis=1).values 
model_probs   = rf.predict_proba(X_test)[:, 1] 
max_error     = np.max(np.abs(reconstructed - model_probs)) 
print(f'Max reconstruction error: {max_error:.5f}') 

 
Figure 5. Reconstruction of the model's predicted probability from the SHAP additive property: base value plus sum 

of SHAP values equals the model's output. Every test-set observation lies on the y = x reference line; maximum 

absolute reconstruction error across the test set is 0.00000. 

Every point in Figure 5 lies on the y = x reference line, and the maximum absolute reconstruction error 

across the 154-patient test set is 0.00000 (to five decimal places). The additive property holds exactly, as 

guaranteed by the TreeExplainer algorithm. Practically, this means a clinician can present the predicted 

probability and the per-feature breakdown to a patient with the assurance that the explanation accounts for 

the prediction in full—there is no residual term and no unexplained portion of the score. 

5. DISCUSSION 

The central result of this paper is that the accuracy-interpretability tradeoff identified in Paper AS-315 is 

not fundamental. Once SHAP is added on top of the Random Forest, every prediction comes with a 

complete, mathematically grounded explanation of how it was reached. The Random Forest's accuracy 

advantage over Logistic Regression (74.68% vs 69.48% in Paper AS-315) can be preserved without giving 

up the per-patient interpretability that made Logistic Regression attractive. 

Three practical consequences follow. First, model-selection conversations in clinical settings no longer 

need to assume that interpretability is purchased at the cost of accuracy; the more accurate model can be 

made interpretable on demand. Second, regulatory submissions for machine-learning-enabled clinical 

decision support can include per-prediction explanations as standard documentation, supporting the 

transparency expectations laid out in FDA (2022). Third, model deployment interfaces can show the patient 
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and the clinician not just a probability but the specific inputs that drove it, which is the form of explanation 

that supports trust and informed consent. 

Beyond the immediate diabetes application, the methodology developed in this paper transfers without 

modification to any tree-ensemble model trained on tabular clinical data. The same SHAP TreeExplainer 

applies to XGBoost, LightGBM, and CatBoost models with no algorithmic change. The full pipeline—

train, evaluate, explain, deploy—can be assembled in a few hundred lines of Python. 

6. LIMITATIONS 

Three caveats apply to the present results. First, the underlying model and dataset inherit all of the 

limitations of Paper AS-315: the PIMA Indians Diabetes Dataset is restricted to adult Pima women, the 

sample size is modest (n = 768), and zero-value entries were imputed with column means. SHAP explains 

what the model has learned; it does not correct for biases in the training data. 

Second, SHAP attributions depend on the choice of background distribution against which the marginal 

contribution of each feature is computed. TreeExplainer's default uses the training data as the background, 

which is appropriate when the deployment population is similar to the training population. When the 

deployment population differs substantially—for example, applying a PIMA-trained model to a different 

demographic group—the attributions for individual patients in the new population may be misleading even 

if the model's predictions remain calibrated. 

Third, SHAP values quantify the contribution of each feature to the model's output, not the underlying 

causal effect of that feature on diabetes risk. A feature with a large positive SHAP value indicates that the 

model is using it to push the prediction up; it does not by itself license a causal claim that intervening on 

the feature would reduce diabetes risk. For causal questions, SHAP must be paired with a separate causal-

inference analysis. 

7. CONCLUSION 

This paper extended the Random Forest diabetes-risk classifier developed in Davoody (2026), Paper AS-

315, by adding per-patient SHAP explanations via the TreeExplainer algorithm. Global SHAP-based 

importance closely tracked the Random Forest's built-in Gini ranking on the top features; the beeswarm 

summary revealed the expected monotone effects of Glucose, BMI, and DiabetesPedigreeFunction; per-

patient waterfall plots produced complete, signed feature breakdowns for individual predictions; the 

dependence plot recovered the clinically meaningful inflection point in the Glucose-risk relationship; and 

the additive property was verified numerically to five decimal places. The Random Forest no longer needs 

to be characterized as the less interpretable of the two models compared in Paper AS-315: with SHAP, its 

predictions are fully decomposable on a per-patient basis, restoring the interpretability that previously 

distinguished Logistic Regression while preserving the accuracy advantage of the ensemble. 

8. LIVE DEMONSTRATION 
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The per-patient SHAP attribution methodology described in this paper is available in an interactive web 

application that extends the companion demo of Paper AS-315 (Davoody, 2026). The application is built 

with Streamlit and runs the same preprocessing pipeline, the same Random Forest configuration, and the 

same SHAP TreeExplainer described in Section 3, applied to whatever patient measurements the user 

enters in the sidebar. 

After clicking Predict, the user sees two side-by-side panels labeled Why this prediction? The left panel 

shows the Logistic Regression contributions for the current patient in logit space, computed as the 

product of each standardized input and the corresponding model coefficient. The right panel shows the 

Random Forest SHAP attributions for the same patient in probability space, computed 

via shap.TreeExplainer exactly as described in Code 1. Both panels use the same color scheme—green 

bars push the prediction away from diabetes, orange bars push it toward diabetes—so the two models' 

explanations for the same patient can be read off the same visual grammar. A caption beneath the SHAP 

panel reports the base value, the sum of the SHAP values, the resulting predicted probability, and the 

numerical reconstruction error, allowing the user to verify the additive property visually on every query. 

The interface makes the central argument of this paper directly demonstrable: changing a single slider in 

the sidebar—Glucose, for example—shifts the corresponding bar in both panels in real time and updates 

the predicted probability accordingly. A presenter can move the Glucose slider from 90 to 180 and have 

the audience watch the Random Forest's Glucose SHAP attribution grow from a small negative value to a 

large positive one, with the base value plus the sum still equaling the model's output to floating-point 

precision. The same is true for any other input, allowing one-off audience-driven sensitivity analyses 

during a talk or Q&A session. 

The application is hosted on the Streamlit Community Cloud free tier and the full source is released on 

GitHub under the same repository as the Paper AS-315 demo. The SHAP extension is contained in two 

well-isolated changes: one to model.py to add shap.TreeExplainer to the trained-models container and 

to predict_one() to return per-patient SHAP values alongside the existing Logistic Regression 

contributions, and one to app.py to render the per-patient SHAP bar chart in the position previously 

occupied by the Random Forest's global Gini importance. 

Live demo: https://diabetes-risk-calculator-fxj9v5ziqy7e3pz4vpyns8.streamlit.app 

Source code: https://github.com/leonrodd/diabetes-risk-calculator 
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APPENDIX A: PYTHON CODE (REPRODUCIBLE) 

The following Python code reproduces all results presented in this paper. It assumes the trained Random 

Forest from Paper AS-315 is available either as a fresh fit on the same data or loaded from a joblib pickle. 

SHAP v0.51.0 was used. The diabetes.csv file should be placed in the same directory as the script. 

# SHAP explanations for the Paper AS-315 Random Forest 
# Requires: pandas, numpy, scikit-learn, matplotlib, shap 
import numpy as np 
import pandas as pd 
import matplotlib.pyplot as plt 
import shap 
from sklearn.model_selection import train_test_split 
from sklearn.ensemble import RandomForestClassifier 

  
FEATURES = ['Pregnancies', 'Glucose', 'BloodPressure', 'SkinThickness', 
            'Insulin', 'BMI', 'DiabetesPedigreeFunction', 'Age'] 
ZERO_COLS = ['Glucose', 'BloodPressure', 'SkinThickness', 'Insulin', 'BMI'] 

  
# ----- Load and preprocess (identical to Paper AS-315) ----- 
df = pd.read_csv('diabetes.csv') 
for col in ZERO_COLS: 
    df.loc[df[col] == 0, col] = np.nan 
    df[col] = df[col].fillna(df[col].mean()) 
X = df[FEATURES]; y = df['Outcome'].astype(int) 
X_train, X_test, y_train, y_test = train_test_split( 
    X, y, test_size=0.20, random_state=42, stratify=y) 
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# ----- Random Forest with AS-315 hyperparameters ----- 
rf = RandomForestClassifier(n_estimators=300, min_samples_split=5, 
                            min_samples_leaf=2, random_state=42, n_jobs=-1) 
rf.fit(X_train, y_train) 

  
# ----- SHAP TreeExplainer ----- 
explainer = shap.TreeExplainer(rf) 
shap_full = explainer.shap_values(X_test) 
sv_pos    = shap_full[..., 1] 
expected  = explainer.expected_value[1] 
shap_df   = pd.DataFrame(sv_pos, columns=FEATURES, index=X_test.index) 

  
# ----- Global importance ----- 
mean_abs = shap_df.abs().mean().sort_values() 
fig, ax = plt.subplots() 
ax.barh(mean_abs.index, mean_abs.values) 
ax.set_xlabel('Mean |SHAP value|') 
plt.show() 

  
# ----- Beeswarm summary ----- 
shap.summary_plot(sv_pos, X_test, feature_names=FEATURES) 

  
# ----- Per-patient waterfall (example: first test patient) ----- 
shap.plots.waterfall(shap.Explanation( 
    values        = sv_pos[0], 
    base_values   = expected, 
    data          = X_test.iloc[0].values, 
    feature_names = FEATURES, 
)) 

  
# ----- Additive property check ----- 
reconstructed = expected + shap_df.sum(axis=1).values 
model_probs   = rf.predict_proba(X_test)[:, 1] 
print(f'Max reconstruction error: {np.max(np.abs(reconstructed - 
model_probs)):.5f}') 
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