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Abstract

DuckDB is a lightweight, embedded analytical database management system which runs inside of an R or Python
process providing scalable high-performance data management and manipulation for tabular data. DuckDB SQL can
serve as an alternative data frame interface which is portable across languages but can also process and store data
larger than memory efficiently using its internal database table format. With SQL already available as an embedded
language in SAS and other major platforms, the modern data analyst only needs to know one language to work
with tabular data in any context and at any scale.

Introduction

The modern data landscape is increasingly characterized by larger datasets, multiple programming languages, and
increasingly complex analytical workflows. Analysts commonly move between SAS, R, Python, SQL, and other
platforms to perform fundamental tasks such as filtering, joining, transforming, aggregating, and analyzing tabular
data. While each environment offers valuable capabilities, this fragmentation can introduce unnecessary
complexity, data movement, duplicated code, and additional learning requirements.

DuckDB provides a compelling solution to this challenge. DuckDB is a lightweight, embedded analytical database
management system that runs directly within R or Python, providing high-performance SQL-based processing
without requiring a separate database server. It combines the flexibility of modern programming environments
with the efficiency and scalability of database technology.

A key strength of DuckDB is its ability to serve as an alternative interface for working with data frames and other
tabular data. Analysts can use SQL to manipulate data within R or Python while taking advantage of DuckDB's
efficient analytical execution engine. It can also process datasets larger than available memory and store data using
its internal database table format, extending analytical capabilities beyond traditional in-memory workflows.

The broader significance of DuckDB is its potential to make SQL a universal language for modern tabular data
analysis. SQL is already embedded in SAS and virtually every major relational database platform, while also being
readily accessible from R, Python, and DuckDB. Analysts who develop strong SQL skills can therefore apply the
same fundamental data-manipulation knowledge across multiple environments rather than learning entirely
different approaches for each platform.

This is particularly relevant for SAS professionals who may already have experience with SQL through PROC SQL.
DuckDB allows existing knowledge to be extended into R and Python workflows without abandoning familiar SQL
concepts. Likewise, R and Python users can incorporate database-style processing into their existing analytical
practices.

This paper examines DuckDB as more than simply another database technology. It explores its role as a portable,
scalable, and efficient analytical interface for tabular data, with particular emphasis on its integration with R and
Python, its ability to handle data beyond traditional memory limitations, and its potential to unify data-
manipulation practices across analytical platforms.
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Data File Used in Examples

The code examples in this paper use two CSV data files:

e  Framingham Heart Disease.csv

e  Framingham Lifestyle.csv

The synthesized Framingham Heart Study data file contains demographic, lifestyle, clinical, and laboratory variables
commonly used in cardiovascular disease (CVD) risk modeling. The outcome variables support regression-based
prediction and inference in healthcare and epidemiological research.

Number of Observations: 500
Number of Variables: 22

Unit of Analysis: Individual participant

Framingham Heart Disease Study Data Dictionary / Variable Descriptions

The Framingham Heart Study (FHS) dataset used in this paper includes demographic, lifestyle, clinical, and
laboratory variables commonly applied in cardiovascular disease risk analysis. Each record represents an individual
participant, with variables capturing established risk factors and health outcomes relevant to regression modeling.

Variables are defined to support exploratory data analysis. Continuous measures use standard clinical units, while
categorical and binary variables employ well-documented levels to ensure interpretability. Table 1 presents a
practical and clinically relevant foundation for demonstrating regression analysis techniques in healthcare analytics.

Variable Name Type

age Numeric
sex Categorical
education Categorical
smoking Categorical
alcohol Categorical
physical_activity Categorical
shp Numeric
dbp Numeric
height Numeric
weight Numeric
bmi Numeric
cholesterol Numeric
hdi Numeric
Idl Numeric
triglycerides Numeric
glucose Numeric
diabetes Binary
heart_rate Numeric
cvd_event Binary
hypertension Binary
medications Categorical
death Categorical

Table 1. Framingham Heart Study Data Dictionary.

Description

Age of participant

Biological sex

Highest education level attained
Smoking status

Alcohol consumption level

Physical activity level

Systolic blood pressure

Diastolic blood pressure

Height

Weight

Body Mass Index

Total serum cholesterol
High-density lipoprotein cholesterol
Low-density lipoprotein cholesterol
Serum triglycerides

Fasting blood glucose

Diabetes diagnosis indicator

Resting heart rate

Cardiovascular disease event occurrence

Hypertension diagnosis indicator
Current medication status

Vital status

Units / Categories

Years

male, female

high school, college graduate
never, former, current
none, moderate

low, moderate, high
mmHg

mmHg

centimeters

kilograms

kg/m?

mg/dL

mg/dL

mg/dL

mg/dL

mg/dL

0=No, 1=Yes

beats per minute

0 = No event, 1 = Event
0=No, 1=Yes

none, antihypertensive

alive, deceased
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Framingham Lifestyle Data Dictionary / Variable Descriptions

The Framingham Lifestyle data file contains demographic and lifestyle variables.

Number of Observations: 11
Number of Variables: 6
Unit of Analysis: Individual participant

The Framingham Lifestyle data file contains variables designed to describe lifestyle and demographic characteristics
that can be used to investigate relationships between personal characteristics, health behaviors, and health
outcomes. The data file’s variables include sex (gender), education, smoking, alcohol, physical activity, and diet
quality score, representing a combination of demographic, socioeconomic, behavioral, and lifestyle factors. The
diet_Quality_Score variable could incorporate characteristics such as:

e  Fruit and vegetable consumption.

e Whole-grain consumption.

e Intake of healthy fats.

e Consumption of processed foods.

e Sugar or sugary beverage consumption.

e  Saturated-fat intake.

e Sodium intake.

e Overall dietary balance.

And it converts several dietary behaviors into a single measure, allowing it to be used conveniently in statistical
analyses. For example, researchers could investigate:

Does better diet quality correspond to greater physical activity?
<Or>

Do smokers have lower diet-quality scores than non-smokers?
<Or>

Does education level predict diet quality after accounting for sex, smoking, alcohol, and physical activity?

Table 2 presents the Framingham Lifestyle data dictionary.

Variable Name Type Description Units / Categories

sex Categorical | Biological sex male, female

education Categorical | Highest education level attained high school, college
graduate

smoking Categorical | Smoking status never, former, current

alcohol Categorical | Alcohol consumption level none, moderate

physical_activity Categorical | Physical activity level low, moderate, high

Overall quality of an individual’s diet with
. . . lower numeric scores indicating poorer diet
diet_Quality_Score | Ordinal . . . o 1-10
quality and higher numeric scores indicating

better diet quality.

Table 2. Framingham Lifestyle Data Dictionary.
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What is DuckDB

Originally developed by Mark Raasveldt and Hannes Mihleisen at the Dutch National Research Institute for
Mathematics & Computer Science!, DuckDB has been released for public use as a free, open-source project under a
permissive MIT license. The DuckDB intellectual property is owned by the non-profit DuckDB Foundation [2], while
the primary developer of the DuckDB code is DuckLabs [3], a company founded by Raasveldt and Muhleisen to
offer support services for companies using DuckDB.

DuckDB is an embedded database that runs inside of another process, such as an R or a Python program. DuckDB
can run in many other languages as well [4], and can even run inside of SAS Viya. [15] Like any database, DuckDB
has features both for data processing and data storage. You can choose to use DuckDB primarily as a way to store
analytical datasets or as a way to run queries on your data (or both). Because it runs inside the same process as
your program rather than running on some remote server, DuckDB has access to all of the same objects in memory
as the rest of your program. Just as PROC SQL can see all of your SAS datasets, if you want to query data in R or
Python using DuckDB there’s no need to copy that data to the database, DuckDB can see and access data frames or
local files directly. This puts the speed, power, and robustness of a modern ACID compliant analytical DBMS at your
fingertips when you code.

As an embedded database, DuckDB was highly influenced by the popular SQLite, which pioneered the concept of
an in-process database provided as a library. [9] A popular choice for a minimal database backend for applications,
SQLite is the most widely deployed database in the world. [10] Like most databases, SQLite stores data in rows? and
is optimized for Online Transaction Processing (OLTP), requiring the creation of custom indexes to optimize
analytical queries. By contrast, DuckDB stores data in columns.

DuckDB Architecture

Just as data frames store data in columns to enable high-performance analysis of data in memory, columnar file
formats and databases allow for the fast, efficient storage of analytical datasets on disk. Data values in a particular
column are more likely to be similar to each other than to values in other columns, so physically storing data in
columns allows for much more efficient compression than if the same data were stored in rows instead. Columnar
storage also makes it easier to efficiently read only a few columns from a wide dataset. DuckDB automatically
creates zonemap indexes [7] for every column in a table to optimize queries, largely removing the need to define
custom indexes. This makes DuckDB an excellent fit for Online Analytical Processing (OLAP) workloads.

A DuckDB database can be created in-memory or as a file on disk. When running on disk DuckDB, all the tables in a
database are stored in a single file, making it easy to port the entire database from one place to another as needed.
Operations in an in-memory DuckDB database can also spill over to disk-based processing as needed if the data
grows larger than memory. [14]

The main limitation of the DuckDB database format is that only a single process can have read/write access to the
database at a given point in time. DuckDB does allow multiple read-only connections to a single database, but in
general DuckDB is best used in-process rather than as a multi-user data warehouse.?

Data Storage
An in-memory DuckDB databse can be seen as analogous to the SAS WORK libref; a place to store ephemeral,
intermediate data until the final results are ready to be saved to a permanent libref. In DuckDB, data can be written

1In Dutch, “Centrum Wiskunde & Informatica” (CWI). This is the same research institute where Guido Van Rossum
originally created the Python programming language.

2 The traditional SAS7BDAT dataset format is also uses row-oriented storage.

3 As of summer 2026 the DuckDB developers have released the Quack Remote protocol which allows DuckDB
instances to communicate. This does allow one DuckDB instance to act as a server for other DuckDB clients.
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from temporary tables to permanent storage by using the ATTACH statement to attach a permanent database file
to the current DuckDB connection. Consider the following SAS code:

LIBNAME myperm 'C:\users\mysas';
PROC SQL;

CREATE TABLE myperm.output_data AS SELECT * FROM temp_data;
QUIT;

The equivalent in DuckDB would be:

ATTACH 'C:\users\mydb.duckdb' AS myperm;
CREATE TABLE myperm.outpt_data AS SELECT * FROM temp_data;

Permanent tables in an attached database are referenced using two-level names just as permanent SAS datasets
can be referenced using the assigned libref.

External Data Access

Besides having its own database format, DuckDB has built in support for reading data from CSV and Apache
Parquet. [1] Parquet is a binary format intended for analytical use, similar in purpose to a SAS dataset but using a
columnar format that is like DuckDB.

DuckDB can read from a CSV or Parquet file simply by referring to the name of the file in the FROM clause:

CREATE TABLE from_CSV AS SELECT * FROM 'C:\users\my_data.csv';
CREATE TABLE from_Parquet AS SELECT * FROM 'C:\users\my_data.parquet';

To write the results of a query to an external data format, use the COPY statement:

COPY my_data TO 'C:\users\my_data.csv';
COPY my_data TO 'C:\users\my_data.parquet';

Support for other file formats and external database platforms in DuckDB is provided via extensions. [5][8]

Using DuckDB

The simplest way to start using DuckDB is to use the DuckDB web shell at https://shell.duckdb.org/. This provides a
simple command-line interface where SQL commands can be entered and the results displayed inline. Click on the

“Datasets” drop down to see built in data which you can explore. The web shell is a handy way to try commands
and test DuckDB SQL syntax.

Installing DuckDB

You can install the DuckDB command line interface by downloading the installer from the DuckDB website at
https://duckdb.org/install. This provides an interface like the web shell but running natively on your own machine.

Using the DuckDB CLI is a convenient way to explore data on your PC, whether stored in CSV, Parquet, or a DuckDB
database. However, the true power of DuckDB lies in its ability to run inside of another programming language.

DuckDB is available as a package for many languages, referred to as “clients.” Most relevant to SAS users, DuckDB
can run inside of an R or Python session, providing a high-performance data processing engine that can be
accessed from a script. In either case, DuckDB can be installed using the normal package installation mechanisms in
the language.

In R DuckDB and can be installed from the R console:


https://shell.duckdb.org/
https://duckdb.org/install
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install.packages("duckdb")

The Python DuckDB package can be installed from the command line with pip or any other package manager
utility:

pip install duckdb

DuckDB in R

In R, DuckDB is implemented as a backend for the general DBI database interface package. To connect to an in-
memory DuckDB database, use the dbConnect to create a connection object function and pass DuckDB as a
backend:

library(DBI)
library(duckdb)
con <- duckdb(environment_scan = TRUE) |> dbConnect()

We recommend setting environment_scan to TRUE because this will allow DuckDB to query R data frames in the
global environment as though they were tables.

Once you have established a connection, you can call other functions on the connection object to execute SQL code
in DuckDB. Use the dbGetQuery function to run a query and return the result as a data frame. Use the dbExecute
function to run SQL statements that do not return a result set. These examples use the built-in “iris” dataset which
comes with R:

# Query the iris data frame
con |> dbGetQuery("FROM iris LIMIT 10")

# Create a DuckDB table from a data frame
con |> dbExecute("CREATE table my_iris AS FROM iris")

Note that semicolons are optional here unless you submit multiple SQL statements in a single R function call.

To insert the values of R objects into an SQL statement, | recommend using the glue_sql function from the glue
package. This example uses the built-in “mtcars” dataset:

library(glue)
# Get cars with more than 6 cylinders
num_cyls <- 6
query <- glue_sql(
"FROM mtcars WHERE cyl > {num_cyls}",
.con = con
)

cars <- con |> dbGetQuery(query)

The glue_sql function takes a query string and a connection object. List R objects whose values you want to insert
into the query in curly braces. The appropriate SQL formatting for that type of object will automatically be applied.
To insert an R vector into a query as a comma delimited list, put an asterisk after the object name:

# Get cars with 4, 6, or 8 cylinders

num_cyls <- c(4, 6, 8)

query <- glue_sql(
"FROM mtcars WHERE cyl IN ({num_cyls*})",
.con = con
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)

cars <- con |> dbGetQuery(query)

DuckDB in Python
The Python DuckDB package implements an interface based on the Python DB API 2.0 standard. [12] As in R, the
first step is to create a connection to an in-memory database:

import duckdb
con = duckdb.connect()

Once we have a connection, we can execute DuckDB statements by calling the sql method.

con.sql("SELECT 'hello' AS message").show()

When a query is passed to the sql method it creates a “relation” object, which represents the results of the query.
To diplay the results, we call the show method. To get results back as a pandas or polars data frame, use the df or pl
methods respectively. For the purposes of these examples, assume we have already imported the Framingham
heart disease dataset as a table named “heart”

# Create pandas data frame from a query
mydf = con.sql("SELECT patientID, bmi FROM heart").df()

# Create a polars data frame from a query
mypl = con.sql("SELECT max(bmi) FROM mydf").pl()

When an SQL statement which does not return a result set is passed to the sql method, the statement is simply
executed without returning a python object.

con.sql("CREATE TABLE myheart AS FROM heart")

DuckDB in SAS Viya

DuckDB can be used inside of a SAS program with the SAS/Access interface to DuckDB, which is currently only
available in SAS Viya. As the authors do not have access to SAS Viya, we will not discuss it further here, but readers
who do have Viya are encouraged to check it out!

Polyglot Programmers lost in the DataFrame Zoo

In recent years the number of data frame libraries competing for programmers’ attention has exploded. [11] For
users who work in multiple languages, the cognitive overload of switching language contexts while staying current
on the latest trending data frame APIs can be overwhelming. DuckDB, as a single tool available in multiple
languages that is compatible with many different data frame formats offers relief from this growing complexity.

SQL is the common language of database operations and thus is available as an embedded language in any
programming language which needs to interface with databases. While there are differences between SQL dialects,
they are incredibly minor compared to the differences between data frame libraries. It’s not unusual for the SQL
code which performs simple data manipulation or data management tasks to be identical in different systems. By
switching to SQL as our main language for data manipulation, we make our code significantly more portable.

Consider a simple example, written in SAS and DuckDB, where we want to import the CSV data files into their
respective environments for analysis. Importing data is the first step in the analytical workflow, providing access to
structured data that can be explored, cleaned, transformed, and analyzed.
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SAS DuckDB

proc import
datafile="Lifestyle.csv"
out=work.lifestyle
dbms=csv
replace;
guessingrows=max;
getnames=yes; SELECT *
run; FROM read_csv_auto( 'Lifestyle.csv');

proc import SELECT *
datafile="Heart Disease.csv" FROM read_csv_auto( 'Heart Disease.csv');
out=work.heart
dbms=csv
replace;
guessingrows=max;
getnames=yes;
run;

The next example, written in SAS and DuckDB, demonstrates how to view a data file or dataset’s structure (or
metadata). The information provided with this technique is often helpful before writing queries because it displays
the data structure’s column names and data types.

|  SAs DuckDB
proc contents data=work.lifestyle DESCRIBE
varnum; SELECT *
run; FROM read_csv_auto( 'Lifestyle.csv');
proc contents data=work.heart DESCRIBE
varnums; SELECT *
run; FROM read_csv_auto( 'Heart Disease.csv');

In the next example, written in SAS and DuckDB, we demonstrate displaying the first 20 observations of data to
verify variable names, inspect data values, and look for unexpected data such as missing values and outliers.

SAS DuckDB
SELECT *
proc print data=work.lifestyle(obs=20); FROM read_csv_auto( 'Lifestyle.csv')
run; LIMIT 20;
proc contents data=work.heart(obs=20); SELECT *
run; FROM read_csv_auto( 'Heart Disease.csv')
LIMIT 20;

The next example, written in SAS and DuckDB, demonstrates using a WHERE clause is used to filter rows in a
dataset or table, returning only those observations that meet one or more specified conditions. By selecting the
data relevant to your analysis, the WHERE clause improves efficiency, reduces unnecessary processing, and helps
to produce more focused and meaningful results. It can filter data based on numeric values, text, dates, missing
values, or combinations of multiple conditions including using logical operators like AND, OR, and NOT.
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DuckDB
proc print data=work.heart; SELECT *
where diabetes=1; FROM read_csv_auto( 'Heart Disease.csv')
run; WHERE diabetes=1;

In the next example, written in SAS and DuckDB, we demonstrate displaying only the variables needed for analysis
or reporting. Selecting specific variables reduces unnecessary data, improves query performance, and produces
cleaner, more focused output by returning only the columns relevant to the task.

SAS DuckDB |

proc print data=work.heart; SELECT

var Age Sex Smoking Alcohol BMI Age Sex Smoking Alcohol BMI Cholesterol
Cholesterol Glucose; Glucose
run; FROM read_csv_auto( 'Heart Disease.csv');

The next example, written in SAS and DuckDB, demonstrates locating incomplete records by identifying missing or
null values in one or more variables. Detecting missing values is an essential data quality step that helps ensure the
accuracy, completeness, and reliability of subsequent analyses while highlighting records that may require review,
correction, or exclusion.

SAS DuckDB
proc print data=work.heart; SELECT *
where missing(BMI) FROM read_csv_auto( 'Heart Disease.csv')
or missing(Cholesterol) WHERE BMI IS NULL
or missing(Glucose); OR Cholesterol IS NULL
run; OR Glucose IS NULL;

In the next example, written in SAS and DuckDB, we demonstrate the technique of Imputing missing cholesterol
values with an appropriate replacement value, such as the mean, median, or a predefined constant, to improve

data completeness and support more consistent statistical analyses. Replacing missing values helps minimize the
impact of incomplete data while preserving as many observations as possible for analysis.

SAS DuckDB

data Heart_Clean;

set work.heart; SELECT COALESCE(Cholesterol,0) AS Cholesterol
if missing(Cholesterol) then Cholesterol=0; FROM read_csv_auto( 'Heart Disease.csv');
run;

The next example, written in SAS and DuckDB, demonstrates the technique associated with identifying outliers
such as finding unusually high cholesterol values that may represent data entry errors, measurement anomalies, or
clinically significant observations. Identifying outliers is an important data quality and exploratory analysis
technique that helps ensure accurate results, highlights records requiring further investigation, and provides insight

into unusual patterns within the data.

proc univariate data=work.heart; SELECT Age, Sex, Cholesterol
var Cholesterol; FROM read_csv_auto( 'Heart Disease).csv')
histogram; WHERE Cholesterol > 300

run; ORDER BY Cholesterol DESC;
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In the next example, written in SAS and DuckDB, we demonstrate the technique of locating impossible or unlikely
values that fall outside expected ranges or violate business or clinical rules. Detecting invalid values is a critical data
quality step that helps identify data entry errors, inconsistencies, and anomalies, ensuring the accuracy, reliability,
and integrity of the dataset before analysis.

SAS DuckDB
proc print data=work.heart; SELECT Age, Sex, Cholesterol
where Age<18 FROM read csv_auto('Heart Disease).csv')
or Age>100 WHERE Age <18
or BMI<10 OR Age>100
or BMI>60; OR BMI<10
run; OR BMI>60;

The next example demonstrates how a dataset is sorted to identify patterns, compare observations, locate extreme
values, and prepare the data for reporting, analysis, and/or subsequent processing steps. We demonstrate using
SAS and DuckDB code the technique of sorting by specifying the cholesterol variable for each patient to organize
the data in a meaningful order.

SAS DuckDB

proc sort data=work.heart
out=work.Heart_Sorted;
by descending Cholesterol;
run;

SELECT *
FROM read _csv_auto( 'Heart Disease.csv')
ORDER BY cholesterol DESC;

Another important technique frequently used by data analysts, data scientists, statisticians, analytics professionals,
and other data practitioners to enhance data integrity, minimize analytical bias, and ensure accurate patient
counts, summary statistics, and analytical results is duplicate record elimination. In the following example, we
demonstrate how to identify and remove duplicate records for each patient, thereby helping prevent data integrity
issues during the processing and analysis of patient-level data.

SAS DuckDB

proc sort data=work.heart
out=work.Heart_Unique
nodupkey ;
by PatientID;
run;

SELECT DISTINCT *
FROM read_csv_auto( 'Heart Disease).csv');

In the next example, written in SAS and DuckDB, we demonstrate how to build a curated dataset that has been
cleaned, validated, and prepared for downstream analysis. Creating a clean analytical dataset ensures that missing
values, invalid records, duplicates, and inconsistencies have been addressed, resulting in a reliable, well-structured
dataset that supports accurate statistical analysis, reporting, predictive modeling, and decision-making.
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SAS DuckDB

data work.Heart_Clean;
set work.Heart_Unique;
where not missing(BMI)
and not missing(Cholesterol)
and not missing(Glucose);
keep Age Sex BMI Cholesterol Glucose
Smoking Diabetes;

CREATE TABLE Heart_Clean AS
SELECT Age, Sex, BMI, Cholesterol, Glucose,
Smoking, Diabetes
FROM read_csv_auto( 'Heart Disease.csv')
WHERE BMI IS NOT NULL
AND Cholesterol IS NOT NULL

AND Glucose IS NOT NULL;
run;

In the next example, written in SAS and DuckDB, we demonstrate displaying a distribution of categorical data with a
frequency table. Frequency tables provide an effective way to summarize categorical variables to identify common
values, rare categories, missing data, and potential data quality issues before further analysis is conducted.

SAS DuckDB
SELECT sex,
proc freq data=work.Heart_Clean; COUNT(*) AS Patients
tables Sex Diabetes Hypertension / nocum; FROM Heart_Clean
run; GROUP BY sex

ORDER BY Patients DESC;

The next example demonstrates the calculation of descriptive statistics using continuous such as the count,
minimum, maximum, mean, median, standard deviation, and quartiles. Descriptive statistics provide a concise
overview of the distribution, central tendency, and variability of the data, helping to identify trends, potential
outliers, and data quality issues before performing more advanced analyses.

SAS DuckDB

SELECT AVG(cholesterol) AS Mean,
MEDIAN(cholesterol) AS Median,
MIN(cholesterol) AS Minimum,
MAX(cholesterol) AS Maximum,
STDDEV(cholesterol) AS StdDev

FROM Heart_Clean;

proc means data=work.Heart_Clean
n mean median min max std
maxdec=2;
var Age BMI Cholesterol Glucose;
run;

Comparing averages is a useful technique for identifying differences in data patterns across groups and gaining
insight into potential relationships between group characteristics and outcomes. In the following example, we
demonstrate how cholesterol levels differ between males and females by calculating summary statistics grouped by
sex. This analysis provides additional insight into potential associations between sex and cardiovascular risk factors.

SAS ' DuckDB

proc means data=work.Heart_Clean
mean std;

class sex;

var Cholesterol;

run;

SELECT sex,
AVG(cholesterol) AS Mean_Cholesterol
FROM Heart_Clean
GROUP BY sex;

Cross tabulations allow us to examine relationships between categorical variables by displaying the frequency
distribution of observations across two or more categories. In the following example, we produce a cross-
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tabulation to identify patterns, associations, and differences among groups, providing valuable insights for
exploratory data analysis, statistical interpretation, and reporting.

SAS DuckDB
SELECT Diabetes,
proc freq data=work.Heart_Clean; Hypertension,
tables Diabetes * Hypertension / chisq; COUNT(*) AS Patient_Count
run; FROM Heart_Clean

GROUP BY Diabetes, Hypertension;

Correlation analysis reveals potentially meaningful patterns, identifies strongly related variables, and provides an
initial assessment of relationships that may warrant further statistical investigation. In the next example,
correlation coefficients among continuous variables are calculated to assess the strength and direction of
relationships among patient characteristics, including age, BMI, cholesterol, glucose, and systolic blood pressure.

SAS DuckDB

SELECT corr(Age, BMI) AS Corr_Age_BMI,
corr(Age, Cholesterol) AS Corr_Age_Cholesterol,
corr(Age, Glucose) AS Corr_Age_Glucose,
corr(Age, SBP) AS Corr_Age_SBP,
corr(BMI, Cholesterol) AS Corr_BMI_Cholesterol,
corr(BMI, Glucose) AS Corr_BMI_Glucose,
corr(BMI, SBP) AS Corr_BMI_SBP,
corr(Cholesterol, Glucose) AS

Corr_Cholesterol_Glucose,
corr(Cholesterol, SBP) AS Corr_Cholesterol_SBP,
corr(Glucose, SBP) AS Corr_Glucose_SBP
FROM Heart_Clean;

proc corr data=work.Heart_Clean;
var Age BMI Cholesterol Glucose SBP;
run;

Merging or joining two datasets integrates related information from multiple sources, creating a unified analytical
dataset that supports more complete analysis, reporting, and decision-making. In the next example, written in SAS
and DuckDB, we demonstrate combining two datasets by matching observations using a common key variable,
such as PatientID.

SAS DuckDB

proc sort data=work.Heart_Clean
out=work.Heart_Clean_Sorted;

by PatientID;

run;

CREATE TABLE Combined AS
SELECT h.*, 1.*%
FROM Heart_Clean AS h
LEFT JOIN
Lifestyle AS 1
ON h.PatientID = l.PatientID;

proc sort data=work.Lifestyle
out=work.Lifestyle_Sorted;
by PatientID;
run;

data work.Combined;

merge work.Heart_Clean_Sorted
work.Lifestyle_Sorted;

by PatientID;

run;
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In the next example, we demonstrate similar concepts using PROC SQL, R, and Python. Nevertheless, each time we
cross a language barrier, we essentially start writing the code from scratch. If the size of the data grows, you may
find it becomes larger than the memory available on your machine.

Now imagine that we started with the equivalent PROC SQL code instead and converted it to the equivalent R and
Python using DuckDB.

PROC SQL R Python
PROC SQL; con |> dbExecute(" con.sql("""
CREATE TABLE Patients AS CREATE TABLE Patients AS CREATE TABLE Patients AS
SELECT H.*, L.* SELECT H.*, L.* SELECT H.*, L.*
FROM Heart_Clean AS H FROM Heart Clean AS H FROM Heart Clean AS H
INNER JOIN INNER JOIN INNER JOIN
Lifestyle AS L Lifestyle AS L Lifestyle AS L
ON H.Patient ID = ON H.Patient _ID = ON H.Patient _ID =
L.Patient_ID L.Patient_ID L.Patient_ID
ORDER BY Patient_ID; ORDER BY Patient_ID ORDER BY Patient_ID
QUIT; ") )

It’s true that there are some differences in the syntax for embedded SQL between SAS and R or Python, but the
bulk of the data manipulation logic (expressed in the CREATE TABLE statement) is completely identical. It’s no
exaggeration to say that we can literally copy and paste our SQL from the SAS program into our R script, only
changing the wrapper around it. In SAS that takes the form of the familiar PROC and QUIT statements. In R, we use
the dbExecute function from the DBI package to execute an SQL statement on a particular connection, here a
DuckDB connection referred to simply as con. The SQL code is passed to function as a string, which is different from
how it works in SAS, but the start and end quotes simply form part of this interchangeable wrapper. The content of
our SQL code remains the same.

The bulk of our code is the identical CREATE TABLE statement, literally copied and pasted into our Python script. As
in R, the wrapper code is a function that operates on a database connection object and takes an SQL query as a
string. Because we are using Python, we use dot-notation to call the sgl method on the connection object (again
named con) and we had to use triple-quotes to allow line-breaks in a string, but once again the bulk of our code is
truly identical!

What’s more, there’s no need to change our code simply because it grows larger than expected. Databases are
expected to handle large datasets. As we will see later, DuckDB databases can exist in memory or they can be
created as physical files on disk and all we need to do is change the configuration, we don’t need to change the
syntax of our data manipulation logic. DuckDB can even spill over from memory to disk-based processing on the fly.
[14] Whereas SAS 9.4 always stores datasets on disk, and data frames normally store data in memory, DuckDB
combines the best of both worlds in a flexible way.

Conclusion

DuckDB has rapidly become one of the most popular analytical database engines for data scientists, data engineers,
software developers, business analysts, and Al practitioners. Unlike traditional client-server database systems,
DuckDB is an embedded, high-performance analytical database that executes directly within applications, scripts,
notebooks, and desktop environments. Its lightweight architecture, exceptional SQL capabilities, and native support
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for modern data formats make it an ideal platform for local analytics, cloud-based data processing, reproducible
research, and collaborative software development.
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Appendix A: Comparison: SAS, SQL, and DuckDB

While many simple queries can be executed in both PROC SQL and DuckDB without modification, there are some
significant differences. SAS PROC SQL is based on the 1992 SQL ANSI standard but also includes many SAS-specific
enhancements. DuckDB supports a modern dialect of SQL which is based on PostgreSQL* and includes several
modern SQL features not available in SAS SQL. In general, the same operations are possible in both SAS and
DuckDB, but the syntax may differ and DuckDB supports some features which is SAS are traditionally handled better
by a DATA step than by PROC SQL. In this section we will discuss some of the features of DuckDB which will surprise
the SAS programmer. This list will be by no means comprehensive but will hopefully illustrate the kinds of things
which may need to change when converting PROC SQL code to DuckDB.

As of publication, the most recent iteration of the SQL standard is SQL:2023. The PostgreSQL documentation
currently states that it supports 170 of 177 features “required for full Core conformance” with that version of the
standard. [13]
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Data types

SAS famously has a simple type based on two types supplemented with formats. DuckDB has a more granular type
system. What follows is an incomplete® comparison:

SAS Type DuckDB Type Notes

SAS VARCHAR While PROC SQL only supports fixed-length character data, DuckDB
only supports variable-length strings.

Character
SAS INTEGER DuckDB also supports integers of various levels of precision,
Numeric SMALLINT, BIGINT, etc.

DECIMAL(WIDTH, SCALE) SAS has no fixed-point decimal type, but the number of decimal
digits displayed is controlled by format.

FLOAT Equivalent to SAS numeric with length 4.

DOUBLE Equivalent to SAS numeric with length 8.

DATE DuckDB date literals must be specified in ANSI format:
DATE 'YYYY-01-01".

TIMESTAMP The literal format is TIMESTAMP 'YYYY-MM-DD hh:mm:ss'. Can
optionally include fractional seconds or time zones.

INTERVAL Represents the difference between two times which can be
specifed in various units. E.G. INTERVAL 1 YEAR or INTERVAL 18
MONTHS.

BOOLEAN DuckDB uses literal values "true" and "false" rather than 1 and 0.

Type conversions in SAS are handled by the PUT and INPUT functions in conjunction with a format or informat. In
DuckDB type conversions are generally handled by use of the ANSI SQL CAST function. >

SAS enhancements not in DuckDB

PROC SQL supports various SAS features not in the ANSI standard, known as “enhancements.” Some of these are
obvious, but others are subtle enough that you can forget they are SAS specific, and this can cause issues when
converting code from SAS to DuckDB. We will list a few examples for illustration purposes.

Functions

In SAS, you can use the MIN and MAX functions either as aggregate or scalar functions. I.E. both of these are valid
queries in PROC SQL:

SELECT max(mydate) AS maxdate format=date9. FROM mytable;
SELECT max(datel, date2) AS maxdate format=date9. FROM mytable;

What might be a surprise to some is that the second case, in which the MAX function is used to get the maximum
of a series of variables on each row, is non-standard. In ANSI SQL (and in DuckDB) MIN and MAX are only ever used
as aggregate functions. To calculate the minimum or maximum of two columns in a DuckDB table you must instead
use the LEAST or GREATEST functions respectively:

SELECT greatest(datel, date2) AS maxdate FROM mytable;

4 For a complete list of DuckDB types, see: https://duckdb.org/docs/current/sql/data types/overview. While
potentially useful, the more complex types not listed here are generally not needed when converting SAS code to
run in DuckDB.
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Calculated Columns

In PROC SQL, subsequent references to a new column created in the SELECT clause must be preceded by the
CALCULATED keyword to clarify that the referenced column is newly created, not present in any of the input data
sets. For example:

SELECT studyID, min(stopdate, '31DEC2018'd) as stopdate format=mmddyy10.
FROM population
WHERE (CALCULATED stopdate) >= '01JAN2013'd
AND (CALCULATED stopdate) - strtdate >= 365;

DuckDB also allows programmers to reference columns created in the SELECT clause for subsequent processing but
lacks the CALCULATED keyword. This creates ambiguity if the newly created column has the same name as one in
the input data set. To resolve this ambiguity, one must either choose a different name for the new column, or use a
CTE separate column creation from its subsequent use:

WITH cte AS (
SELECT studyID, min(stopdate, DATE '2018-12-31') as stopdate
FROM population
)
FROM cte
WHERE stopdate >= DATE '2013-01-01'
AND stopdate - strtdate >= 365;

Remerging Aggregate Statistics

Unique among SQL dialects, PROC SQL allows the use of aggregate functions even in cases when some of the other
columns in the SELECT clause are not listed in the GROUP BY clause. [8] In combination with DISTINCT this provides
a convenient shortcut to avoid having to list a large number of columns in the SELECT clause. The following is
perfectly valid in PROC SQL:

SELECT DISTINCT studyID, brthdate, sex, strtdate, count(DISTINCT vac) AS vac_count
FROM popelig a
GROUP BY studyID;

DuckDB does not allow the remerging of aggregate statistics as SAS does, but for this particular use case there is a
convenient solution. When using the ALL keyword in the GROUP BY clause, DuckDB will create groups using all
columns not wrapped in an aggregate function. The equivalent DuckDB SQL to the query above is:

SELECT studyID, brthdate, sex, strtdate, count(DISTINCT vac) AS vac_count
FROM popelig a
GROUP BY ALL;

Overwriting datasets

In PROC SQL, data sets can be created and overwritten on the fly. By contrast, in ANSI SQL a table which already
exists cannot be recreated, it must be dropped first. The following is perfectly valid code in DuckDB, but running it
twice will result in an error the second time:

CREATE TABLE myconstant AS
SELECT studyID, brthdate, sex
FROM event.constant;

This can be a hassle to deal with when programming interactively as it’s normal to want to recreate a table multiple
times while writing a program. Fortunately, DuckDB does support a convenient syntax for replacing an existing
table without dropping it first.
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CREATE OR REPLACE TABLE myconstant AS
SELECT studyID, brthdate, sex
FROM event.constant;

Appendix B: DuckDB in the Modern Data Engineering Ecosystem

One of DuckDB's greatest strengths is its ability to integrate seamlessly with today's cloud technologies and modern
development workflows. Instead of requiring organizations to move large datasets into proprietary databases,
DuckDB allows users to analyze data directly where it resides, including cloud object storage services such as
Amazon S3, Microsoft Azure Blob Storage, Google Cloud Storage, and compatible storage platforms. This approach
significantly reduces data movement, lowers infrastructure costs, and enables faster access to large-scale datasets.

Working with Cloud Technologies

Modern organizations increasingly store structured and semi-structured data in cloud environments. DuckDB is
able to query these cloud-hosted files directly, allowing users to analyze Parquet, CSV, JSON, Apache Iceberg, and
Delta Lake datasets without importing them into a traditional database.

By integrating DuckDB with cloud technologies, users can:

e Query massive datasets stored in cloud object storage.

e Analyze data without creating or maintaining database servers.

e Build scalable data pipelines for analytics and machine learning.

e Combine local and cloud-resident data within a single SQL query.

e  Support hybrid workflows that span desktops, cloud platforms, and enterprise data lakes.
o Develop cost-effective analytics solutions using serverless architectures.

Because DuckDB executes analytical workloads efficiently on local computing resources while accessing cloud data
on demand, organizations benefit from simplified architectures, reduced operational complexity, and faster time-
to-insight.

Version Control with Git
As analytics projects become larger and more collaborative, version control becomes essential. Git provides a
reliable mechanism for tracking changes to SQL scripts, Python code, R programs, notebooks, documentation,
configuration files, and project assets throughout the software development lifecycle.
Using DuckDB together with Git enables teams to:

e Track every modification made to SQL queries and data-processing code.

o Safely experiment with new features using branches.

e Merge contributions from multiple developers.

e Restore previous versions of analytical workflows.

e  Maintain reproducible data engineering and analytics projects.

e  Support collaborative development using industry-standard DevOps practices.

Version control also improves code quality by encouraging incremental development, peer review, testing, and
documentation.

Collaboration with GitHub

GitHub extends Git by providing a cloud-based platform for collaboration, project management, automation, and
continuous integration. When DuckDB projects are hosted on GitHub, teams can efficiently collaborate regardless
of geographic location while maintaining a complete history of project evolution.

Typical DuckDB projects hosted on GitHub include:

e SQL scripts
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e  Python applications

e R projects

e Jupyter notebooks

e Data engineering workflows

e ETL pipelines

e Documentation

e Sample datasets

e Al and machine learning projects

GitHub also provides powerful capabilities including:

e  Pull requests for collaborative code reviews.

e Issue tracking for bugs and feature requests.

e  GitHub Actions for automated testing and deployment.
e  Project boards for managing development tasks.

e Secure version management across distributed teams.

e Integration with cloud platforms and CI/CD pipelines.

Together, Git and GitHub help transform DuckDB projects into maintainable, enterprise-ready analytics solutions.

Bringing Everything Together

The combination of DuckDB, cloud technologies, Git, and GitHub create a powerful, modern analytics ecosystem.
Data can remain securely stored in cloud object storage while DuckDB performs high-speed analytical queries
directly against it. Git tracks every code change, ensuring reproducibility and accountability, while GitHub enables
collaboration, automation, and continuous delivery across development teams.

This integrated approach supports a wide range of applications, including:

e Business intelligence and reporting
e Data engineering and ETL pipelines
e Data science and statistical analysis
e Machine learning workflows

e Al-powered analytics

e Interactive dashboards

e Reproducible research

e Enterprise-scale data lake analytics

SAS 9.4 and DuckDB can be used with cloud storage platforms, using Git for version control, and leveraging GitHub
for collaborative development and code management. Together, these technologies provide a flexible, scalable, and
productive foundation for building modern, cloud-enabled analytics solutions that support data portability,
reproducibility, collaboration, automation, and production-ready deployment.



