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ABSTRACT

Clinical Al is mostly reactive. A user asks, the system answers. Biostatisticians work the other way round,
spending weeks probing trial data for safety signals, demographic imbalances, and efficacy anomalies
that nobody thought to ask about. This paper describes a cognitive analytics agent that explores a CDISC
SDTM/ADaM study, learns reusable analytic methods from its own prior work, and gets checked by an
independent SAS® double-programming layer on SAS OnDemand for Academics. The workflow rests on
CDISC constraints the agent cannot override, an independent SAS re-derivation of every committed
answer, and a reproducibility path you can run on a free account. SAS audits the agent and never
teaches it. Findings go into the audit record and stay out of agent memory. We ran a 29-question held-out
rolling-transfer benchmark on the public CDISC pilot study, scored throughout by deterministic
programmatic oracles. Learned-store transfer raised matched-cohort oracle accuracy from 0.649 to 0.754.
It also cut tokens per question by about 21 percent and interaction rounds from 8.53 to 6.37. Almost all of
the accuracy headroom sat in one hard estimand family, last-visit change from baseline, which rose from
0.111 to 0.381. Independent SAS double programming ran inline during the run, confirming 56 answers
and flagging 33, at agreement precision 1.0, wrong-answer catch rate 1.0, and zero incomparable
checks. A code-only agent checked by independent SAS also beat an earlier variant that held SAS as a
callable tool, 0.754 against 0.509 on learned cohorts. We report accuracy and efficiency separately, label
the small-sample effects directional rather than powered, and trace every headline number to a passing
run manifest.

INTRODUCTION

Most large-language-model (LLM) systems in clinical analytics are reactive question-and-answer tools.
They are useful. But they put the burden of question formulation on the analyst, and a fluent answer
carries no guarantee of being a correct one. In a regulated setting a plausible-but-wrong number can
travel into a safety assessment or a submission. Fluency without verification is a liability there.

Exploratory data review is a different job from answering a posed question. A senior analyst scans
domains, protocol context, treatment arms, adverse events, laboratory abnormalities, missingness, and
time-to-event patterns, and out of all that decides which questions are worth asking at all. This paper
studies an agent built to support that work while keeping a SAS-native audit path. It reports manifest-
gated measurements of two properties that count for more than leaderboard accuracy.

The first is whether experience compounds. Human analysts get faster and more accurate as they
accumulate domain-specific methods. Can an LLM-based agent do the same without fine-tuning, by
accumulating and reusing externalized memory and distilled procedural skills? The answer has practical
weight in regulated environments. Retraining model weights is operationally heavy and hard to audit. A
change to an inspectable memory store is neither.

The second is how correctness gets established. A common design hands the agent a code-execution or
statistical tool and trusts what it reports back, which puts one entity in charge of both producing an
answer and checking it. The alternative separates verification into a component that re-derives each
answer from the same source data while sharing none of the agent's code, reasoning, or memory.
Statistical programmers will recognize the idea on sight. It is double programming, recast as an
architectural property of an autonomous agent.

We make three commitments that separate this work from a better chatbot. Every empirical claim is gated
by a passing run manifest, and results without manifest-backed provenance are excluded from the paper
rather than footnoted. SAS is used strictly as independent double programming. Accuracy and efficiency
are reported as separate outcomes, so an efficiency gain never gets dressed up as an accuracy gain.
The contributions are (1) a cognitive clinical-analytics agent that transfers self-acquired expertise to



unseen cohorts without fine-tuning, (2) an engine-agnostic verifier-separation architecture implemented
as SAS double programming, (3) an empirical comparison showing that separating the verifier from the
agent beats handing it to the agent as a tool, and (4) a released benchmark, CDISC-QA, with
deterministic oracles and full provenance gating.

BACKGROUND
CDISC DATA AS AN AGENT SUBSTRATE

CDISC standards give clinical trial data a predictable shape that an agent can reason over. The Study
Data Tabulation Model (SDTM) governs the tabulation datasets and the Analysis Data Model (ADaM)
governs the analysis-ready datasets, including the subject-level ADSL and the Basic Data Structure used
for endpoints such as ADAE and ADLBC (CDISC 2021a; CDISC 2021b). Because variable roles, analysis
flags, and controlled terminology are standardized, an agent can be told what a valid analysis looks like
rather than having to infer it, and a verifier can be generated from the same specification.

DOUBLE PROGRAMMING AS THE VALIDATION STANDARD

In clinical statistical programming, independent double programming is the long-standing gold standard
for validating analysis datasets and outputs: two programmers work from the same specification,
implement the analysis independently, and reconcile any difference (Randall and Coar 2018). The critical
property is not duplication but independence — a point made concrete by work on detecting when
programming independence has been violated in practice (Stackhouse 2019). Seah (2018) showed that
the two implementations need not even share a language, using SASPy to compare SAS, R, and Python
derivations of the same result. This paper takes the same idea one step further: the “second programmer”
is an automated SAS path that is architecturally prevented from seeing the first programmer's work.

AGENTIC LLMS, MEMORY, AND EVALUATION

Outside clinical research, LLM agents that interleave reasoning with tool calls (Yao et al. 2023) and that
retrieve external knowledge (Lewis et al. 2020) are well established, as are agents that accumulate
experience — through reusable skill libraries (Wang et al. 2023), verbal self-critique (Shinn et al. 2023),
and long-horizon memory (Park et al. 2023). Evaluation of clinical agents is a younger field;
MedAgentBench (Jiang et al. 2025) is representative of the move toward realistic, executable clinical
environments. Two methodological hazards shape the design here. LLM-as-judge scoring is convenient
but imperfect and carries known biases (Zheng et al. 2023), so this study scores against deterministic
programmatic oracles instead. And benchmark contamination quietly inflates results (Zhou et al. 2023),
so the protocol below is explicit about what a learning agent is allowed to carry from one question to the
next.

SYSTEM ARCHITECTURE

Independence is easy to claim and easy to break. Figure 1 shows the rule we used: SAS may share the
problem with the agent, but not the agent's work. Both receive the public question and estimand
specification. For E41, the harness also passes SAS a hidden target_key so it can choose the
appropriate fixed program. The key identifies the estimand family, domain, parameter or population, and
grouping. It contains no result and no oracle code. SAS cannot inspect the agent's program, answer,
reasoning trace, or stored experience.
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Figure 1. Trust separation. Public question and estimand conventions are shared; the
deterministic SAS path also gets non-numeric target_key routing metadata to select a fixed
template. No agent code, answer, reasoning, or memory crosses the barrier, and verifier findings
stay in the audit record.

The rest of the architecture supports that rule.

DATA INTERFACE AND DETERMINISTIC PROBES

SDTM and ADaM arrive through a common loader. Frequencies, rates, summaries, distribution tests,
missingness checks, and time-to-event calculations are fixed functions; they do not depend on text
generated by the model. This code is identical in every condition.

COGNITIVE SUBSTRATE

No weights change during the experiment. Instead, successful support work can leave behind method
notes, code fragments, skill guides, confidence information, and failure records. The harness saves them
only after clean execution and an oracle-correct result.

It also removes the result itself. This last restriction prevents a stored count, mean, or number of output
groups from becoming a ready-made answer later. The agent is told that a potentially relevant record
exists, but not what it says. Opening it requires a memory-search action, and that action appears in the
run log.

The actual guide saved during support training is reproduced below:



# Mean Total Dose per Subject by Treatment Arm

## Method

1. Compute treatment end study day per subject from ADSL.

2. Left-merge EX onto ADSL on USUBJID to attach TRTO1A.

3. If EXENDY is missing, assume the record runs to end of
treatment; interval dose = EXDOSE * (days in interval).

4. Sum interval dose per USUBJID to get TOTAL DOSE.

5. Left-join all ADSL subjects; fill missing TOTAL DOSE with O.

6. Group by TRTOlA and take the mean; round at the end.

## Pitfalls (read every time)

- Rounding order: round the final mean, not per-subject totals.

- Subjects with no EX records must still enter the denominator.

- Use TRTO1lA (actual) vs TRTO1lP (planned) as the question asks.
Notice what the skill leaves out. No numbers, no answer, no reference to any specific evaluation
question. It records a method, in readable English. A reviewer can read it, argue with it, and diff it against
last month's version. A fine-tuned checkpoint offers none of that.

ANSWER-CONTRACT EXECUTION LOOP

The agent writes and runs analyst code against the loaded study inside a sandbox, iterating until it
commits an answer or exhausts its round budget. In the reported run that budget was 30 rounds with a
600-second wall-clock cap per question. The commit is structured: a value, the assumptions the agent
believes it made, and a declared confidence. Forcing the assumptions into the open is what later makes a
disagreement diagnosable instead of merely visible.

NON-OVERRIDABLE CDISC CONSTRAINT LAYER

A symbolic constraint layer encodes CDISC structural rules and validates outputs after execution. It
covers required variables per domain, unique-key expectations such as one ADSL record per USUBJID,
controlled terminology such as the permitted AESEV values, and date ordering such as ASTDT never
following AENDT. The agent can query the layer as a tool. It cannot switch the layer off by prompting. We
held the layer fixed across every condition so that it could not be mistaken for an experimental effect.

INDEPENDENT SAS DOUBLE PROGRAMMING

Here, independent means that SAS starts from the question, not from the agent's work. The second
calculation begins only after the agent commits. SAS receives the public estimand specification but
cannot inspect the agent's code, answer, reasoning trace, or memory. It has no memory of its own. The
harness records agree, partial, disagree, or incomparable and does not return that label to the agent.

For E41, the verifier is a dispatcher in eval/verification/learnable_sas.py, not a second language model.
The worked example has target_key=last_visit_chg:ADLBC:BILI:all: TRTA. That string selects
_last_visit_chg_sas() and supplies the family, domain, parameter, population, and grouping. It does not
contain a result or executable oracle. The public clinical_estimand_spec_v2 supplies the analysis rules
used by every condition. This deterministic route consumes no model tokens and adds no prompting or
sampling variation. The listing below is its unedited output:

proc sort
data=TOOLDA.ADLBC (
where= (PARAMCD="'BILI'
and ANLO1FL='Y'
and AVISITN > O
and not missing (CHG))
)
out=work. wuss_ filtered;
by USUBJID AVISITN ADY;
run;



data work. wuss last;
set work. wuss filtered;
by USUBJID;
if last.USUBJID;

run;

proc sql;
create table work. wuss answer as
select TRTA as grp, round(mean(CHG), .01) as val
from work. wuss last
group by TRTA
order by TRTA;
quit;
PROC SORT orders eligible ADLBC records by USUBJID, AVISITN, and ADY. The DATA step then
retains last. USUBJID before PROC SQL computes mean(CHG) by TRTA. The worked disagreement
shows why that order matters: averaging before the last-record selection gives a different answer.

SASPy submits this program to SAS OnDemand for Academics (SAS Institute Inc. n.d.a; SAS Institute
Inc. n.d.b). We selected SAS because it is familiar in clinical reporting and the OnDemand account is free.
Another engine could serve as verifier if it began from source data and remained behind the same
isolation boundary.

AUTONOMOUS DISCOVERY AND THE SAS EMITTER

Implemented: eval/discovery/probes.py::run_all() returns Hypothesis records from seven CDISC probe
families. Implemented: eval/discovery/ranker.py::rank_hypotheses() applies multiplicity correction and
orders records by strength, novelty, and CDISC validity. Implemented:
eval/discovery/sas_emitter.py::emit_sas() attaches runnable PROC FREQ, PROC NPAR1WAY, or PROC
LIFETEST code. Not evaluated: clinical discovery quality. A blinded reviewer study must still classify
candidates as new and supported, known but correct, spurious, or wrong. For that reason, the Results
section reports held-out transfer and independent SAS verification, but no discovery-accuracy estimate.

METHODS

DATASET AND THE CDISC-QA BENCHMARK

Experiments use the publicly available CDISC SDTM/ADaM pilot study CDISCPILOTO01 (CDISC n.d.), a
Phase Il study of xanomeline against placebo in 254 subjects with mild-to-moderate Alzheimer's disease.
It spans 32 SDTM and ADaM domains and roughly 507,000 rows, including subject-level (ADSL),
adverse-event (ADAE), chemistry (ADLBC), vital signs (ADVS), and exposure (EX) data. PHUSE
redistributes the same study (PHUSE n.d.), so you can obtain it without a CDISC account.

Evaluation questions come from three estimand families that recur in safety and exposure reporting:

1. Adverse-event exposure rate. Treatment-emergent events per unit of exposure, by arm, over the
safety population.

2. Cumulative dose. Subject-level exposure aggregated from EX and summarized by planned arm over
a named population.

3. Last-visit change from baseline. The analysis-flagged end-of-treatment change for a laboratory or
vital-sign parameter, by arm.

Every question carries a deterministic programmatic oracle, so correctness is scored against ground truth
computed from the data rather than by human or model judgement. We release the questions, oracles,
and harness as the CDISC-QA supporting benchmark, so the evaluation can be reproduced on a free
SAS OnDemand for Academics account.

ROLLING HELD-OUT TRANSFER PROTOCOL



We measure learning with a rolling transfer curve over three cohorts of held-out evaluation questions, 29
unique questions in all. Each fresh cohort is scored twice: once with an empty cognitive store (fresh cold),
and again with the accumulated learned store built from prior support-only training (learned transfer). A
third pass, post-support, measures each cohort after its own support training. Support tasks are unscored
and goal-only. They state an objective and never a method. The persistent store updates only after a
support answer that is both execution-clean and oracle-correct, and each cohort gets four support
questions.

Cohort 1 precedes all support training, so it has no learned experience to transfer. The matched
comparison begins with cohort 2 and contains 19 questions from cohorts 2 and 3. We use that
denominator throughout; the result is a small paired experiment, not a leaderboard.

LEAKAGE CONTROLS
The manifest makes the relevant safeguards inspectable:
o The tool_flags include eval_store_isolated_per_question=true and eval_never_trains_store=true.

e  Support work is merged only under the recorded policy
merge_only_execution_clean_oracle_correct_support; an unclean run is discarded.

e Separate tests reject saved result values and cardinalities while permitting method and code context.
e The leak tests fail a scored prompt that contains a solution recipe.

¢ All conditions receive clinical_estimand_spec_v2, whose SHA-256 is written to the manifest, because
public analysis conventions must be held constant. Executable oracle code and numeric answers are
withheld from the cold, support, learned, and post-support runs, SAS, and the reviewer.

o The flags posthoc_sas_feedback to_agent=false and reviewer_feedback to_agent=false provide the
final isolation check: those findings are stored for audit, not sent back to the agent.

SCORING

Two notions of correctness appear in the results, and they should not be conflated. Oracle accuracy is
graded. The answer is a keyed dictionary; each group is compared with its reference value under a
numeric tolerance, and the combined score lies between 0 and 1. Partial dictionaries can therefore
receive partial credit. The verification cross-tabulation needs a yes-or-no label, so only there do we call a
score of at least 0.70 correct. First-execute accuracy is different again: it evaluates the first execution that
ran successfully, before the agent's later revisions. Token totals include every prompt and completion,
and rounds are agent turns. We disabled the LLM judge for this run. A correctness statement in this paper
always traces to the deterministic oracle.

PROVENANCE GATING AND RUN CONFIGURATION

Artifact: eval/results/e41_deepseek_code_inline_sas_double_programming/rolling_transfer_results.json.
Commit: 00cace89a85d908fab4c5d065082a38793af0b94. Result SHA-256:
a0de4f45662a6b2dc2fd2c797fd1f85c045513c7df3e57491154010450dc2c8e. Estimand specification:
clinical_estimand_spec_v2, SHA-256
6611a4aba1a8ec38658acf699446ff285bb77c2f5¢c3357d9a4a0727b553bc57d. The sibling manifest also
records git_dirty=false, error_count=0, publishable=true, the exact command, model, store path, services,
tokens, wall time, and verification flags. Reporting fails closed without it. The preflight requires credentials
and a live SAS OnDemand call; retrieval additionally requires an index. E41 used deepseek-v4-flash, 30
rounds, no retrieval, one serial worker, inline verification, and no agent SAS tool. Its measured wall time
was 4,536.291 seconds. The recorded commit passed 478 tests.

RESULTS

All numbers below trace to a single manifest-backed artifact with publishable status, zero error count, a
clean working tree, the agent SAS tool disabled, SAS double programming run inline, and no SAS or
reviewer feedback to the agent.



LEARNING CURVE: HELD-OUT TRANSFER

Table 1 reports the rolling-transfer metrics by phase across all three cohorts. Table 2 reports the fair
comparison restricted to the matched cohorts 2 and 3, and Figure 2 plots the same matched cells.

Table 1. Rolling held-out transfer, overall by phase.

Phase n Oracle First-exec Tokens/Q Rounds/Q
Fresh cold 29 0.621 0.103 107,791 8.48
Learned transfer 19 0.754 0.298 85,509 6.37
Post-support 29 0.632 0.333 86,729 6.45
Table 2. Fair transfer comparison on matched cohorts 2 and 3.
Phase (C2+C3) n Oracle First-exec Tokens/Q Rounds/Q
Fresh cold 19 0.649 0.053 108,750 8.53
Learned transfer 19 0.754 0.298 85,509 6.37
Post-support 19 0.667 0.456 84,998 6.26
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Figure 2. Matched cohorts 2 and 3 (n = 19 per cell). Accuracy and effort are plotted on separate
panels because they are separate claims.

On matched cohorts, learned-store transfer improves oracle accuracy by 0.105, from 0.649 to 0.754.
Tokens per question fall about 21 percent, from 108,750 to 85,509, and rounds per question drop from
8.53 to 6.37. First-attempt execution correctness climbs from 0.053 to 0.298, which is the clearest sign
that the agent now arrives with a method instead of hunting for one.

Table 3 breaks the effect down by cohort, and the breakdown is uneven. Cohort 2 carries the accuracy
lift. Cohort 3 is flat on accuracy and delivers a large efficiency gain instead. Reporting the aggregate
without this split would overstate how consistent the effect is.

Table 3. Per-cohort transfer deltas. Cohort 1 has no prior store and therefore no learned-transfer



cell.

Cohort :{i‘:; Fresh — learned oracle First-exec delta Token ratio Rounds delta
Cohort 1 no — (no transfer cell) — — —
Cohort 2 yes 0.633 — 0.833 (+0.200) +0.200 0.976 -0.70
Cohort 3 yes 0.667 — 0.667 (0.000) +0.296 0.652 -3.78

Matched sample sizes are small at n = 19, so we report these as directional, manifest-backed effects
rather than powered estimates. The phrasing is intentional, and it comes back in the Limitations section.

WHERE THE BENCHMARK IS HARD

Table 4 and Figure 3 break oracle accuracy down by estimand family and show where the aggregate lift
comes from. Adverse-event exposure rate is fully saturated and cumulative dose is close to it, so both
contribute efficiency rather than accuracy headroom. Last-visit change from baseline is hard, and it is
where the wrong answers and almost all the SAS flags live.

Table 4. Oracle accuracy by question family, all cohorts.
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Figure 3. Oracle accuracy by estimand family. The headline aggregate gain is carried by the one

family with real headroom.

Learned-store transfer lifts the hard family from 0.111 to 0.381. That is a real gain on the tasks that
matter, and the family still sits far from solved. The next benchmark expansion should add more last-visit-
change-style tasks and retire saturated ones.

INDEPENDENT SAS DOUBLE PROGRAMMING

Every answered row was independently re-derived in SAS, inline during the run, with the SAS path
having no access to the agent's code, answer, or cognitive store, and with no SAS finding fed back to the




agent. Across all 89 answered rows, SAS agreed with 56, partially agreed with 11, disagreed with 22, and
produced zero incomparable checks, for an agreement rate of 0.629. In audit terms: 56 answers
confirmed, 33 flagged for human review. Table 5 cross-tabulates SAS agreement against oracle
correctness.

Table 5. SAS agreement versus oracle correctness. Agreement precision 1.0, wrong-answer catch
rate 1.0, incomparable 0.

SAS outcome Oracle correct Oracle incorrect
Agree 56 0
Disagree or partial 0 33

Every answer SAS agreed with was correct, and every incorrect answer was flagged. On this benchmark,
agreement precision and wrong-answer catch rate are both 1.0, with zero incomparable checks. SAS
acted as a precise correctness signal while never serving as a teacher and never entering agent memory.

Two caveats belong beside that result. An agreement rate of 0.629 means roughly a third of answers
route to human review. The layer earns its place because the routing is correct, not because it is rare.
And perfect precision and recall on 89 rows across three estimand families is a strong result for this
benchmark, well short of a general claim about verifying arbitrary clinical analyses.

A WORKED DISAGREEMENT

One flagged row shows the mechanism working end to end, and it is the kind of error a reviewer will
recognize on sight. The question asked for the mean change from baseline in total bilirubin at end of
treatment, by treatment arm. Output 1 shows what each engine returned.

Question : mean CHG from baseline in BILI at end of treatment,
by TRTA (ADLBC), rounded to 2 decimals

Agent : Placebo 9.95
Xanomeline High Dose -0.80
Xanomeline Low Dose -0.00 (declared confidence 0.95)
SAS : Placebo -0.31
Xanomeline High Dose -1.20
Xanomeline Low Dose -1.19
Comparison: disagree (0 of 3 groups agreed)
Review : duplicate records per subject at end of treatment were

not collapsed; the mean was taken over all records

Output 1. A flagged answer and its independent SAS re-derivation.

Each of the agent's stated assumptions was reasonable on its own: use PARAMCD='BILI', apply
ANLO1FL="Y", treat AVISITN=99 as end of treatment, group by TRTA, round to two decimals. What it
missed is that several subjects contribute more than one analysis-flagged record at that visit. Averaging
across records rather than across subjects lets a handful of repeated observations dominate, which is
how a placebo mean of 9.95 turns up against SAS's —0.31. The SAS verifier avoids the trap structurally,
by sorting within subject and keeping last. USUBJID before it averages anything. The agent declared 0.95
confidence in a wrong answer. Self-reported confidence is not a validation strategy; an independent
engine is.

SAS AS AUDITOR BEATS SAS AS TOOL

An earlier run gave the agent a callable SAS tool, so the agent could run SAS itself and reconcile against
its own Python. Table 6 compares that configuration against the current code-only agent checked by
independent inline SAS. Both are manifest-backed runs of the same benchmark on the same model.



Table 6. Agent-held SAS versus independent inline SAS (oracle accuracy).

Configuration Fresh Learned Post Agent SAS calls Tokens/Q
(learned)

Agent-held SAS tool 0.621 0.509 0.552 348 154,889

gzcée-only + independent 0.621 0.754 0.532 0 85,500

Handing SAS to the agent did not help. It started from the same cold baseline of 0.621, finished materially
worse on the learned cohorts at 0.509 against 0.754, and spent roughly 1.8 times as many tokens per
question getting there. The likely mechanism is that a self-reconciling agent burns its round budget
arguing with itself, 348 SAS calls against zero, and that a check the answerer controls is barely a check.
Keeping SAS as independent double programming was cleaner architecturally, because it preserves an
uncontaminated transfer measurement, and it also performed better.

WHAT THE LEARNED STORE ACTUALLY CONTAINED

It helps to be concrete about the size of the thing that produced the transfer effect, because “the agent
learned” invites readers to picture something much larger than what is on disk. Table 7 shows the
persistent training store after each support pass.

Table 7. The persistent learned store, as merged from oracle-correct support answers only.

After support pass Episodic Semantic Skills Snippets cl\inig'(':g?':e/d

Cohort 1 3 0 2 3 3/1
Cohort 2 7 0 2 3 4/0
Cohort 3 10 3 2 3 3/1

Ten episodic traces, three semantic notes, two skill guides, three code snippets. A few pages of readable
text carried a 0.105 accuracy gain and a 21 percent effort reduction to unseen cohorts. On the learned-
transfer cells the agent received skill bodies on 17 of 19 questions, memory hints on 19 of 19, and
snippets on 18 of 19, so the store was in use rather than merely present. Under change control a
reviewer can read all of it in an afternoon and diff it between releases.

THE COST OF THE AUDIT LAYER

Verification is usually assumed to be the expensive part. Here it is nearly free. The SAS verifier is
generated deterministically from the estimand specification rather than written by a model, so the double-
programming layer consumed no model tokens at all. The only non-agent model cost in the run was the
gated reviewer, at 1,118 tokens per question against the agent's 95,431, or about 1.2 percent. What
constrains the audit path is SAS session concurrency on the free tier rather than money. Inline verification
ran serially, which is most of why the run took 76 minutes instead of a fraction of that.

DISCUSSION

We do not claim the model is always correct. On the hard family it usually is not. The defensible story has
three parts.

Expertise can compound without fine-tuning. An agent that pushes method and procedural knowledge out
into memory and skills carried measurable accuracy and efficiency gains to unseen cohorts, and the
improvement shows up as a change to an inspectable store instead of to opaque parameters. In a
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regulated environment that difference decides everything downstream. You can review a memory store,
version it, diff it, and roll it back through ordinary change control. None of that works on a fine-tuned
checkpoint.

Verification works better outside the agent. An independent re-derivation that shares no code, answer, or
memory reached perfect precision and wrong-answer catch rate on this benchmark, and it beat the
configuration that handed the agent the same engine as a tool. This is the double-programming principle
from statistical programming, recast as an agent-architecture property, and it produces a workable
human-in-the-loop routine. Confirmed answers get triaged quickly. Flagged answers route to review with
the disagreement already localized to specific groups.

Accuracy and efficiency are different claims. Reporting them separately, and showing per-family
saturation, keeps an efficiency gain from being dressed up as an accuracy gain. Both moved here. But
the accuracy movement is concentrated in one family and one cohort, and it should not be over-
generalized.

WHAT THIS MEANS FOR A STATISTICAL PROGRAMMER

The shape of this workflow should look familiar. An agent produces a candidate result together with its
stated assumptions. An independent SAS program, written from the same specification and nothing else,
reproduces the result. Agreements get recorded and released. Disagreements get escalated with the
mismatched groups already identified. That is the QC process most clinical programming groups already
run, with the first programmer replaced by an agent and the second left exactly where it was. The review
step does not have to change at all, and that is the strongest argument for adopting it.

WHAT DID NOT HAPPEN

Two results here are negative, and leaving them out would give an inflated picture of which components
did the work. The non-overridable CDISC constraint layer recorded zero violations across all 77 scored
evaluation rows. On this benchmark it was a guardrail nothing hit, and this evidence says nothing about
its value. Confidence routing and reflective self-critique were similarly inert on these rows: every row took
the default route and accepted its first reflection verdict. What moved the numbers was the injection of
skills, memory hints, and code snippets. The other components remain plausible. This study does not
evidence them.

LIMITATIONS AND FUTURE WORK

e The headline run is a single fresh prospective run. Replication across random seeds and at least one
second model family is the highest-value next experiment, and it would convert directional effects into
powered estimates.

e Matched transfer cells are small (n = 19). Effects are directional, not powered, and we claim no
confidence intervals.

e The aggregate lift is carried largely by cohort 2 and by one estimand family. Cohort 3 accuracy was
flat.

e The benchmark is partly saturated. Two of three families have no accuracy headroom, so the
aggregate understates the difficulty of broad clinical analytics. Expanding hard, last-visit-change-style
tasks is the priority.

¢ A single public study (CDISCPILOTO01) was used. Cross-study and cross-therapeutic-area
generalization is future work.

e The deterministic SAS verifier covers the three benchmark estimand families. Extending independent
verification to arbitrary analyses reintroduces the problem of generating the second program reliably.

¢ SAS OnDemand for Academics is an external dependency, and free-tier session concurrency forces
inline verification to run serially.

o Discovery quality, multi-dataset generalization, and a per-component cognitive ablation appear in this
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paper as architecture and roadmap, not as measured results.

¢ Findings concern a specific agent architecture and model configuration. They should not be read as
claims about LLMs in general.

REPRODUCING THIS WORK
A reader can repeat the run with public data and a free SAS service:
1. Create a free SAS OnDemand for Academics account. Note your credentials and server region.

2. Download CDISCPILOTO01 from the CDISC pilot repository or the PHUSE script library, then upload
the SDTM and ADaM datasets to your SAS OnDemand home directory.

3. Configure SASPYy for that account before launching the experiment. The preflight should make an
actual SAS call; it also checks the LLM credentials and, if retrieval is requested, the index. A failed
check stops execution.

4. Run the rolling-transfer curve with verification enabled, serially, against the CDISCPILOTO01 study.
The harness writes the result artifact, the verification metrics, and their manifests side by side.

5. Do not use a number until its manifest has been inspected. For the run reported here it says
publishable=true, error_count=0, the working tree was clean, verification was on, the agent's SAS tool
was off, and neither SAS nor reviewer feedback reached the agent.

We provide the questions, deterministic oracles, harness, and manifests with CDISC-QA so that another
group can repeat the experiment or add harder questions. Reproducing only the audit path is simpler:
bypass the agent and submit the emitted SAS programs directly to SAS OnDemand for Academics. They
require no editing.

CONCLUSION

A cognitive analytics agent built up reusable analytic expertise from its own prior work and carried it to
unseen CDISC cohorts, with no fine-tuning anywhere in the loop. Matched-cohort oracle accuracy went
from 0.649 to 0.754. Tokens per question fell about 21 percent. The hardest estimand family climbed from
0.111 to 0.381. Meanwhile an independent SAS double-programming layer, running inline, confirmed
every answer it agreed with and flagged every wrong one, with zero incomparable checks, and it never
taught the agent anything. Keeping SAS as an auditor rather than as a tool in the agent's hands kept the
learning measurement clean, and it performed better besides. None of this depends on SAS specifically,
since the verifier-separation principle is engine-agnostic. What the agent learned amounts to a few pages
of readable text rather than a set of weights. Every claim above is backed by a passing run manifest.
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