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ABSTRACT

The observations in this paper provide a natural connection between complementary
suppression and design of numeric mathematical puzzles. A puzzle that has a unique solution in
two dimensions may, when extended to three dimensions, become an optimization problem with
multiple valid solutions, depending on the order in which the suppression blocks are processed.
Thus, the same computational problem that has practical importance for agencies releasing
confidential statistical data can also serve as a rich mathematical and algorithmic exercise for
students. It illustrates how a seemingly deterministic set of rules can produce different valid
outcomes depending on specifics of the data, the sequence of operations, and provides an
accessible setting in which students can explore optimization, uniqueness, algorithms, and the

effects of dimensionality.

Complementary suppression is widely used to protect confidential information in tabular data by
preventing the recovery of primarily suppressed cell values from published totals. This paper
presents a SAS implementation of a complementary suppression algorithm for three-
dimensional tables and demonstrates that the resulting suppression pattern is not uniquely
determined by the suppression rules alone. Instead, the final set of complementary
suppressions depends on the sequence in which two-dimensional suppression blocks are
applied. Because the optimal sequence depends on the characteristics of the data, the order of

suppression blocks should be adapted to each specific application.

An important practical implication of this finding is that the suppression process itself can be
viewed as an optimization problem. This perspective provides an opportunity to turn a complex
data-protection procedure into a useful educational problem for students. Our motivation comes
from experience teaching summer mathematics camps, where we generate numerical puzzles
and encourage students to investigate whether a problem has a unique valid solution. Students
have occasionally discovered that puzzles involving two or more dimensions can admit multiple
valid solutions. We typically verify generated puzzles to ensure both a unique final answer and,

when relevant, a unique solution process.



Training Dataset

Throughout this paper we use a single synthetic training dataset created in Microsoft Excel. The
columns do not represent actual education provider types, lesson plans across different counties,
and counties in California are chosen just an example of variable with over 50 categories. The
abbreviations used for the Prov_type and Plan categories are arbitrary letter combinations

included solely for testing purposes and carry no real-world meaning.

Count_CIN variable contains values that are just numbers that suppression algorithm works with.
It may represent a count of virtual individuals, such as students, club members, voters etc. In all

examples primarily suppression occurs if count CIN < 11 unless count CIN = 0.

INTRODUCTION

The idea of arranging numbers in rows and columns to satisfy specified conditions appears in
many types of mathematical puzzles, including Sudoku and its numerous variants (such as

Even/Odd, Diagonal, and Pentomino Sudoku), as well as Binairo, Hidoku, Kakurasu, and Hitori.

At the Art of Problem Solving Academy, we primarily use such puzzles with students in grades
3-5 to develop logical and critical-thinking skills. In many of these puzzles, some cells are
initially masked according to predefined rules. We have noticed that students often modify these
rules on their own, making the puzzles more interesting and challenging. They also frequently

discover alternative solutions that were not anticipated by the solution manuals.

We generated and solved these puzzles numerically by adapting several existing SAS programs
for Sudoku generation and solving [1-2]. In the process, we made an unexpected observation:
students' alternative solutions to two- or higher-dimensional versions of numerical puzzles can
be equally correct. In reference [5] the authors give an example of 9x9 Sudoku puzzle with 77
clues that still allows multiple solutions. At the same time, various puzzles allowing a unique
solution were demonstrated with 17 clues [Ref. 5]. Uniqueness of solution is desired for school
puzzles. However we cannot agree with terminology adopted in Ref [5] that only puzzle with a
unique solution is “valid”. Sometimes for educational purposes I desire to have possibly multiple

valid solutions from my students. In this case, however, one cannot link solution of previous



puzzle to the condition of a new one because the condition may become unsolvable once an

alternative answer is plugged in.

When I design a Sudoku puzzle then the minimal number of clues is shown to depend on
location of particular numbers within the table [5]. This observation is important when we

“mask” the cells that need to be recovered.

Publicly released statistical tables from government agencies present, in a sense, the reverse of
puzzle design, because after masking, they should allow no solution. In a numerical puzzle, the
objective is to reconstruct the missing values from a set of known conditions. In a privacy-
protected statistical table, the objective is to determine which cells must be masked so that the
suppressed values cannot be reconstructed from the published totals, while keeping the number
of suppressed cells as small as possible. This process, known as complementary suppression, is
used to protect the confidentiality of individuals represented in statistical reports, including

patients, students, voters, survey participants, and other statistical subjects.

This paper presents an algorithm for producing privacy-protected aggregate reports with
complementary suppression in multidimensional datasets. We adapt the algorithm to three-
dimensional datasets by introducing a third categorical variable. The algorithm first divides a
three-dimensional report into a series of two-dimensional tables involving Variables 1 and 2
while holding Variable 3 constant. It then performs complementary suppression on the
corresponding Variable 1-3 tables and subsequently on the Variable 2-3 tables, each time

holding the remaining variable constant.

The resulting suppression pattern depends not only on the composition of the data but also on the
sequence in which these suppression steps are performed. Surprisingly, the results can also
depend on the order in which the individual two-dimensional blocks, and the runs within each
block, are processed. Consequently, different processing sequences can produce different
numbers of suppressed cells while satisfying the same confidentiality requirements. We
demonstrate that an appropriate ordering of the suppression steps can reduce the number of

suppressed cells by 17% or more.



This observation creates an interesting connection between a practical statistical disclosure-
control problem and the numerical puzzles described above. A procedure that appears to have a
deterministic solution may, in fact, have multiple valid solutions, with the choice among them
becoming an optimization problem. This property is particularly useful in a teaching
environment because it allows students to explore, through a concrete numerical example,
concepts such as uniqueness, alternative solutions, ordering, optimization, and the effects of

increasing dimensionality.

COMPLEMENTARY SUPPRESSION ALGORITHM

The complementary suppression algorithm is designed to suppress additional cells in rows and
columns where totals are known, thereby preventing the inference of values that were primarily

suppressed for de-identification.

Block 1 Suppression

1a. Traverse the Plan axis

For each Prov_type, hold Prov_type constant and iterate across Plan. Within each selected

Plan, evaluate all County values in that stratum.

Count the number of cells with an Annotation_Code (i.c., cells that were primarily suppressed

because count CIN <11).

Apply the following rules:

1. Single primarily suppressed cell
o Ifexactly one cell has an Annotation_Code, suppress the non-suppressed cell with
the smallest count CIN.
o If multiple candidate cells share the same minimum count CIN, any one of them
may be selected.
o Because the newly suppressed cell has count CIN > 11, complementary
suppression for that stratum is complete.

2. Multiple primarily suppressed cells with a small total
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o Iftwo or more cells are primarily suppressed and the sum of their count CIN
values is less than 11, suppress the non-suppressed cell with the smallest
count_CIN.

o Since the newly suppressed cell contributes at least 11 observations, the
suppressed total can no longer be derived.

3. Multiple primarily suppressed cells with a small maximum

o Iftwo or more cells are primarily suppressed and the maximum count CIN
among those suppressed cells is less than 4, suppress the non-suppressed cell with
the smallest count CIN.

o The additional suppression prevents deduction of the individual suppressed

values.

1b. Traverse the County axis

Repeat the same procedure, but this time hold Prov_type constant and select a single County

while varying Plan within that stratum.

Apply Rules 1-3 above.

Iteration

Alternate between Steps 1a and 1b until no additional complementary suppressions are required.

This completes Block 1 suppression.

Block 2 Suppression

2a. Traverse the Plan axis

Select a single Plan and vary Prov_type within given County.

Only Rule 1 (single primarily suppressed cell) is applied. Rules 2 and 3 are not applicable

because each stratum contains only two cells.



This completes Block 2 suppression.

SAS IMPLEMENTATION
The implemented suppression criteria are:

having (sum(count CIN) < 11 or max(count CIN) < 4)

or count(Annotation_Code) = 1

This condition identifies strata that require complementary suppression according to the rules

described above.

Full step that marks cells to be complementary suppressed is versatile in respect to size of
stratum. Also it uses any additional variables VAR A, VAR B.. etc for multi-dimensional

suppression

proc sql noprint;

select
min(c.count_CIN1),
c.&supclass,

c.&VAR_A, C.&VAR_B...

into
:lim1-,
:supclassi-,
:VAR_A1-
:VAR_B1-
from agOasc
inner join

(select &supclass, & VAR_A, &VAR B.....



from ag0
where Annotation_Code in (1,2)
group by &supclass, &VAR_A, &VVAR_B....
having
(sum(count_CIN) < 11 or max(count_CIN) < 4) or count(Annotation_Code)=1) as d
on c.&supclass = d.&supclass
and c.&VAR_A =d.&VAR_A
and c.&VAR_B =d.&VAR_B
group by
c.&supclass,
c.&VAR_A, c.&VAR_B ...
having
min(c.count_CIN1) A= ;

%let limCNT=&sqglobs;

quit;

The full code is included in APPENDIX below

ADAPTIVE OPTIMIZATION OF SUPPRESSION ALGORITHM

A second implementation of the algorithm follows the same suppression rules but reverses the
processing sequence by executing Block 2 before Block 1. Using this alternative ordering, the
algorithm required only 65 suppressed cells in seven iterations, compared with 69 suppressed
cells in eight iterations under the original sequence, while providing the same level of disclosure

protection.

One may argue that it is preferable to begin with the smaller stratification groups (in this
example, only two Prov_type categories) before proceeding to the larger groups. Under this

approach (Sequence 2), the 16 groups containing a single small count trigger complementary



suppression, requiring a total of eight iterations. In contrast, when the algorithm begins with the
larger stratification groups (County in this example; Sequence 1), then only eight complementary
suppressions are initially required, yet the algorithm converges in seven iterations. However, this

approach ultimately requires 28 suppressions during Block 2.

These results illustrate that the efficiency of complementary suppression depends not only on the
suppression rules themselves but also on the order in which the suppression blocks are applied.

The optimal sequence is therefore data dependent.

Additional experimentation demonstrated that further improvements are possible. With only
minor modifications, the total number of suppressed cells was reduced to 61 in seven iterations.
Even more unexpectedly, a different implementation achieved complete protection with only 59
suppressed cells, although it required eight iterations. One particularly surprising finding was
that simply reversing the order of Steps 1a and 1b within the same block sequence reduced the
total number of suppressed cells from 69 to 59. In other words, approximately 17% more data
could be released while maintaining the same level of confidentiality. These observations
suggest that there is no universally optimal suppression sequence and that further optimization is
possible. Readers are encouraged to experiment with the accompanying SAS code to identify

even more efficient suppression patterns for their own datasets.

SUMMARY

Summary

This paper explores a common feature of both numerical puzzles and statistical disclosure-
control problems: a set of rules does not necessarily lead to a unique solution. For programming
teachers coaching middle school students, this provides a useful example of how apparently
deterministic problems can become optimization problems when additional dimensions or

processing steps are introduced.

The examples show that two-dimensional numerical puzzles can have conditions under which a

unique solution is guaranteed, as studied previously (see [1]). When a puzzle is extended to three
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dimensions, however, the same type of conditions may allow multiple valid solutions. In our
experience, students occasionally discover alternative solutions to two- or three-dimensional
puzzles that were not anticipated by the original solution. If those solutions satisfy all of the
stated conditions, they should be recognized as valid analytical solutions rather than treated as

errors simply because they differ from the intended answer.

The same idea appears in the reverse form in complementary suppression of publicly released
statistical tables. Here, instead of reconstructing masked values from published information, the
objective is to determine which cells must be suppressed to prevent reconstruction of
confidential values while preserving as much information as possible. For tables with more than
two dimensions, the suppression process can be implemented by applying the same SAS macro

to different combinations of class variables.

The examples demonstrate that changing the order in which the suppression blocks and class-
variable combinations are processed can produce different, yet equally valid, suppression
patterns that satisfy the same disclosure-protection requirements. Thus, the problem becomes an
optimization problem: for a particular data structure, one can select a processing sequence that
minimizes the number of complementary suppressions without changing the underlying SAS
macro logic. In the examples presented here, an appropriate ordering reduces the number of

suppressed cells by 17% or more.

The approach also extends naturally to four or more class variables. By redefining the variables
that form each suppression block, the same SAS macro framework can be applied to higher-
dimensional tables without modifying the underlying macro logic. This makes the approach both
reusable and suitable for demonstrating the relationship between algorithms, dimensionality,

ordering, and optimization.

For programming teachers, the connection between the two types of problems is particularly
useful. A familiar puzzle can provide an accessible introduction to an important programming
concept: the existence of multiple valid solutions does not necessarily indicate a flaw in the
problem or the program. It may indicate that the problem itself permits multiple solutions

and that an additional optimization criterion is needed to select among them. The



complementary-suppression examples provide a real-world counterpart in which the same
phenomenon has practical consequences for the balance between disclosure protection and data

utility.

The proposed SAS framework therefore serves two purposes. It provides a practical and flexible
method for organizations that routinely publish confidential aggregate statistics, including
government agencies and organizations in education, health care, public health, and social
services. At the same time, it provides programming and mathematics teachers with a concrete
example through which students can explore alternative solutions, algorithms, dimensionality,
ordering, and optimization using problems that have both mathematical and real-world

applications.
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APPENDIX: FULL SAS CODE FOR COMPLEMENTARY SUPPRESSION

/*

/* Import Training Data

*/

/*

proc import

datafile="/home/u44944856/wuss2026/6_11_2026_seq2.xIsx"

out=work.suppress

dbms=xIsx

replace;

getnames=yes;

sheet="primarily suppressed";
run;

/*

/* Initialize Working Dataset

*/

/*

data ag0 (drop=plan1l provi);
set work.suppress;

count_num = count_CIN1;
run;

/*

/* Complementary Cell Suppression Macro

*/

/*

%macro CompCell(i=);
%let j = %eval(&i - 1);

data dsnl1;
set ag&;j;

if count_num = &&Ilim&i
and &supclass = "&&supclass&i"
and &AR_A ="&&VAR_A&i"
then do;
flag = 999;
ord =_N_;
output;
end;
run;

data _null_;
set dsnli;

if _n_=1then

11

*/
*/

*/
*/

*/
*/



call symputx('Nobs', ord);
run;

data ag&i;
set ag&;j;

if _n_=&Nobs then do;
count_CIN1 =
Annotation_Code =2;
Count_Annotation_Description=

'Cell Suppressed for Complementary';

&moneyvar = .;

end;

run;

%mend CompCell;
proc sql noprint;

select
min(c.count_CIN1),
c.&supclass,
Cc.&VAR_A

into
dim1-,
:supclassl-,
:VAR_A1-

fromagOasc

inner join
(
select
&supclass,
&VAR_A

from ag0
where Annotation_Code in (1,2)
group by
&supclass,
&VAR_A
having
(sum(count_CIN) < 11 or max(count_CIN) < 4)
or count(Annotation_Code)=1

)asd

on c.&supclass = d.&supclass
and c.&VAR_A =d.&VAR_A

group by
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c.&supclass,
c.&VAR_A

having
min(c.count_CIN1) A= ;

%let limCNT=&sqlobs;

quit;

/*

/* Block 2 */

/*

%let firstvar = plan;
%let secondvar = county;
%let VAR_A = prov_type;

%Dolt(supclass=&firstvar)
%Dolt(supclass=&secondvar)
%Dolt(supclass=&firstvar)
%Dolt(supclass=&secondvar)
%Dolt(supclass=&firstvar)

/*

/* Block 1 */

/*

%let firstvar = plan;

%let secondvar = plan;

%let VAR_A = county;

%let moneyvar =rate_per_100;

%Dolt(supclass=&firstvar)
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*/

*/
*/



