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ABSTRACT

Analysts in every industry face the same chore: someone typed something in their own words, and it has
to be matched to an official list of approved values before anything can be counted. Survey researchers
code medications and occupations. Banks reconcile company names. Manufacturers deduplicate
supplier and part records. Retailers classify products. The work is slow, error-prone, and it sits upstream
of every report, model, and regulatory filing that follows.

The standard automated tool is string distance — algorithms such as Jaro-Winkler that compare two
pieces of text character by character. They handle typing errors well and fail completely when the words
are different but the meaning is the same.

This paper shows that text embeddings close that gap. Embeddings turn text into lists of numbers
positioned so that similar meanings sit near each other, and similarity becomes a matter of geometry
rather than spelling. Using prescription drug names as a worked example, 272 free-text entries were
matched against a 5,839-term reference list three ways: with Jaro-Winkler, with embeddings, and with
embeddings that also incorporate a related field already present in the data. Accuracy rose from 39.7%
to 65.8% to 71.7%. Compared at equal automation rates, embeddings produced 75% to 80% fewer
wrong matches than string distance. When results are scored at the level of drug family rather than
exact ingredient, the context-enhanced method reaches 94.1% accuracy against string distance's 43.0%.

The approach needs no AI infrastructure, no model training, and no exposure of respondent text to
generative systems. Embeddings are stateless, reproducible encoding calls costing fractions of a cent
per record. The paper also reports where the method loses to string distance, how to set the thresholds
that separate automatic matches from human review, and why those thresholds cannot be copied
between configurations. Everything runs inside a single SAS-language program in Siemens SLC, and
runnable code is provided.

1. INTRODUCTION

1.1 Free text is everywhere, and it is never analysis-ready

Wherever people describe things in their own words, someone downstream has to reconcile those words
against a standardized list of approved values. This reconciliation step — variously called coding,
normalization, entity resolution, or record linkage — is one of the most labor-intensive and error-prone
stages in any data pipeline, and it is remarkably industry-agnostic:



• Survey research and official statistics. Respondents report occupations, industries, medications,
and products as free text that must be mapped to standard classification schemes before any
tabulation or weighting can occur.

• Healthcare and life sciences. Self-reported medications, verbatim adverse event terms, and clinical
narratives are reconciled to generic drug lists, coded terminologies, and diagnosis and procedure
code sets.

• Financial services. Counterparty and legal entity names, merchant descriptors on card transactions,
and customer records arriving from multiple systems must be resolved to a single master identity
before exposure, spend, or risk can be aggregated correctly.

• Insurance. Provider names, claim descriptions, and loss narratives are coded to internal taxonomies
before reserving and fraud analytics run.

• Manufacturing and supply chain. Supplier names, part descriptions, and material master records
arriving from acquisitions, ERP migrations, and supplier portals must be deduplicated into a single
item master before spend analysis, sourcing consolidation, or inventory planning is meaningful.

• Retail and consumer goods. Product titles from marketplaces, distributors, and competitor feeds
must be classified into internal category hierarchies before assortment or pricing analysis is possible.

• Human capital and workforce analytics. Free-text job titles and skills are normalized to a
competency framework before any pay-equity, mobility, or workforce-planning output is defensible.

• Public sector and regulatory reporting. Cause-of-death text, permit descriptions, and incident
narratives are coded to statutory classifications that determine what gets reported and to whom.

The domains differ; the shape of the problem does not. In every case there is a column of
human-authored text on one side, a controlled vocabulary on the other, and a requirement to connect the
two accurately enough that the connection can be defended.

1.2 This is a data preparation problem, not a niche analytics problem

It is tempting to treat text matching as a specialist concern belonging to the teams that happen to work
with messy strings. It is better understood as part of the data cleansing and preparation layer that sits
ahead of everything else.

Nothing downstream is insulated from what happens here. A regression, a prevalence estimate, a
cross-tab, a financial disclosure, a regulatory submission, an executive dashboard, and a machine
learning feature set all inherit the errors introduced at the coding step, and they inherit them silently. A
false match does not raise an exception. It produces a perfectly well-formed record that is quietly
attributed to the wrong category, and the resulting bias propagates into every aggregate computed from
it. The more polished the final output, the harder that original error is to see.

The consequences scale with the formality of the output. In exploratory work a few miscoded records are
noise. In a submission to a regulator, an audited financial statement, or a published statistical release,
they are a defect in the evidentiary chain. This is precisely why the matching step deserves the same
rigor normally reserved for the analysis itself, and why an improvement in match quality is not a marginal
convenience but a broad, compounding gain across every product built on the data.



Framed this way, the question is not whether an organization has a text matching problem. It is whether
that organization has quantified how much error its current approach is passing downstream.

1.3 What this paper contributes

The dominant automated approach to this problem relies on string distance: algorithms that compare
two pieces of text character by character and return a similarity score. They are fast, transparent, and
effective against typographic noise. Their weakness is structural — they have no notion of meaning. An
entry that is semantically correct but orthographically distant from its target scores as a poor match, and
no amount of threshold tuning fixes that without creating false matches elsewhere.

This paper introduces text embeddings as a practical, lightweight alternative that closes the gap.
Embeddings translate text into dense numeric vectors whose geometry reflects meaning, so semantically
related entries land near one another regardless of spelling. The approach is presented not as a
replacement for established analytic workflows but as an incremental capability that drops into them,
demonstrated end to end in SLC.

Prescription drug name matching is used as the worked case study because it exhibits every failure
pattern in a single, high-stakes dataset. The method itself is domain-independent: swapping the
reference list is, in practice, the only change required to move it to occupation coding, supplier
deduplication, or product classification.

2. BACKGROUND: STRING DISTANCE AND ITS LIMITATIONS

2.1 How string distance works

String distance metrics quantify how many edits, or how much character-level overlap, separates two
strings. Jaro-Winkler is one of the most widely used in coding applications (Jaro 1989; Winkler 1990).
Its logic is intuitive once unpacked:

1. Count the matching characters. Two characters count as a match if they are identical and appear
within a limited sliding window of each other, a window that scales with the length of the longer string.
Characters too far apart in position are not credited, even if they are the same letter.

2. Count the transpositions. Among the matched characters, count how many pairs appear in a
different relative order in the two strings. "Recieve" and "receive" match on every character but with
one transposed pair.

3. Combine into the Jaro score. The three terms of the Jaro formula ask, in turn: what share of the
first string matched, what share of the second string matched, and how cleanly did the matched
characters line up?

sim_j(A,B) = \frac{1}{3}\left(\frac{m}{|A|} + \frac{m}{|B|} + \frac{m-t}{m}\right)

where m is the number of matching characters and t the number of transpositions.



4. Apply the Winkler prefix bonus. Strings that agree on their first characters get their score pushed
upward, on the empirical observation that people rarely mistype the beginning of a word:

sim_{jw} = sim_j + \ell\,p\,(1 - sim_j)

where \ell is the length of the common prefix (capped at four) and p is a scaling factor, conventionally
0.1.

The result is a score between 0 and 1. Related measures — Levenshtein edit distance and the
SAS-language COMPGED and SPEDIS functions — differ in their arithmetic but operate on the same
principle of character-level comparison, and they inherit the same structural ceiling (Levenshtein 1966;
Siemens SLC Reference for Language Elements).

Figure 1. Jaro-Winkler working as intended.

A respondent types Cofee instead of Coffee. Five of the six characters match within the sliding window, no
transposition is required, and the three-character common prefix earns the Winkler bonus, producing a score of
0.96. This is the case string distance was designed for, and it handles it well.

2.2 Where string distance genuinely works

These methods perform well precisely when the respondent intended the target term and simply
mistyped it. Transposed letters, doubled consonants, dropped vowels, and phonetic misspellings all
leave most of the character sequence intact, and Jaro-Winkler recovers them reliably and cheaply. For a
data source whose dominant error mode is keyboard noise, string distance is the correct tool, and this
paper does not argue otherwise.

The prefix bonus is genuinely useful in the same way. In most controlled vocabularies, the informative
part of a term arrives early, so weighting the opening characters is a reasonable prior.

2.3 Three structural failure patterns

The ceiling appears when the entry and the reference term diverge at the character level even though 
they refer to the same thing. Three recurring patterns defeat string distance, and each one shows up



across industries:

• Substitutions of an alternate accepted name. A trademarked or colloquial name can share almost
no characters with its canonical equivalent. A brand drug name against its generic; a company's
trading name against its registered legal entity name; a commercial part number against a
manufacturer's catalog description. The two strings denote the same object and look nothing alike.

• Abbreviations and partial entries. The respondent supplies only a fragment: an acronym, a
truncated title, a stock keeping unit stripped of its descriptors. There is enough signal for a human to
resolve it and not enough character overlap for an algorithm to score it.

• Natural-language descriptions. The respondent explains rather than names — describing what a
medication is for, what a job involves, or what a product does. The text is a paraphrase of the
reference term's meaning with almost no lexical overlap with the term itself.

In each case the meaning is recoverable but the spelling is not. Lowering the threshold to capture these
entries admits a flood of coincidental character-level matches; raising it to suppress those pushes the
genuine semantic matches into manual review. The trade-off cannot be tuned away because it is not a
calibration problem. It is a consequence of measuring the wrong thing.

Figure 2. Where Jaro-Winkler runs out of signal.

Coffee and Tea are closely related concepts; Ball and Crocodile are not. Jaro-Winkler assigns both pairs an
identical score of 0.00. Neither pair shares a single positionally-matched character, and character overlap is the
only evidence the algorithm can see. The metric is not miscalibrated here — it is answering a question about
spelling when the question that matters is about meaning.

3. TEXT EMBEDDINGS: WHAT THEY ARE AND HOW THEY WORK

3.1 The core idea: meaning as geometry



A text embedding is a list of numbers — a vector — that represents a piece of text as a point in a
high-dimensional space. The model that produces these vectors is trained so that texts with similar
meaning are placed close together and texts with different meaning are placed far apart. The vector itself
is not interpretable in the way a coefficient is; what carries the information is the relative position of one
vector to another (Mikolov et al. 2013; Reimers and Gurevych 2019).

The useful consequence is that "similarity" stops meaning "shares characters" and starts meaning
"occupies a nearby region of meaning space." Closeness is measured with cosine similarity, the cosine
of the angle between two vectors:

sim(A,B) = \cos(\theta) = \frac{A \cdot B}{\lVert A \rVert \lVert B \rVert}

The measure ignores vector magnitude and considers only direction, which is what makes it robust to
differences in text length. It ranges from -1 to 1, and values near 1 indicate strong semantic similarity.

Figure 3. Cosine similarity on all three cases.

The same three pairs from Figures 1 and 2, scored on meaning rather than characters. Embeddings place
Coffee and its misspelling Cofee close together, because the model has seen enough noisy text to treat them as
the same concept — so the typographic case that string distance handles well is handled well here too. They
also place Coffee near Tea, which string distance could not do at all, while correctly separating Ball from
Crocodile.

Read the three figures in sequence and the argument of this paper is visible before any results are
reported. String distance succeeds on one of the three cases; embeddings succeed on all three.
Critically, embeddings do not trade away the typographic case to win the semantic one — they cover the
ground string distance already covered and extend past it. That is what makes the method an addition to
the toolkit rather than a substitution, and it is also why the hybrid discussed in Section 6 is a refinement
rather than a necessity.

3.2 What actually happens when you generate an embedding



The practical mechanics matter for this audience, because the operational profile of embeddings is very
different from what "AI" typically implies.

Generating an embedding is a stateless API call: text goes in, a fixed-length vector of floating-point
numbers comes back. There is no prompt to engineer, no temperature to set, no output text to validate,
and no conversation state. The same input yields the same vector for a given model version, which
makes results reproducible as long as the model version is pinned and recorded.

Operationally the pattern is embed once, reuse many times:

1. Embed every term in the reference list once and store the vectors alongside the terms. This is a
one-time cost per vocabulary.

2. Embed each incoming free-text entry once.

3. Match by computing cosine similarity between each entry vector and every reference vector, and take
the highest-scoring reference term.

Only step three runs repeatedly, and it is ordinary vector arithmetic — a dot product and two norms —
that executes entirely inside a SAS-language program with no external dependency at match time. Once
the vectors exist, the matching logic is arithmetic the audience already knows how to write.

3.3 Encoding is not generation

This distinction determines whether the method is deployable in a regulated environment, and it is
frequently misunderstood.

An embedding call is an encoding operation. The model converts text into a numeric representation and
returns it. It does not compose new text, so there is no fabrication behavior to guard against — the class
of failure where a generative model invents a plausible but false answer simply has no analog here. The
failure modes of embeddings are different in kind: a vector can place a term in the wrong neighborhood,
which produces a wrong match with a measurable similarity score attached. That is a failure you can
threshold against, audit, and route to human review. Section 5 treats these cases directly.

The governance implications follow from the same distinction. Respondent text is not submitted to a
generative system, no model is trained or fine-tuned on it, and the returned vector is a numeric artifact
stored in the analyst's own environment. For organizations whose AI review process is calibrated to the
risks of generative systems, this is a materially narrower risk surface — a point worth making explicitly to
reviewers, since the term "AI" will otherwise trigger the wrong checklist.

3.4 Why this fits an existing SAS-language workflow

None of the above requires new infrastructure. There is no model to host, no GPU to provision, no vector
database to stand up for reference lists of the size typically encountered in coding work, and no
retraining cycle. The cost is metered per call and measured in fractions of a cent per record.

The work in this paper was carried out in an Siemens SLC notebook. Almost all of it is SAS language: 
preparing the input, standardising the text, scoring the matches, applying the thresholds, and producing



the review queue and the summary tables. The single exception is the call that turns text into a vector,
which is written in Python because that is where the provider's client library lives.

That ratio is the point worth noting. Adopting embeddings did not mean rewriting an analysis in another
language. It meant adding one step to an otherwise unchanged SAS-language workflow, in a notebook
where both languages run side by side against the same data. Section 6 shows exactly what that looks
like.

4. CASE STUDY: MATCHING MEDICATION NAMES

4.1 Setup

4.1.1 The problem in plain terms

Every medication has at least two names. The generic name is the official name of the active ingredient
— atorvastatin. The brand name is the trademarked name a manufacturer sells it under — Lipitor. Same
pill, two names that share almost no letters.

When a survey asks people what medications they take, they answer however they happen to think of it:
the brand name, the generic name, half of either, a misspelling, or a description of what it is for. Before
anyone can count how many people take a given drug, all of those answers must be converted to one
standard name.

Getting it wrong is costly in two directions:

• Entries that fail to match disappear from the count. If they fall below the confidence cutoff and
nobody reviews them by hand, they drop out of the analysis entirely and the resulting numbers are
understated.

• Entries that match the wrong drug are worse. A wrong match produces a clean-looking record
filed under the wrong medication. Nothing errors out. Every summary built on that record is quietly
wrong.

There is a third cost that drives the practical decisions later in this section: every entry sent to a human
reviewer costs money. The goal is never maximum accuracy in the abstract. It is the best accuracy
achievable at a review burden the project can afford.

4.1.2 The data

The study uses 272 simulated survey responses modelled on the Medical Expenditure Panel Survey,
a large national health survey that collects self-reported medication data (AHRQ). No MEPS data was
used. Simulated data was chosen deliberately: the correct answer for every entry is known in advance,
so error rates can be measured exactly rather than estimated.

Each record contains the raw text, the correct generic name, a label describing what kind of entry it is,
and a health condition of the sort routinely collected alongside a medication question.



Entry type n Example

brand_name 43 Lipitor, Synthroid, Norvasc

colloquial 42 water pill, the purple pill, nerve pill

exact_generic 35 Atorvastatin, Levothyroxine

misspelled_generic 35 aotrvastatin, lveothyroxine

misspelled_brand 35 liptor, synhroid, eliiquis

semantic_description 35 the one for high cholesterol

partial_name 35 Atorva, Escita, Monte

vague_description 6 the little white pill for my heart

brand_qualified 2 generic Lipitor

generic_with_dose 2 Metformin 500mg twice daily

abbreviation 2 HCTZ

This distribution is realistic for the work that actually needs solving. A well-built pipeline does not
send raw text straight to fuzzy matching. It first runs a plain dictionary lookup and removes everything
that matches an official name exactly. Those records are free and require no algorithm at all.

What survives that first pass is, by construction, the difficult residue — misspellings, brand names,
fragments, and descriptions. That residue is what this dataset represents, and it is why the headline
accuracy numbers below look low compared to a full-file accuracy rate.

4.1.3 The reference list

Entries were matched against 5,839 prescribable ingredient names from RxNorm, the standard US
drug naming system published by the National Library of Medicine, retrieved from the RxNav service
(Nelson et al. 2011; U.S. National Library of Medicine).

One property of that list matters for reading the results: it contains thousands of legitimate but obscure
substances — pollen extracts, oils, industrial compounds, rarely used specialty drugs. When a matcher
cannot find anything genuinely similar, this long tail is what it reaches for, and it is the source of several
of the stranger wrong answers below.

4.1.4 The three methods compared

All three arms ran over identical inputs against the identical 5,839-term list. Only the scoring function
changed.

• Arm 1 — Jaro-Winkler. Character-by-character comparison against every reference term, highest
score wins. The implementation is Jaro-Winkler with the similar-character adjustment found in the
strcmp95 reference implementation, which gives partial credit for commonly confused letter pairs
such as m/n and c/k (Winkler 1990; Winkler 2006). This mirrors the established SAS-language
implementation, so the baseline reflects current practice rather than a weakened strawman.

• Arm 2 — Embeddings. Every entry and every reference term embedded once using OpenAI's 
text-embedding-3-large model (3,072 dimensions), matched by highest cosine similarity (OpenAI).



The input is only what the respondent typed.

• Arm 3 — Embeddings with context. Identical to Arm 2, except the text sent for embedding
combines the entry with the health condition already recorded for that person, formatted as "<entry>
| Condition: <condition>".

Arm 3 is the one with the widest application. Free-text fields rarely arrive alone — there is usually a
condition, a department, a supplier country, or a product category in the next column. String distance has
no way to use a second field. An embedding will absorb any text you give it, so context can be folded in
at no extra cost.

4.2 Results against the known answer

4.2.1 How to read these numbers

Every figure here is measured against the correct answer, which is only knowable because the data is
simulated. In real work the correct answer is the thing you are trying to find.

That does not make this academic. Testing against a known key on representative data is how a method
earns the right to run unattended on data where the key is unknown. It answers the question that has to
be settled before deployment — how often is this thing right, and where does it break? — and it
produces the evidence needed to set cutoffs. What it cannot do is confirm any individual match in
production. It establishes an expected error rate, not a guarantee.

4.2.2 Overall accuracy

Method Correct Accuracy Wrong

Jaro-Winkler 108 / 272 39.7% 164

Embeddings 179 / 272 65.8% 93

Embeddings + context 195 / 272 71.7% 77

Embeddings remove 43.3% of the baseline's errors. Adding context that was already in the dataset
removes 53.0%.

The average conceals the more useful finding, which is that the methods fail in entirely different places:

Entry type n Jaro-Winkler Embeddings + context

exact_generic 35 100.0% 100.0% 100.0%

misspelled_generic 35 100.0% 94.3% 97.1%

partial_name 35 85.7% 74.3% 91.4%

brand_name 43 7.0% 100.0% 97.7%

misspelled_brand 35 8.6% 45.7% 71.4%

colloquial 42 0.0% 23.8% 26.2%

semantic_description 35 0.0% 28.6% 25.7%



vague_description 6 0.0% 16.7% 16.7%

Three things follow.

String distance is perfect on the job it was built for. 100% on correctly spelled generic names and
100% on misspelled generic names. On the second of those it beats both embedding arms. Anyone
considering replacing an existing pipeline should note that the baseline does not lose on its home
ground.

String distance collapses when spelling and meaning diverge. Brand names drop it to 7.0%. Across
the 83 entries where someone described a drug rather than naming it, character comparison got zero
right. Not few — none.

Embeddings solve the brand-name problem outright, 100% against 7.0%. In most real medication
files, brand names are the largest category of entries that a dictionary lookup cannot resolve, so this
single row carries most of the practical value.

Context helps most where the text is damaged. The gains concentrate in misspelled brands (45.7%
to 71.4%) and partial names (74.3% to 91.4%) — entries too corrupted or too short to identify alone,
where the condition narrows the field decisively.

4.2.3 Where embeddings lose to string distance

Embeddings underperformed on two entry types. The total is 11 records, and the pattern is consistent
enough to be worth one short discussion.

All 9 partial-name misses, and both misspelled-generic misses:

Entry Correct answer Embeddings picked Score With context

Losa Losartan lactose 0.315 lisinopril

Monte Montelukast montmorrillonite 0.329 montelukast

Melo Meloxicam melatonin 0.343 meloxicam

Prava Pravastatin plozasiran 0.355 cholesterol

Albu Albuterol albendazole 0.407 albuterol

Escita Escitalopram escin 0.407 escitalopram

Cyclobe Cyclobenzaprine cyclopentanone 0.431 cyclobenzaprine

Bupr Bupropion buprenorphine 0.511 bupropion

Insulin Insulin Glargine insulin icodec 0.691 insulin, regular,
human

losratan Losartan elacestrant 0.402 lisinopril

serraline Sertraline serine 0.489 sertraline

The cause is straightforward: a four-to-seven character fragment carries almost no meaning. Melo is not 
a word. The model has nothing to work with and lands on whatever happens to be nearest, which is why



the wrong answers look random. Jaro-Winkler, by contrast, is ideally suited to a truncation — the
fragment is a perfect prefix of the answer, and the prefix is exactly what it rewards.

Two details make this much less alarming than the raw count suggests:

• The embedding scores are very low — mostly 0.31 to 0.51, against a median of 0.644 for the
method overall. The method is not confidently wrong; it is visibly uncertain, and every one of these
records falls into the review band under any sensible cutoff. Compare Jaro-Winkler, which scored
0.889 to 0.900 on the same entries. High confidence is only a virtue when it tracks correctness, and
Jaro-Winkler also scored 0.9 on Levoth while matching it to levomenthol.

• Context fixes most of them. Seven of the eleven are corrected once the condition is included.

So the finding is real but narrow: embeddings are weak on very short fragments, they signal that
weakness in the score, and the practical remedy is either context or a cutoff. It supports running both
methods together rather than choosing one, which is developed in the limitations section.

4.2.4 What context actually does

Context changed 32 outcomes: it fixed 24 and broke 8. Both directions matter.

Repairs, where the entry alone was hopeless and the condition supplied the missing constraint:

Entry Condition Alone + context

liptor High cholesterol lomitapide atorvastatin

norvsc High blood pressure norflurane amlodipine

nerve pill Nerve pain nerol gabapentin

Monte Asthma / Allergies montmorrillonite montelukast

water pill High blood pressure furosemide hydrochlorothiazide

Note the middle column: norflurane, nerol, montmorrillonite — a garbled or truncated entry lands on a
similar-sounding but medically absurd neighbour from the long tail of the reference list. Context does not
merely raise the score; it moves the answer to a different part of the list altogether.

The 8 regressions share one mechanism:

Entry Condition Alone + context Correct

the blood pressure pill High blood pressure lisinopril amlodipine Lisinopril

water pill Fluid retention / Heart
failure

furosemide hydrochlorothiazide Furosemide

heartburn medicine Acid reflux / GERD omeprazole alginic acid Omeprazole

blood thinner Blood clots / AFib warfarin dabigatran Warfarin

Wegovy Type 2 Diabetes /
Weight loss

semaglutide liraglutide Semaglutide



In every case the entry was already a description of a drug family, and adding the condition made it more
generic still. The match drifts toward the middle of the family and lands on a sibling — a different water
pill, a different blood thinner. Notice that water pill appears in both tables: repaired under one condition,
broken under another. The effect is not about the entry, it is about whether the two fields carry
independent information.

The lesson: context helps in inverse proportion to how much the entry already resembles its drug
family. It is very effective on damaged names and mildly harmful on descriptions. Applying it selectively
rather than universally is an obvious refinement, untested here.

There is also a reference-list hygiene finding. Several context-arm errors matched the literal condition
word — cresotr with condition "High cholesterol" matched cholesterol, which exists as a term in the list.
Once condition text is mixed into the input, any reference term resembling a condition name becomes a
competitive and almost always wrong candidate. Screening the reference list for such terms is a cheap
preprocessing step.

4.3 A second view: matching by drug family

4.3.1 Why exact matching is sometimes the wrong test

Take the entry water pill. If the correct answer is furosemide and the method picked hydrochlorothiazide,
that is scored wrong. But the respondent never named a drug. They named a family, and both of those
are water pills.

Marking that record as a failure mixes up two different situations: the method misunderstood the person,
versus the person never gave enough information to identify a specific drug.

Some apparent errors are not errors at all, just differences in how precisely the reference list names
things:

• vitamin D matched to vitamin D, scored wrong because the official answer is Cholecalciferol — the
chemical name for vitamin D

• fish oil matched to fish oils, scored wrong against Omega-3 Fatty Acids

• baby aspirin matched to aspirin, scored wrong against Aspirin Low Dose

To separate genuine confusion from these cases, every prediction was scored again at two broader
levels, using a hand-built map covering 100 reference terms:

• Family — the narrow group of drugs that work the same way. Statins (cholesterol drugs), SSRIs (a
common antidepressant group), water pills, blood thinners.

• Purpose — the broad area of health the drug addresses. Heart and circulation, diabetes, mental
health, breathing, digestion.

A prediction earns credit if it shares at least one group with the correct answer at that level. The rule is
deliberately strict: unlabelled terms — the pollen extracts and industrial chemicals — can never earn
credit, so a nonsense answer stays wrong at every level. The same rule was applied to all three arms.



4.3.2 Results at three levels of precision

All 272 records:

Method Exact drug Same family Same purpose

Jaro-Winkler 39.7% 42.6% 43.0%

Embeddings 65.8% 72.4% 83.8%

Embeddings + context 71.7% 82.4% 94.1%

The gap between the columns is itself the finding.

Jaro-Winkler barely moves — 39.7% to 43.0%. Relaxing the test from "the right drug" to "anything
treating the right thing" buys it 3.3 points. When character matching is wrong, it is not wrong by a little. It
has landed somewhere unrelated, and loosening the standard does not rescue it.

Embeddings with context climb from 71.7% to 94.1%. When this method is wrong about the specific
drug, it is almost always still in the right area of medicine. Its mistakes are near-misses between siblings,
not category errors.

That difference has practical consequences. A method whose errors stay inside the right area supports
family-level analysis directly, and makes human review much faster, because the reviewer is choosing
between two similar drugs rather than starting from scratch.

The effect is sharpest on the 83 entries that named a family or condition rather than a drug:

Method Exact drug Same family Same purpose

Jaro-Winkler 0.0% 7.2% 7.2%

Embeddings 25.3% 45.8% 80.7%

Embeddings + context 25.3% 51.8% 86.7%

Read the bottom row across. Exact accuracy of 25.3% looks like failure. Getting the right area of
medicine 86.7% of the time on those same records says something different: the information the person
actually supplied was the family, and at that level the method retrieved it roughly seven times in eight.
String distance recovers 7.2%.

4.3.3 Matching the measure to the question

This turns the choice of metric into an analytical decision rather than a fixed property of the method:

• Analysis of specific drugs — usage of one product, dose effects, safety signals for a particular
medication — needs exact matching. The honest number is 71.7%, with family-level entries sent to
human review.

• Analysis of drug families — "how many people are on a statin," "how many are on a blood thinner"
— is served by family matching at 82.4%.



• Analysis of broad health areas — how many medications a person takes, what areas of health they
span — is served by purpose matching at 94.1%.

An analysis that only needs broad areas but insists on exact drug matching will throw away usable
records and undercount, purely because it measured itself against the wrong target.

Reporting all three levels also gives reviewers a useful signal. A record that is uncertain about the exact
drug but stable about the area is a near-miss worth a quick human decision. One that is unstable at
every level is genuinely unresolvable and should be recorded as such.

Two caveats. The family map covers 100 terms and was built by hand for this study; a production system
would derive it from an existing classification. And family-level credit is a weaker claim than exact
matching — it belongs alongside exact accuracy, never instead of it.

4.4 Turning scores into decisions

4.4.1 Three outcomes, not two

A similarity score is not a decision. A working pipeline has to sort every record into one of three
outcomes:

• Match — accept automatically, no human involved.

• Review — send to a person.

• No match — reject automatically. The entry cannot be coded and is recorded as unresolved rather
than forced into a wrong category.

Two cutoffs define these bins and they answer different questions. The upper cutoff asks how confident
must I be to skip human review? The lower asks how weak must the evidence be before I stop
pretending there is a match at all?

The lower cutoff is routinely neglected and it is the one that keeps nonsense out of the file. Without it,
Melo becomes melatonin at a score of 0.343 and enters the dataset looking exactly as legitimate as a
correct match.

4.4.2 The trade between precision and coverage

Sweeping the auto-match cutoff across each arm produces the operating curves below. Coverage is the
share of all 272 records matched automatically. Precision is the share of those automatic matches that
are correct.

Jaro-Winkler

Cutoff Coverage Precision Wrong matches

0.75 91.2% 43.5% 140

0.80 71.7% 54.9% 88

0.85 51.5% 73.6% 37



0.90 39.3% 86.0% 15

0.95 27.2% 93.2% 5

Embeddings

Cutoff Coverage Precision Wrong matches

0.50 77.9% 78.8% 45

0.55 65.4% 86.0% 25

0.60 55.9% 91.4% 13

0.65 48.5% 94.7% 7

0.70 38.2% 97.1% 3

Embeddings + context

Cutoff Coverage Precision Wrong matches

0.45 85.3% 79.3% 48

0.50 68.8% 87.2% 24

0.55 49.6% 94.8% 7

0.60 33.8% 96.7% 3

0.65 16.9% 95.7% 2

Methods have to be compared at equal coverage, because precision can always be bought by matching
fewer records. Ranking all records by score and taking the top K:

Auto-matched Jaro-Winkler wrong Embeddings wrong + context wrong Reduction

100 (36.8%) 15 3 3 80.0%

125 (46.0%) 23 5 5 78.3%

140 (51.5%) 37 9 8 78.4%

150 (55.1%) 47 11 9 80.9%

175 (64.3%) 70 22 18 74.3%

The reduction in wrong matches holds between 74% and 81% across the whole operating range.
Stating it at matched coverage makes the claim robust against the objection that the comparison was
tuned to a favourable point.

The same tables read another way: to automate half its records, Jaro-Winkler must accept 73.6%
precision. Embeddings with context deliver 94.8% at the same coverage. Or hold precision near 95%
and Jaro-Winkler automates 27.2% of the file while embeddings with context automate 49.6% — close to
double the automation at equal quality.

4.4.3 The scales are not comparable

The three arms produce scores on visibly different scales:



Percentile Jaro-Winkler Embeddings + context

10th 0.760 0.439 0.431

25th 0.794 0.510 0.474

50th 0.859 0.644 0.546

75th 0.962 0.779 0.629

90th 1.000 0.914 0.676

Highest observed 1.000 1.000 0.741

The context arm never exceeds 0.741. More pointedly, on the 35 records where the person typed the
generic name perfectly, average scores were:

• Jaro-Winkler 1.000

• Embeddings 0.917

• Embeddings + context 0.662

A flawless entry scores 0.662 in the context arm. Any cutoff carried over from another arm on the
assumption that 0.85 means high confidence would reject the entire file. That is not hypothetical: in the
first run of this study a shared cutoff left the context arm with 7 automatic matches out of 272, despite it
being the most accurate method tested.

The reason is mechanical. Combining "<entry> | Condition: <condition>" produces a longer, more
mixed string than any single reference term. The resulting vector points somewhere between drug
meaning and condition meaning, and no pure ingredient term can align closely with it. Every score
compresses downward. The ranking is unaffected — which is all that matters for choosing a match
— but the absolute values are not transferable.

Two consequences:

• A threshold belongs to a configuration, not to a method. It is valid only for the specific
combination of model, input format, and reference list it was calibrated on. Change any one of the
three and it is void. Record the cutoff next to the model version, and recalibrate whenever either
changes.

• Calibrate on percentiles or a labelled sample, never on intuition about what a similarity score
should look like. A better guide than the raw value is the separation between correct and wrong
matches: 0.142 for Jaro-Winkler, 0.216 for embeddings, 0.111 for embeddings with context. The
context arm has the narrowest separation despite the highest accuracy, because its scores are
compressed — so its bins must be narrower too.

Where scores from different arms are shown side by side, rescaling each to a common range makes
them readable without changing any ranking. The results file carries rescaled bin columns for this
purpose.

4.4.4 Choosing cutoffs for the error you care about



There is no universally correct threshold, because the two kinds of error cost different amounts in
different projects.

When wrong matches are the expensive error — regulatory submissions, safety monitoring, anything
feeding a formal published output — set the upper cutoff high and absorb the review cost. At 0.60 the
context arm automates 33.8% of records at 96.7% precision and sends the rest to people.

When review capacity is the binding constraint — large files, small teams, exploratory work — a 0.50
cutoff automates 68.8% at 87.2% precision, roughly halving the queue at a measurable and disclosable
cost in accuracy.

When the analysis is family-level rather than drug-level, the relevant precision is the family figure
from 4.3, not the exact figure. The context arm's 94.1% purpose-level accuracy means a broad analysis
can automate far more aggressively, because the residual errors stay inside the right area.

A defensible default for this dataset:

• Match at composite score ≥ 0.55 — 49.6% coverage at 94.8% precision

• Review between 0.42 and 0.55

• No match below 0.42, where entries are largely unresolvable

Two refinements are worth noting. The bins can be made aware of entry type: string distance is perfect
on correctly spelled and misspelled generic names, so routing high-scoring Jaro-Winkler records straight
to automatic match and reserving the embedding path for everything else captures the strengths of both.
And the family and purpose signals from 4.3 can break ties inside the review band — an entry whose top
candidates all treat the same condition is a safer automatic match than one whose candidates span
unrelated areas of medicine.

5. LIMITATIONS AND WHEN NOT TO USE THIS

Every method has a shape. Knowing where this one bends is what separates a deployable technique
from a demonstration, and most of the boundaries below were measured in the case study rather than
assumed in advance.

5.1 What the results already showed

Four limits were demonstrated directly in Section 4 and are summarised here rather than repeated.

• Very short fragments. Entries of four to seven characters carry almost no meaning for a model to
work with. Embeddings scored 74.3% on partial names against Jaro-Winkler's 85.7%, and the misses
look arbitrary — Melo to melatonin, Monte to montmorrillonite. The redeeming detail is that these
failures arrive with low scores, so a cutoff catches them, and context corrects most of them.

• Entries that name a family rather than a thing. Roughly a third of the dataset described a drug 
instead of naming one. No method can resolve water pill to a specific medication, because the 
information is not there. Exact accuracy on those entries was 25.3%; the right response is to score



them at family level, where accuracy was 86.7%, or route them to a person.

• Context can hurt. Adding a related field fixed 24 records and broke 8. Every breakage was an entry
that already resembled a description, where the extra text pushed the match toward the middle of a
drug family and landed on a sibling. Context is a targeted improvement, not a free upgrade.

• The reference list is part of the method. Several errors matched the literal word cholesterol
because it exists as a term in the list. A reference list containing category-like terms, near-duplicates,
or a long tail of obscure substances will produce confident-looking matches to all three. Cleaning the
reference list is not preparation for the method, it is part of it.

5.2 Thresholds should be derived, not hardcoded

The case study showed that cutoffs do not transfer between configurations. A perfect entry scored 1.000
under Jaro-Winkler, 0.917 under embeddings, and 0.662 under embeddings with context. Reusing a
number across arms rejected almost the entire file.

It is tempting to file that under limitations. It is better understood as an argument against a bad habit. The
fix is to derive thresholds from a stated rule rather than writing constants into the program, and
that is the right design regardless of whether anything ever changes.

The distinction that matters: the constants do not transfer, but the procedure that produces them does.
Applying one rule — take the lowest score that still delivers 95% precision — to all three arms produces:

Method Cutoff chosen Coverage Precision

Jaro-Winkler 0.95 27.2% 93.2%

Embeddings 0.65 48.5% 94.7%

Embeddings + context 0.55 49.6% 94.8%

Three completely different numbers, one rule, and a comparison between methods that is finally
meaningful in a way a shared constant could never make it. Run the same rule again after a model
change and it produces the correct new cutoff automatically.

Practical forms this takes, roughly in order of strength:

• Target precision. Walk the score down on a labelled sample until precision falls below the accepted
level. Gives a quality guarantee. Requires labels.

• Target review budget. Set the cutoff so the review queue matches the capacity available. Gives a
cost guarantee. Requires no labels.

• Percentile. Fix the cutoff at a percentile of the score distribution. Holds the automation rate stable
across runs and needs no labels, but lets precision float unmeasured.

• Two-sided. Set the lower cutoff by the same logic — the score below which precision is so poor that
matching is worse than declaring the record unresolved.

Tuning this way also produces documentation for free: the cutoff arrives attached to the precision it was
chosen to deliver, which is exactly what an auditor or a methods reviewer will ask for.



Two things remain genuinely constrained, and they are the honest residue of this limitation:

• Precision targeting needs labels. A few hundred hand-coded records is usually enough, but they
have to exist and they have to resemble the production data. Without them you can hold coverage
steady but you cannot promise accuracy. A labelled calibration set is best treated as a standing asset
— built once, refreshed occasionally — and it is cheaper than most teams expect.

• Something has to trigger the recalibration. Automated tuning only helps if it runs. The cheapest
mechanism is a small fixed set of known-answer records scored on every run; when their scores or
accuracy shift, the configuration has changed and the cutoffs need rebuilding.

5.3 The scores cannot be explained

This is the limitation most likely to matter in a regulated setting, and it is not fixable.

A Jaro-Winkler score can be explained to an auditor character by character: these letters matched, these
were transposed, the prefix earned a bonus. The arithmetic is fully inspectable and a person can
reproduce it by hand.

A cosine similarity of 0.58 between two lists of 3,072 numbers cannot be decomposed into a human
argument. There is no way to say the match was made because of this feature of the text. The model's
placement of a term reflects patterns in training data that are neither published nor interpretable.

This does not disqualify the method, but it changes what defensibility looks like. The answer is
procedural rather than mathematical:

• Keep the score, the model version, and the input string for every match.

• Keep the runner-up candidates, not only the winner. A record whose top three candidates are all
statins is self-evidently a different situation from one whose top three span unrelated areas of
medicine, and that comparison is legible to a person even when the score is not.

• Keep the family and purpose signals from Section 4.3, which give a reviewer a meaningful confidence
cue without requiring them to interpret a vector.

• Keep the reviewer's decision, so the audit trail records a human judgement at the point where the
machine was uncertain.

Where a method must be explainable in principle rather than auditable in practice — certain regulatory
submissions, certain legal contexts — string distance remains the correct choice, and this paper does
not argue otherwise.

5.4 Reproducibility depends on a pinned model

An embedding call is deterministic for a fixed model version: the same input returns the same vector.
Across versions, it is not. If a provider updates a model, the vectors change, every score shifts, and an
analysis rerun after the change will differ from the one published before it.

The consequence is quiet rather than dramatic. Nothing fails. The pipeline keeps running and keeps
producing plausible numbers.



Mitigation is ordinary version-control discipline applied to a new kind of dependency:

• Pin and record the exact model version string alongside the results.

• Store the vectors, not just the matches, so a historical analysis can be reproduced without re-calling
the provider.

• Re-run the calibration described in 5.2 whenever the version changes.

• Treat provider deprecation notices as scheduled maintenance.

Self-hosted open-source models remove this exposure entirely, at some cost in accuracy that should be
measured rather than assumed.

5.5 Dependence on an external provider

A hosted model introduces a dependency that is commercial rather than technical: availability, pricing,
data-handling terms, and regional processing are outside your control. For a one-off analysis this barely
matters. For a production pipeline it is a procurement question that should be settled before a pilot rather
than after.

The relevant technical point is that the exposure is confined to a single step. Only the call that turns text
into a vector touches the provider; scoring, thresholding, review, and reporting are all local. That makes
the dependency replaceable — a self-hosted or in-database model substitutes at that one point without
disturbing anything downstream.

5.6 Specialised vocabulary may be represented poorly

General-purpose embedding models learn from broad text. Terminology that is rare in that text —
internal product codes, site-specific abbreviations, proprietary part numbers, highly technical jargon —
may be placed poorly, and the failure looks like the short-string failure in 4.2.3: a confident-sounding
neighbour that is unrelated.

The case study is mild evidence in both directions. Common medications were handled extremely well,
which suggests drug names are well represented in general training text. But the obscure end of the
reference list — the pollen extracts and industrial compounds — is exactly where the wrong answers
came from.

Two responses, neither exotic. Test on a labelled sample from the actual vocabulary before trusting the
method on it, which is the same advice as 5.2. And where a domain-tuned model exists, benchmark it:
models trained specifically on medical, legal, or technical text often outperform larger general-purpose
ones on their own territory.

5.7 Limits of this study

Separate from the method's limitations, three properties of the study itself should temper how far the
numbers are read.



• The data is simulated. That is what makes exact measurement possible, and it means the mix of
entry types reflects a designer's judgement about how people write rather than an observed
distribution. The relative comparison between methods is sound; the absolute accuracy figures would
move on real data.

• One domain, one reference list, one model. Results are reported for medication names against
5,839 RxNorm terms using a single embedding model. The mechanism should transfer — the
method is indifferent to what the reference list contains — but the numbers are not a forecast for
another domain.

• The family map was built by hand. The 100-term classification behind Section 4.3 was curated for
this study. A production system would derive it from an existing standard classification, and results
would shift somewhat.

5.8 Where this leaves the practitioner

The recurring finding across every section is that the two methods fail in different places, and neither
dominates.

String distance is perfect on correctly spelled and misspelled generic names and strong on truncations.
Embeddings are perfect on brand names, far better on descriptions, and keep their errors inside the right
area of medicine. Character comparison scored zero on the 83 entries that described rather than named
a drug; embeddings with context recovered the right area of medicine for 86.7% of them.

Neither result argues for abandoning the other method. The practical reading of this section is that using
string distance alone leaves a large, measurable, and fixable amount of accuracy unclaimed — and that
the specific places it is left unclaimed are now known precisely enough to act on.

6. IMPLEMENTATION

6.1 The shape of the pipeline

The whole method reduces to four steps, and only one of them repeats.

1. Embed the reference list once. Every approved term becomes a vector. This is a one-time cost per
vocabulary, and the result is cached.

2. Embed each incoming entry once. One call per unique string, not per record — duplicate entries
reuse the same vector.

3. Score. Multiply the entry vectors by the reference matrix. With both sides normalized to unit length,
the dot product is the cosine similarity, so the entire match step is one matrix multiplication.

4. Bin. Apply the two cutoffs and assign each record to match, review, or no match.

Steps 3 and 4 involve no external calls at all. Once the vectors exist, the matching logic is arithmetic and
conditional statements — work the SAS language has always done well. This matters for the adoption
argument: the AI part of the pipeline is a single function that turns text into numbers, and it is the only
part that would change if the model changed.



Two practical notes follow from the structure. Normalize once, not per comparison — dividing every
vector by its length up front turns cosine similarity into a plain dot product and removes the denominator
from the inner loop entirely. And cache the reference matrix: for the 5,839-term list in this study it
occupies roughly 72 MB as 32-bit floats, and re-embedding it on every run is the most common
avoidable cost in a pipeline like this.

6.2 Running it in an Siemens Analytics Workbench notebook

The work was carried out in a single notebook in Siemens Analytics Workbench (formerly Altair Analytics
Workbench). A notebook is built from cells, and cells come in four types: Text, SAS Language, Python,
and Workflow. This study used SAS Language cells for everything except one Python cell.

The property that makes this arrangement work is simple, and it is what removes the usual friction
between the two languages:

Non-text cells can use datasets defined in previous cells, even when the cell types differ.

— Siemens Analytics Workbench User Guide, "Working with Notebooks"

A dataset built in a SAS Language cell is directly available to a later Python cell, and results computed in
Python are available to SAS Language cells that follow. There is no export step, no intermediate file, and
no serialization code to write and maintain. The notebook's Outline view lists the cells in order, so the
composition of a mixed-language program is visible at a glance.

That is the practical answer to how much of an existing workflow has to change to adopt this method. In
this case the answer was one cell.

The SAS-language side

Nearly everything happens here. The reference list is retrieved and deduplicated, the Jaro-Winkler
function is defined with PROC FCMP, and a DATA step scores every unique entry against all 5,839
reference terms, keeping the best match and its score. Later cells merge the results, apply the cutoffs,
and produce the review queue and summary tables. This is ordinary SAS-language work, written the way
it would be written in any other context.

FIGURE 6.1



A SAS Language cell in the notebook: the Jaro-Winkler string-distance function defined with PROC FCMP, and
the DATA step that scores each unique entry against every reference term. The Outline view on the right shows
the notebook's structure — five SAS Language cells and a single Python cell.

The Python cell

One cell holds the entire embedding scorer. It reads the reference list and the entry list prepared by the
earlier SAS Language cells, calls the embedding endpoint in batches, normalizes the vectors, computes
cosine similarity against every reference term, and returns a table of best matches and scores. That
table is then available to the SAS Language cells that follow.

Two details are worth drawing attention to. The API key is read from an environment variable and never
appears in the notebook. And because the reference matrix persists in the Python session, the context
arm later in the notebook reuses it without re-embedding — the embed-once pattern from 6.1, working in
practice rather than in principle.

FIGURE 6.2



The Python cell in the same notebook. It reads the datasets prepared by the SAS Language cells, calls the
embedding endpoint, scores every entry by cosine similarity, and returns a lookup table. This is the only Python
in the program.

What this demonstrates

The two figures together make the adoption argument better than any description can. The Outline view
shows a program that is overwhelmingly SAS language, with one Python cell doing the one thing Python
is needed for. The review queue that comes out the other end is an ordinary dataset — it can be
exported, assigned, tracked, and merged back exactly like any other SAS-language output, which is
what makes this deployable inside an existing process rather than beside one.

6.3 Choosing a model

"An embedding model" is not one thing. Four delivery options matter to a SAS-language shop, and they
differ far more in governance profile than in difficulty of use.

Hosted API models are called over HTTPS. No infrastructure, per-token billing, and the text leaves your
environment.

Model Provider Dimensions List price / 1M tokens

text-embedding-3-large OpenAI 3072 $0.13

text-embedding-3-small OpenAI 1536 $0.02

text-embedding-ada-002

(legacy)
OpenAI 1536 $0.10



embed-english-v3.0 Cohere 1024 $0.10

In-database models are called as a SQL function, so respondent text never leaves the data platform.
This is the option to put in front of a compliance reviewer. Examples include
snowflake-arctic-embed-l-v2.0 (1024 dimensions), snowflake-arctic-embed-m-v1.5 (768),
voyage-multilingual-2 (1024), and multilingual-e5-large (1024). Billing is per input token at a
credit rate published in the platform's consumption table, with the surrounding query's compute cost on
top.

Open-source models, self-hosted carry no per-token cost at all — you pay for the compute you run
them on, and text never leaves your infrastructure. All of the following run on CPU at this workload size,
embedding a few thousand reference terms in seconds: all-MiniLM-L6-v2 (384), bge-base-en-v1.5
and bge-large-en-v1.5 (768 / 1024), e5-base-v2 and e5-large-v2 (768 / 1024, requiring query: and
passage: prefixes to perform well), and gte-base / gte-large (768 / 1024).

Domain-specialized models are the category most likely to be unfamiliar, and the most interesting for
this case study. Several open-source models are trained specifically for biomedical concept
normalization — precisely the task in this paper:

• SapBERT — biomedical entity linking, trained on UMLS synonym pairs (Liu et al. 2021)

• BioLORD — biomedical concept representation with definitions

• PubMedBERT / BiomedBERT — pretrained on PubMed literature

• S-PubMedBert-MS-MARCO — sentence-level biomedical retrieval

SapBERT deserves particular attention. Because it is trained on synonym pairs, the brand-to-generic
relationship of exactly the Lipitor-to- atorvastatin kind is close to its training objective. A general-purpose
model has to infer that relationship from incidental web text; SapBERT was built to encode it. For a
production drug-coding pipeline it is the first thing worth benchmarking against a general model, and it is
free.

The same logic transfers. Occupation coding has models tuned on job-posting text; legal and financial
text have their own. The domain-tuned option is often both better and cheaper than the frontier
general-purpose one.

Model quality is not interchangeable

This is the one place where casual model selection will cost real accuracy. On the respondent entry
alone, text-embedding-3-large scored 179 of 272 correct while text-embedding-3-small scored 131
— a 26% drop in accuracy for a model that is six times cheaper.

That is a legitimate trade in some settings and a disaster in others, but it must be measured rather than
assumed. Benchmark any candidate model on a labelled sample before trusting it in production. A few
hundred hand-coded records is enough to make the decision defensibly.

Priority Option

Best accuracy, least effort Hosted API, large general-purpose model



Text must not leave the platform In-database model

No per-token cost, full control, air-gapped Open-source, self-hosted

Maximum accuracy on specialist vocabulary Domain-tuned model such as SapBERT

For all four options the change is confined to one thing: the call that turns text into a vector. Cosine
similarity, thresholds, and the review queue are untouched. A shop can therefore start with whichever
option clears procurement and security review fastest and revisit the choice later.

6.4 Cost

Costs divide into a one-time charge for the reference list and a recurring charge per record.

• Reference list, one time. 5,839 terms at roughly 4 tokens each is about 23,000 tokens —
approximately $0.003 on text-embedding-3-large. Cached and reused thereafter.

• The entire experiment in this paper. Reference list plus 272 entries scored two ways, roughly
27,000 tokens total: about $0.004.

• At production scale. One million respondent records averaging 5 tokens each is 5 million tokens, or
roughly $0.65.

The order of magnitude is the point. A single hour of an analyst's time manually coding records costs
more than embedding the entire file. Set against the manual review this displaces, the API charge is not
a meaningful line item, and the honest framing in a business case is that the cost of the method is
overwhelmingly the review queue it does not eliminate.

6.5 Privacy and governance

The governance case rests on the distinction drawn in Section 3.3, and it is worth restating in operational
terms because it determines which review process this method has to clear.

• Nothing is generated. The model returns a numeric representation of the text submitted. There is no
generated content to review, approve, or fact-check.

• No model is trained on the data. Embedding is an inference call. The vectors are a derived artifact
stored in the analyst's own environment.

• The vectors stay local. After the call returns, all subsequent processing — scoring, thresholding,
review, reporting — happens inside the notebook with no further external dependency.

• Where text may not leave the environment at all, the in-database and self-hosted options remove
the external call entirely, at some cost in accuracy that should be measured rather than assumed.

Two things do require attention rather than reassurance:

• Free-text fields can contain anything. A respondent may type a name, a location, or an unrelated
personal detail into a medication field. If the raw text is sent to a hosted API, standard text-handling
controls apply — the usual mitigation is to screen or redact before the call, exactly as would be
required before sending the same text anywhere else.



• The provider relationship is a dependency. Data handling terms, retention policy, and regional
processing are procurement questions, not technical ones, and they should be settled before a pilot
rather than after.

6.6 Operational considerations

Version everything that affects a score. A similarity score is a function of the model, the input format,
and the reference list. Record all three alongside the results. A model version change silently invalidates
every calibrated threshold, and because the pipeline will keep running and producing plausible numbers,
nothing will alert you.

Re-embed the reference list when it changes, not on a schedule. New terms can be embedded and
appended incrementally; the existing matrix does not need rebuilding unless the model changes.

Deduplicate before embedding. Real files repeat the same entries heavily. Embedding unique strings
and mapping back is often an order-of-magnitude saving.

Watch the scale of the score step. The match is a dense matrix multiplication between the entry matrix
and the reference matrix, and its cost grows with the product of the two. At the size in this study — 272
entries against 5,839 terms — it is instantaneous. At a few thousand terms and a few million records it
should be run in chunks to bound memory. Beyond that, an approximate nearest-neighbour index is the
standard remedy, at some cost in exactness that must be validated for the use case.

Keep the dictionary pass in front. As noted in 4.1.2, exact matches should be resolved by plain lookup
before any of this runs. It is free, it is exact, and it removes a substantial share of the file.

Run both scorers and keep both scores. String distance is perfect on correctly spelled and misspelled
generic names and costs almost nothing to compute. Retaining both scores costs one extra column,
supports the hybrid routing described in Section 5, and gives reviewers a second signal when the two
methods disagree.

7. CONCLUSION

Free-text coding is not a specialist problem. It is a data preparation step sitting ahead of nearly every
analysis an organisation produces, and the errors it introduces are invisible by construction: a wrong
match produces a well-formed record filed under the wrong category, and every summary built on it
inherits the error silently.

For decades the automated answer has been string distance, and these results confirm it deserves its
place. Jaro-Winkler was perfect on correctly spelled generic names, perfect on misspelled ones, and
strong on truncations. On the work it was designed for, it does not lose.

It also has a hard ceiling, and the case study measures it precisely. Across 272 medication entries 
matched against 5,839 reference terms, character comparison reached 39.7% accuracy against the 
embedding method's 65.8%, and 71.7% once a field already present in the data was folded into the



match. Compared at equal automation rates — the only fair comparison, since precision can always be
bought by automating less — embeddings produced 75% to 80% fewer wrong matches, and that
reduction held across the whole operating range rather than at one flattering point.

The sharpest result is what happens when people describe a medication instead of naming it. On 83
such entries, character comparison identified the correct drug zero times and the correct area of
medicine 7.2% of the time. Embeddings with context recovered the correct area 86.7% of the time.
Across the full dataset the same measure reaches 94.1% against 43.0%. That is not a marginal
improvement in a score; it is the difference between a method whose mistakes are near-misses and one
whose mistakes are arbitrary.

Three findings should travel further than the numbers.

The metric is a choice, not a property. Scoring at the level of exact ingredient, drug family, and broad
purpose produced 71.7%, 82.4%, and 94.1% from the same predictions. An analysis that needs broad
categories but insists on exact matching will discard usable records and undercount. Matching the
resolution of the measure to the resolution of the question is free accuracy.

Thresholds belong to a configuration, not to a method. A flawless entry scored 1.000, 0.917, and
0.662 under the three arms. Constants written into a program are a latent defect. Cutoffs derived by a
stated rule — the lowest score delivering the required precision — transfer where the numbers cannot,
and arrive documented with the guarantee they were chosen to meet.

The two methods are complements, and the strongest design uses both. They fail in different
places, both are cheap, both run against the same reference list, and keeping both scores costs one
extra column. The design this study points to is a sequence: resolve exact matches by dictionary lookup
first, because they are free; accept high-confidence string distance matches for clean and misspelled
generic names, where it is perfect; route everything else through embeddings with whatever context the
dataset already provides; and treat disagreement between the two scorers as a signal for human review.
Each step is justified by a specific result in Section 4 rather than by intuition, and the per-category table
in 4.2.2 is effectively a specification for the routing rules. Building and measuring that combined scorer is
the natural next piece of work, and the expected gain is now quantifiable in advance rather than hoped
for.

None of this requires an AI programme. Embeddings are stateless encoding calls — text in, numbers out
— with no prompt to engineer, no output to fact-check, no training on the data, and no generated content
to govern. Once the vectors exist, everything downstream is arithmetic and conditional logic of the kind
SAS-language programmers have been writing for decades. The cost is fractions of a cent per record,
against a manual review burden measured in hours.

What the method does not do is remove the human. It shrinks the queue and changes its composition:
fewer arbitrary errors, more near-misses between similar drugs, and a score that indicates when the
machine is unsure. That is a better review queue, not an absent one, and any honest business case
should be built on that basis.



The technique is available now, it integrates into existing workflows rather than replacing them, and the
accuracy currently being left on the table is large enough to measure.
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