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Abstract

Too many statisticians and analysts are treated like a vending machine: a researcher inserts a
dataset, presses a button, and expects a p-value to drop out. The service-provider model is
convenient, but it quietly caps a career. This paper argues that early-career statisticians and
programmers create far more value, and far more durable careers, by operating as research
partners who shape the question, the design, and the inference, not just the results. Drawing on
real consulting experiences and a practical framework, the talk walks through the three moments
where partnership pays off. First, translation: turning a vague research idea into a precise analytic
question and estimand. Second, design defense: catching confounding by indication and
immortal time bias before data collection, while they are still fixable. Third, study feasibility:
using power honestly to tell whether a study can answer its question at all. Each is grounded in
SAS illustrations on simulated data with PROC POWER, PROC LOGISTIC, and PROC
PHREG. Attendees leave knowing the questions to ask, and when to ask them, to start shaping
research rather than waiting to be handed it.



Introduction

Picture a familiar scene. It is late on a Thursday afternoon, and a message arrives from a
researcher you have never worked with. Attached is a spreadsheet. The note reads, in full, “Can
you run the stats on this and send me the p-value by tomorrow?”” There is nothing about how the
data were collected, what question they are meant to answer, or what decision depends on the
result. The expectation is unmistakable. You are a machine. Data goes in, a number comes out.

This is the vending-machine model of statistical work, and it is everywhere. It is comfortable for
everyone involved. The researcher gets a fast answer, and you get a clean, bounded task with a
clear definition of done. For an early-career analyst, it can even feel like success: requests arrive,
you fulfill them, people thank you. The trouble is that the model defines your value narrowly, as
the production of outputs, and that definition will follow you for as long as you accept it.

Nearly a century ago, R. A. Fisher described the cost of this arrangement in a sentence that has
not aged:

To consult the statistician after an experiment is finished is often merely to ask
him to conduct a post mortem examination. He can perhaps say what the
experiment died of.

The crucial word is timing. By the moment a finished dataset reaches your inbox, the decisions
that determine whether it can answer anything have already been made by other people, usually
without you. The exposure has been defined, the comparison group chosen, the sample size
fixed, and the follow-up window set. A great deal of skill applied at that point can only describe
the damage. The same skill, applied weeks earlier, can prevent it.

This paper is about the difference between two ways of doing the same job. One treats the
analyst as a service provider who receives requests and returns deliverables. The other treats the
analyst as a research partner who helps decide what to ask and how to ask it. The difference is
not mainly about technical ability. Many excellent technicians spend entire careers in the vending
machine. The difference is about when you engage and what questions you bring when you do.
The sections that follow describe three moments where partnership creates value that the vending
machine cannot

Two Operating Models: Service Provider versus Research Partner

In the service-provider model, you sit downstream of the research. Requests come to you already
formed, and your job is to execute them well and quickly. Clean the file, run the procedure,
format the table, return it. The deliverables are concrete, the scope is bounded, turnaround is easy
to measure, and demand is steady. You always know whether you have finished.



In the research-partner model, you move upstream. You engage while the question is still
forming and the design is still negotiable, and you contribute judgment about which question is
worth asking, whether the proposed design can answer it, and sometimes whether the study
should be run at all. You still produce the table at the end, but the table is now the last step of a
process you helped shape with feedback throughout the process.

From Research Idea to Analytic Question

The single most useful thing an analyst can learn to do, and the fastest way to start behaving like
a partner, is to translate a vague research idea into a precise analytic question. Researchers rarely
arrive with a well-posed problem. They arrive with an interest. “Does the new drug help?” is an
interest, not a question a statistician can answer, because it silently contains dozens of choices
that change the result: help compared to what, in which patients, measured by which outcome,
over what horizon, and analyzed under which assumptions.

A reliable way to do the translation is to work in two passes. The first pass uses a scoping
framework such as PICO, naming the population, the intervention, the comparator, and the
outcome, which forces the unstated choices into the open. The second pass sharpens the result
into an estimand, a precise statement of the quantity to be estimated. The addendum to the ICH
E9 guideline gives a useful checklist of estimand attributes: the population, the treatment
condition, the comparator, the endpoint, the population-level summary measure, and, critically, a
strategy for intercurrent events such as treatment switching or death that would otherwise leave
the target of estimation ambiguous (ICH 2019). Naming these attributes is critical as each
decision, if left implicit, will be made by accident and potentially in ways that will harm the
interpretability of the final results.

Table 1 shows the translation in action for the drug question above. The left column is the ask as
it usually arrives. The right column is what a partner produces after a short conversation.

Table 1. Translating a vague ask into a specified estimand.

‘ Attribute Vague version of the ask Specified version a partner produces

Population “Diabetics on the new drug.” = Adults 40—75 with type 2 diabetes and no
prior cardiovascular event, initiating
therapy in 2018-2022.

Treatment “The drug.” Initiation of drug A at guideline dose, with
a defined grace period for adherence.

Comparator (unstated) Initiation of standard-of-care drug B in the
same window, using a new-user,
active-comparator design.



b

Outcome “Heart problems.’ First major adverse cardiovascular event
within three years of initiation, from

validated codes.

Summary “Is it better?” Hazard ratio and three-year risk difference,
measure each with a 95% confidence interval.
Intercurrent (ignored) Treatment switching and death handled by
events a pre-specified strategy, such as a

treatment-policy approach.

Asking the questions to define each of these elements early in the relationship is critical to
helping the study flow smoothly and get meaningful results.

Catching Flaws Early

The second moment is design defense. Study design flaws are generally cheap to fix before data
collection but often impossible to fix afterward. The analyst who spots a fatal flaw in week one
saves a study that would otherwise be discovered to be uninterpretable in month nine. Two
common flaws occur very often in observational research and can be identified using just a few
lines of code.

Confounding by Indication

In routine care, treatment is not assigned at random. Sicker patients are more likely to receive an
active drug, so any crude comparison of treated and untreated patients confuses the effect of the
drug with the effect of being sick enough to be treated. This is confounding by indication, and it
can make beneficial therapy look useless or even harmful.

The simulation below generates a cohort in which illness severity independently drives both the
probability of treatment and the probability of the outcome. The true, underlying effect of the
drug is protective (odds ratio 0.67), but a crude, unadjusted comparison makes it look harmful.
Adjusting for severity, the shared cause of treatment and outcome, recovers an estimate close to
the truth.



/* Confounding by Indication: Simulated Illustration Y
/* Self-contained example - no external data required S

data confound;
call streaminit(20260810);
do patient = 1 to 5000;
/* Severity independently drives treatment and outcome */
severity = rand('NORMAL', @, 1);

/* Sicker patients are more likely to receive the drug */
logit_tx = -0.20 + 1.10 * severity;

p_tx =1/ (1 + exp(-logit_tx));

treated = (rand('UNIFORM') < p_tx);

/* True causal effect is protective (log OR = -0.40); */
/* severity independently raises risk of the outcome 2/
logit_y = -1.00 + (-0.40 * treated) + 1.30 * severity;
p_y =1/ (1 + exp(-logit_y));
outcome = (rand('UNIFORM') < p_y);
output;
end;
run;

/* Naive, unadjusted analysis - the vending-machine version */
title 'Unadjusted Association Between Treatment and Outcome';
proc logistic data=confound;

class treated (ref='9') / param=ref;

model outcome(event='1"') = treated;
run;

/* Partner version - adjust for the shared cause */
title 'Association Adjusted for Illness Severity';
proc logistic data=confound;

class treated (ref='0') / param=ref;

model outcome(event="1"') = treated severity;

run;
title;
Unadjusted model
Effect 0dds Ratio 95% CI p-value
Treated vs. Untreated 1.58 1.39 - 1.79 <.0001
Adjusted for severity
Effect 0dds Ratio 95% CI p-value
Treated vs. Untreated 0.66 0.57 - 0.76 <.0001
Severity (per SD) 3.62 3.29 - 3.99 <.0001




The unadjusted model suggests the drug is harmful (OR 1.58). Once severity is in the model, the
estimate flips to protective (OR 0.66) and lands close to the true, simulated effect (OR 0.67).

Immortal Time Bias

Immortal time bias produces a plausible result that is entirely an artifact of how the data is
defined. This bias arises when patients are classified by something that can only happen if they
survive long enough for it to happen. If a study compares patients who were “ever treated”
against those who were not, and treatment is initiated some time after follow-up begins, then the
ever-treated patients are guaranteed to have survived until their treatment date. That guaranteed
survival, the immortal time, gets credited to the treatment and manufactures a benefit out of
nothing.

The simulation below generates event times that do not depend on treatment at all, so the true
hazard ratio is 1.0. Classifying patients by their eventual ever/never treatment status, ignoring
when treatment started, manufactures an apparent survival benefit. Re-expressing exposure as a
time-varying covariate in the counting-process style available in PROC PHREG removes the
artifact.



/* Immortal Time Bias: Simulated Illustration */

data immortal;
call streaminit(20260810);
do patient = 1 to 5000;
/* Event time is generated independent of treatment; */
/* the true hazard ratio for treatment is 1.0 */
event_time = rand('EXPONENTIAL') / 0.05;

/* Treatment starts, on average, well into follow-up - */
/* only patients who survive long enough can start it */
tx_start = rand('EXPONENTIAL') / ©.30;

admin_end = 5;
stop_time = min(event_time, admin_end);
event = (event_time <= admin_end);

/* Flawed 'ever treated' classification - Y
/* the vending-machine version */
ever_treated = (tx_start < stop_time);

output;

end;

run;

/* Flawed analysis - treatment as a fixed, ever/never covariate */
title 'Naive Ever-Treated Model (Immortal Time Uncorrected)';
proc phreg data=immortal;
class ever_treated (ref='0') / param=ref;
model stop_time*event(©) = ever_treated;
run;

/* Corrected analysis - treatment as a time-varying exposure, &
/* using the counting-process (start, stop) style in PROC PHREG */
data immortal_cp;

set immortal;

if tx_start < stop_time then do;

start = 0; stop = tx_start; treated = 0; _event = 0;

output;

start = tx_start; stop = stop_time; treated = 1; _event = event;

output;
end;
else do;
start = 9; stop = stop_time; treated = 0; _event = event;
output;
end;
run;

title 'Time-Varying Exposure Model (Immortal Time Corrected)';
proc phreg data=immortal cp;

class treated (ref='0') / param=ref;

model (start, stop)*_event(@) = treated;

id patient;
run;



Naive ever-treated model

Effect Hazard Ratio 95% CI p-value

Ever Treated vs. Never 0.47 0.42 - 0.53 <.0001

Time-varying exposure model

Effect Hazard Ratio 95% CI p-value

Treated vs. Untreated 0.99 0.87 - 1.12 0.83
(time-varying)

The naive model shows a large, highly significant apparent benefit (HR 0.47) even though no
treatment effect was simulated. The time-varying model, which stops crediting treatment with
the survival time that occurred before treatment started, returns a hazard ratio near the true null
(HR 0.99, p = 0.83). The entire apparent benefit in the naive model was immortal time.

Beyond these two, other common flaws include: selection bias introduced by conditioning on a
variable that sits downstream of both exposure and outcome, differential misclassification when
the exposure or outcome is measured more accurately in one group, and the table-two fallacy, in
which the adjusted coefficients of covariates are misread as if they were causal effects in their
own right. Basic understanding of these flaws and other common ones is indispensable to proper
study design and analysis.

Underpowered Studies

The third moment is the underpowered study, and it is the one that most directly tests whether
you are a partner or a service provider, because the easy path is to say yes. A researcher arrives
with data already collected, or with a fixed sample they cannot expand, and asks you to run the
test. Declining to simply produce a p-value can feel unhelpful, but agreeing to analyze a study
that cannot answer its own question produces a result that will be over-interpreted if it is
significant and dismissed if it is not, and either way it wastes the effort that went into the data.

The example below considers a two-group comparison of proportions with 60 patients already
enrolled per group, and the smallest difference the investigators consider clinically meaningful
(25% versus 40% event rates). PROC POWER is used two ways: first honestly, to report the
power the study already has; second constructively, to report the sample size the design would
actually need.



/* Study Feasibility: Power Assessment */
/* Design already fixed at n=60 per group; smallest difference */
/* worth caring about is 25% vs. 40% event rates &

/* Question 1: What power does the fixed design actually have? */
proc power;
twosamplefreq test=pchi
groupproportions = (0.25 0.40)
npergroup = 60

power = .;
run;
/* Question 2: What sample size would this design need for */
/* a conventional 80% power? Y

proc power;
twosamplefreq test=pchi
groupproportions = (0.25 0.40)
power = 0.80

npergroup = .;
run;
Scenario N per Group Power
As designed 60 0.42
Powered at 80% 152 0.80

At 60 patients per group, the study has roughly a coin-flip's chance of detecting the difference
the investigators themselves said was worth detecting. A non-significant result from this design
proves very little, and a significant one is as likely to reflect a lucky draw as a real effect.
Reaching 80% power at this effect size would need roughly 152 patients per group, about two
and a half times the enrolled sample.

When the sample cannot be expanded, the next best option is to report the analysis explicitly as a
pilot or exploratory study, to redefine the outcome around a larger effect size that the existing
sample can detect, or to recommend against running the analysis as a confirmatory test at all.

Making the Shift: Partnership as a Daily Behavior

The transition from a service-provider model to a research-partner model is not a single event but
a cumulative result of daily behaviors and consistent engagement throughout the analysis
pipeline. While technical proficiency remains the foundation, the shift is catalyzed one project at
a time, primarily during the initial consultation. By moving upstream in the research process, an



analyst can contribute critical judgment regarding the validity and feasibility of a study before
resources are fully committed.

A partner replaces the passive receipt of datasets with a proactive, inquisitive approach. This is
achieved through a series of compact, strategic questions designed to elicit a comprehensive
understanding of the study’s intent and design. Key questions that facilitate this shift include:

o What decision will this work inform, and what happens differently depending on the
answer? Understanding the decision-making context helps translate a vague interest into
a precise analytic estimand, ensuring the summary measures provided are truly
actionable.

e What is the comparison, and is it the right one? Identifying the appropriate active
comparator is essential for mitigating confounding by indication, particularly in
observational research where treatment is not assigned at random.

e How were the groups formed, and could the way they were formed bias the result?
Investigating group formation allows the partner to defend against selection bias and
other systematic errors that can occur during the design phase.

o When does follow-up start, and is anyone being credited with time they were
guaranteed to survive? This specific inquiry targets immortal time bias, ensuring that
the results are not simply an artifact of how follow-up windows and treatment dates were
defined.

o Is the study large enough to detect an effect worth caring about? Partners use power
analysis honestly to determine if a study is feasible, preventing the waste of effort on
underpowered studies that yield uninterpretable p-values.

By integrating these questions into daily practice, the analyst moves beyond providing outputs
and begins to provide durable value through judgment and design defense. This proactive
engagement ensures that the statistician is not merely conducting a "post mortem" on finished
data but is actively shaping the research to ensure its success.

Conclusion

The vending machine and the co-investigator are two futures for the same person with the same
technical training. One is defined by the outputs it produces and is therefore replaceable; the
other is defined by the judgment it brings and is therefore not. The path between them runs
through the questions you choose to ask, and when you choose to ask them. If this paper leaves
you with a single action, let it be small and immediate. At your next project kickoff, ask one
question from the set above before any data are sent. Ask what decision the work will inform, or
how the comparison groups were formed, or whether the study is large enough to detect an effect
worth caring about. One question, asked early, may shift and significantly improve the entire
framing and analysis of the study.



