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ABSTRACT

Clinical research organizations accumulate large libraries of Case Report Forms (CRFs) across years of studies, yet
locating, comparing, and reusing historical CRF content remains a largely manual process. When new studies are
initiated, protocols amended, vendors transitioned, or programs harmonized across studies, teams often rely on
labor-intensive reviews of legacy CRFs to identify reusable content, evaluate consistency, and assess alignment with
current standards. These activities are time-consuming, difficult to scale, and frequently dependent on institutional
knowledge.

This paper presents the CRF Intelligence Analyzer, an Al-powered framework that applies large language models
(LLMs) to automate the analysis and comparison of clinical CRFs. The solution extracts content directly from CRF PDF
documents and evaluate similarities, differences, and potential gaps across studies. In addition, the framework
assesses alignment with CDISC CDASH principles and generates structured findings categorized by severity to
support efficient review and decision-making.

The paper describes the end-to-end workflow, including document extraction, content normalization, LLM-based
analysis, and report generation. Practical use cases are demonstrated, including legacy CRF portfolio assessment,
study-to-study comparisons, protocol amendment impact reviews, and cross-program standardization initiatives.
Key considerations for implementing generative Al in clinical development environments are discussed, including
transparency, human oversight, validation of Al-generated findings, and lessons learned from real-world application.

INTRODUCTION

Case Report Forms (CRFs) serve as the foundation for clinical data collection and are routinely reviewed and
modified throughout the lifecycle of a clinical development program. CRF comparisons are commonly required
during protocol amendments, electronic data capture (EDC) system migrations, vendor transitions, study start-up
activities, and cross-study standardization initiatives. These reviews help ensure that critical data collection
elements are retained, inconsistencies are identified, and study requirements remain aligned with protocol
objectives and organizational standards.

Despite their importance, CRF comparison and gap analysis remain largely manual activities. Reviewers typically
examine forms side-by-side, compare fields across visits and modules, document discrepancies, and assess the
potential impact of each finding. For studies containing dozens of forms and hundreds of data collection fields, this
process can require substantial effort and is often dependent on reviewer experience and institutional knowledge.
As the volume and complexity of clinical studies continue to increase, the limitations of manual review become
increasingly apparent.

Traditional comparison approaches provide only partial solutions. Document comparison tools and text-diff
utilities can identify textual changes between CRFs but are generally unable to evaluate the clinical significance of
those differences. A missing efficacy assessment, a modified response category, or an omitted date field may have
very different implications for study conduct and downstream analyses, yet conventional tools typically treat all
changes equally. Effective CRF review requires an understanding of context, intent, and the role of each data
collection element within the broader study design.

Recent advances in large language models (LLMs) offer new opportunities to address this challenge. Unlike
traditional comparison methods, LLMs can evaluate content semantically, identify meaningful differences between
related data collection elements, and support prioritization of findings based on potential impact. These
capabilities make LLMs well suited for document review tasks that require contextual understanding rather than
simple text matching.



To explore this potential, an Al-powered framework, the CRF Intelligence Analyzer, was developed to support
automated CRF comparison and gap analysis. The framework extracts content from CRF PDF documents, performs
structured comparisons, and leverages LLMs to identify, categorize, and summarize potential gaps requiring
further review. The objective is not to replace human expertise, but to reduce the effort associated with
mechanical document comparison and allow reviewers to focus on interpretation, risk assessment, and decision-
making.

This paper describes the design and implementation of the framework, including document extraction, content
normalization, LLM-assisted analysis, and report generation. Practical use cases are presented to demonstrate how
generative Al can support CRF review, standardization, and reuse activities. Lessons learned, implementation
considerations, and recommendations for the responsible use of Al-generated findings in clinical development
environments are also discussed.

BACKGROUND: CHALLENGES IN CRF REVIEW AND RESUSE

The Case Report Form (CRF) is the primary mechanism through which clinical trial data are collected and entered
into the clinical data management system. Information captured on the CRF ultimately drives downstream
deliverables, including SDTM datasets, ADaM datasets, statistical analyses, tables, listings, figures, and regulatory
submissions. As a result, CRF quality and completeness have a direct impact on the quality and usability of clinical
trial data.

Throughout the lifecycle of a clinical development program, CRFs frequently undergo revisions due to protocol
amendments, vendor transitions, standards updates, and study-specific design changes. Clinical teams are often
required to compare CRF versions to assess differences, identify missing data collection fields, evaluate compliance
with internal standards, or determine whether existing forms can be reused in future studies. Common questions
include:

e Have similar data elements been collected in previous studies?

e How does a newly built CRF compare with an earlier version?

e  Which forms from a prior study can be reused or adapted?

e Does the CRF align with CDASH recommendations and organizational standards?

Answering these questions typically requires manual review of CRF documents, which are commonly stored as PDF
files with limited metadata and little standardization across studies. Reviewers must locate relevant documents,
interpret their structure, compare content across versions, and document findings. This process can be labor-
intensive, difficult to scale across large study portfolios, and dependent on individual experience and institutional
knowledge. As the number and complexity of studies increase, organizations face growing challenges in
performing CRF reviews consistently, efficiently, and comprehensively.



TOOL ARCHITECTURE

The CRF Intelligence Analyzer is implemented as a Python application with a Streamlit web interface, deployed as a
publicly accessible application. The architecture separates concerns into three layers: a PDF parsing layer that
extracts structured content from uploaded documents, an LLM analysis layer that performs the actual comparison
or alignment reasoning, and a presentation layer that renders findings and generates downloadable reports.

Figure 1 summarizes this pipeline: an uploaded PDF is parsed into structured text, routed through a chunked
condensation step if it exceeds a length threshold, analyzed by a mode-specific system prompt, and rendered as
severity-sorted findings in the presentation layer.
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Figure 1. CRF Intelligence Analyzer Pipeline: Parsing, Condensation, Analysis, and Presentation

The tool supports four distinct analysis modes, each addressing a different scenario identified in the Background
section: pairwise comparison of two CRF documents, portfolio-level scanning of three or more documents for
cross-study consistency, alignment checking against the CDASH standard, and alignment checking against a source
protocol document. Each mode uses a dedicated system prompt tailored to the specific reasoning task, rather than
a single generic prompt applied uniformly, because the four tasks require materially different forms of judgment
from the underlying model.

PAIRWISE AND PORTFOLIO COMPARISON MODES



The pairwise mode accepts two CRF PDFs and produces a severity-classified gap report, following the workflow
described in the Introduction. The portfolio mode extends this to three or more documents and asks a different
question: rather than a field-by-field diff between two specific documents, the model is instructed to identify
patterns across the entire set, such as a data element captured under inconsistent labels across studies, a field
present in most documents but conspicuously absent from one, or forms consistent enough across the portfolio to
be confidently reused. This distinction matters because a portfolio scan is not simply N pairwise comparisons run in
sequence; it requires the model to reason about the set as a whole.

CDASH ALIGNMENT MODE

The CDASH alignment mode checks a single uploaded CRF against the CDASH standard rather than against another
document. This required a reference dataset describing CDASH domains, variables, and core designations. The
official CDASHIG Metadata Table is distributed by CDISC to members and is not otherwise accessible for automated
retrieval, so an initial version of this reference was constructed from publicly available CDISC documentation
covering a small number of commonly used domains. This initial version was later replaced with reference data
extracted directly from the official CDASHIG v2.3 Metadata Table, covering all 42 published domains and more
than 1,200 variables, once a licensed copy became available. The tool also allows a user to upload an alternate
CDASH reference document, since the standard revises periodically and an organization may need to check against
a specific version.

This mode illustrates a broader design point worth noting for similar tools: building a reference dataset from public
documentation is a reasonable starting point for a proof of concept, but is not a substitute for the authoritative
source when the tool's output will inform real regulatory-facing decisions. The architecture was deliberately
structured so that swapping in the licensed reference required changing only the data file, not any application
logic.

PROTOCOL ALIGNMENT MODE

The protocol alighment mode accepts a protocol document and a CRF document, and checks whether the CRF
captures the endpoints, safety assessments, and Schedule of Assessments items specified in the protocol. Unlike
CDASH alignment, there is no fixed reference structure to check against; the model must first identify what the
protocol requires from unstructured narrative text, then assess whether the CRF satisfies each requirement. This is
the most demanding of the four modes because protocol documents vary widely in structure, length, and how
explicitly they enumerate data collection requirements.

PDF PARSING AND LARGE-DOCUMENT HANDLING

Extracting usable structure from CRF and protocol PDFs proved to be the most operationally difficult part of the
system, more so than the LLM reasoning itself. CRF PDFs are not standardized: some are flat text, some use fillable
AcroForm fields, some rely heavily on tables, and layout conventions vary by EDC vendor and by era. The parsing
layer uses pdfplumber as the primary extraction path, with a PyMuPDF-based fallback for documents where the
primary path returns sparse results, such as PDFs built primarily from fillable form fields rather than flat text.

Two genuine bugs surfaced during development that are worth documenting because they generalize to similar
tools. First, a heuristic for detecting field labels initially assumed a wide whitespace gap between a label and its
corresponding blank or checkbox; several real CRFs render this gap as a single space, which caused the parser to
silently miss most fields until the heuristic was loosened to match a colon followed by a blank, checkbox, or short
value regardless of spacing. Second, an early version of a synthetic test CRF exposed a page-layout bug where a
form's title was drawn below its first field rather than above it, which in turn revealed that the parser's form-
boundary logic assumed titles always precede their fields in reading order — an assumption that held for the real
documents tested but is not guaranteed in general and is called out here as a known limitation.

HANDLING DOCUMENTS BEYOND A SINGLE-REQUEST SIZE

Real protocol and CRF documents can be substantially larger than a synthetic test case suggests. A protocol
document obtained from a public regulatory filing repository ran 137 pages, and its corresponding CRF document



ran 212 pages; combined, their extracted text exceeded 230,000 characters, which is impractical to send in a single
request to an LLM for reasons of cost, latency, and context-window efficiency.

Rather than truncate large documents to their first N pages, which risks silently dropping a Schedule of
Assessments table or safety section that happens to appear later in the document, the tool implements a
condensation step for any document exceeding a length threshold. The document is split into overlapping chunks,
and each chunk is sent to the LLM with instructions to extract only content relevant to endpoints, safety
requirements, Schedule of Assessments entries, and CRF field definitions, discarding narrative background,
pharmacology detail, and administrative boilerplate. The extracted chunks are then concatenated and passed to
the main analysis call. This means every page of a large document is read by the model at some point in the
pipeline, even though only a distilled version reaches the final analysis step. Documents below the threshold skip
this step entirely, so typical CRF-to-CRF comparisons are not affected by the added latency or cost.

This approach trades additional API calls and processing time for completeness. For the 137-page and 212-page
documents described above, this added roughly nine extraction calls ahead of the final analysis call. This is a
genuine cost and latency tradeoff that should be sized deliberately for a given deployment rather than left as an
afterthought.

PROMPT ENGINEERING AND SEVERITY CLASSIFICATION

Each analysis mode uses a dedicated system prompt rather than a single shared prompt with mode-specific
instructions appended. This was a deliberate choice: the four tasks — pairwise diffing, cross-document pattern
detection, standards alignment, and protocol-to-CRF traceability — require different framing of what counts as a
finding, and blending them into one prompt produced noticeably less consistent output during early testing than
separating them.

All four modes share a common three-tier severity taxonomy: critical findings are those with direct bearing on
primary or secondary endpoints, safety data, or regulatory-required fields; high findings involve structural changes,
renamed fields without clear equivalence, or standards-mapping impact; moderate findings cover lower-risk or
cosmetic differences. Holding this taxonomy constant across modes, while varying the domain-specific reasoning
instructions, made the tool's output easier to interpret consistently regardless of which mode produced it.

Each system prompt also instructs the model to output findings as structured JSON rather than free text, which
allows the application layer to render results as filterable, severity-sorted cards and to generate a downloadable
report without additional parsing logic. Every finding is required to include both a factual description of what was
found and a clinical rationale explaining why it matters — for example, not simply that a Serious Adverse Event
field is missing, but that its absence affects expedited regulatory safety reporting obligations. This second element
is what distinguishes the tool's output from a plain text-diff utility, which can report that a field changed but
cannot reason about the clinical or regulatory significance of the change.

SEVERITY CLASSIFICATION IN PRACTICE

Table 1 illustrates the shared severity taxonomy with representative findings drawn from actual tool output. The
taxonomy is applied consistently across all four modes, but the underlying judgment differs by mode: a critical
finding in pairwise comparison mode typically reflects a missing field between two CRF versions, while a critical
finding in protocol alignment mode typically reflects a protocol-specified endpoint or safety assessment that the
CRF does not appear to capture at all. Holding the three-tier scale constant while allowing the underlying
reasoning to vary by mode was a deliberate choice, intended to let a reviewer scanning results across multiple
modes rely on a single, consistent notion of what “critical” means, without needing to learn a different scale for

each mode.
Severity Definition Example Finding
Critical Direct bearing on Missing Serious Adverse Event
primary/secondary endpoints, checkbox on an Adverse Events
form




safety data, or regulatory-
required fields

High Structural change, renamed field Field renamed from “Tumor
without clear equivalence, or Response” to “Overall Response”
standards-mapping impact between CRF versions

Moderate Lower-risk or cosmetic difference | New optional field added to a
unlikely to affect downstream Concomitant Medications form
analysis

Table 1. Severity Classification Taxonomy Applied Across All Four Analysis Modes

In practice, the critical and high categories account for the majority of findings that warrant escalation to a
biostatistician or clinical data management lead, while moderate findings are generally suitable for routine review
during standard CRF sign-off. This distribution is consistent with what an experienced reviewer would expect: most
discrepancies between CRF versions are structural or cosmetic, and only a minority carry direct implications for
endpoint derivation or safety reporting.

DEPLOYMENT

The tool is deployed as a public Streamlit application, using Streamlit Community Cloud, with source code hosted
in a public GitHub repository. Deployment surfaced several practical issues worth recording for anyone deploying a
similar Python-based Al tool.

The most significant issue was a dependency resolution failure caused by pinning exact package versions in the
requirements file. An older pinned version of Streamlit pulled in an old version of Pillow as a transitive
dependency; that version of Pillow had no prebuilt wheel for the Python version running in the deployment
environment and failed to compile from source due to a missing system library. The fix was to relax version pins to
minimume-version constraints rather than exact matches, which allowed the dependency resolver to select current,
prebuilt-wheel-compatible versions. This is a common and easily avoidable failure mode: exact version pins that
were correct at development time can silently become incompatible with a deployment environment's Python
version months later.

A second consideration specific to a public-facing tool with a paid APl dependency is cost exposure. Because the
tool is publicly accessible with no authentication barrier, every analysis run consumes API credits billed to the
developer's account regardless of who initiates it. Two safeguards were implemented: a hard monthly spending
limit configured directly in the API provider's billing console, and a lightweight daily usage counter within the
application itself that disables further analyses once a configurable daily threshold is reached, displaying a clear
message rather than allowing costs to accumulate silently. The billing-level limit is the authoritative safeguard; the
in-application counter is a secondary layer intended to fail gracefully before that limit is reached.

CAST STUDIES

The tool was tested against several real, publicly available document sets rather than synthetic examples alone, to
validate that the parsing and analysis pipeline holds up against the structural variability of real-world CRFs and
protocols.

Case Report Forms from the National Cancer Institute's Human Cancer Models Initiative (HCMI) were used to
validate pairwise and CDASH alignment modes. These are real, government-published CRFs covering lung,
colorectal, and other oncology indications, including genuine biomarker panels (KRAS, EGFR, BRAF, MET, ALK,
ROS1, RET, PD-L1, HER2), staging fields, and treatment history. A comparison between an Enrollment CRF and a
Follow-Up CRF from the same tumor type correctly identified stage-appropriate differences in data collection
without flagging them as gaps, demonstrating that the pairwise comparison logic accounts for legitimately
different content between documents that serve different purposes.



Protocol alignment mode was validated against two real, separately published document pairs from
ClinicalTrials.gov. The first was a completed Phase |l randomized trial (NCT07034820) with a full clinical protocol
and a separately published Case Report Form appendix for the same study, providing a genuine same-study
protocol-to-CRF pairing rather than a synthetic or cross-study approximation. The second was a substantially larger
real-world case: the pivotal Phase 2/3 protocol and interim sample CRF submitted as part of a COVID-19 vaccine
regulatory filing, spanning 137 and 212 pages respectively, which served as the validation case for the large-
document condensation pipeline described earlier.

Figure 2 shows the tool's interface for the pairwise comparison mode, including the mode selector, the About
panel summarizing the four supported scenarios, and the document upload area.
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Figure 2. CRF Intelligence Analyzer Interface, Showing the Four Analysis Modes

Running this comparison on the Lung Enrollment and Follow-Up CRFs produced the result shown in Figure 3: 18
total findings (5 critical, 8 high, 5 moderate), including a critical finding on inconsistent vital status and last-contact
date fields between the two forms, which the tool correctly identified as a risk to overall survival and progression-
free survival derivations.
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Figure 3. Gap Analysis Results for the Lung Enrollment and Follow-Up CRF Comparison

CONSIDERATIONS FOR REGULATED ENVIRONMENTS



The findings produced by this tool are generated by a non-deterministic language model and are intended to
accelerate a first pass of human review, not to replace the judgment of a qualified reviewer. This distinction has
practical implications for how the tool should be positioned in a GxP-adjacent workflow.

1. Human review remains mandatory. Every finding should be confirmed by a qualified clinical data management
or biostatistics reviewer before any action is taken based on it. The tool is positioned as a triage aid that
directs reviewer attention, not as an autonomous decision-maker.

2.  Non-determinism should be documented. Unlike a deterministic text-diff algorithm, repeated runs of the
same document pair may not produce byte-identical output, even if the substantive findings are consistent.
Any validation or qualification exercise for a tool of this kind should account for this property explicitly rather
than assume deterministic reproducibility.

3. Reference data provenance should be traceable. As illustrated by the CDASH alignment mode, the source and
version of any reference standard used for comparison should be clearly disclosed to the user, and ideally
verifiable against the authoritative source rather than a reconstruction.

4. Audit trail and reproducibility. For use in a regulated submission-adjacent context, an organization adopting an
approach like this would need to log the exact model version, prompt version, and input documents
associated with each analysis run, to support later audit or reproduction of a finding.

CONCLUSION

This paper presented the CRF Intelligence Analyzer, an open-source, Al-powered tool that automates four common
CRF review scenarios: pairwise comparison, portfolio-level consistency scanning, CDASH standards alignment, and
protocol-to-CRF traceability. The tool was validated against real, publicly available protocol and CRF documents
rather than synthetic examples alone, including a same-study protocol-CRF pairing and a substantially larger
regulatory-filing-scale document pair that required a dedicated large-document condensation pipeline to process
completely.

The development process surfaced several practical lessons applicable beyond this specific tool: PDF parsing
heuristics that work on synthetic test data can fail silently on real documents in ways that require deliberate
stress-testing to uncover; large real-world documents require an explicit strategy for staying within LLM context
and cost constraints rather than ad hoc truncation; dependency version pinning that is correct at development
time can become incompatible with a deployment environment months later; and reference data built from public
documentation should be clearly distinguished from data sourced from an authoritative, licensed standard when
the tool's output may inform real regulatory-facing decisions.

The tool does not replace the judgment of an experienced clinical data manager or biostatistician. Its intended
contribution is to reduce the mechanical effort of document comparison so that reviewer attention is spent on
interpretation and risk assessment rather than manual field-by-field diffing. The tool is publicly available and
deployed as a live application, allowing readers to apply it directly to their own CRF review tasks.
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