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ABSTRACT

Exploratory data analysis (EDA) remains a manual and iterative stage of the data science lifecycle. This
paper presents PeekaStat, a hierarchical multi-agent framework built on CrewAl that structures early-stage
EDA as a 15-task workflow carried out by four specialized agents: a Manager, Client, Statistician, and
Analyst. The framework profiles analyst-prepared tabular data, evaluates statistical assumptions, adapts
test selection to observed data properties, engineers and ranks features, assesses dimensionality, and
produces a model-ready EDA brief. PeekaStat was evaluated on two public binary-classification
benchmarks: the Pima Indians Diabetes dataset (768 observations, 8 predictors plus a binary outcome)
and the UCI Bank Marketing dataset (45,211 observations, 17 columns). Each dataset was processed twice
using the same pipeline configuration, and the same raw datasets were also evaluated with ydata-profiling
and DataPrep.EDA. Across repeated PeekaStat runs, core statistical findings were highly stable. The
diabetes audit, however, exposed an important distinction between computational output and report fidelity:
both runs recognized that several physiological variables contained implausible zero values, but the
missing-value tool saw zero programmatic nulls and therefore changed no values, even though the final
natural-language reports described the zeros as imputed. Likewise, both diabetes runs converged on the
same five underlying predictors, while the first final report expanded that upstream five-feature
recommendation to eight. In the Bank Marketing case, the strongest predictor and PCA conclusion were
stable, while a prediction-time caveat about call duration appeared explicitly in only one run. These results
support strong analytical reproducibility but show that decision reproducibility and report fidelity are
separate reliability dimensions in agent-based data science systems. Code and evaluation artifacts are
available at https.//github.com/dheerushat/PeekaStat.
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I. INTRODUCTION

Early-stage data analysis remains one of the most time-intensive parts of the data science lifecycle.
Although model training and deployment have become increasingly automated, exploratory data analysis
still depends heavily on manual scripting, iterative inspection, and analyst judgment. The result is not simply
slower analysis; assumption checks, data-quality decisions, and feature-engineering rationale can be
applied inconsistently or documented only after the fact.

This paper introduces PeekaStat, a hierarchical multi-agent framework designed to make that early
analytical work more structured. Given an analyst-prepared dataset, a target variable, and a natural-
language business question, four specialized agents execute a 15-task pipeline covering profiling,
missingness, distribution analysis, statistical assumption testing, group comparisons, correlation, feature
engineering, feature selection, dimensionality assessment, and report generation. Statistical calculations
are performed through registered tools rather than free-form code generation, while the language-model
layer coordinates tasks and interprets results.

The evaluation addresses three questions. RQ1 asks whether a structured, hierarchical multi-agent
framework can conduct a statistically grounded EDA workflow across different tabular problems. RQ2 asks
which outputs remain stable when the same pipeline is repeated and where the generative reasoning layer
introduces variation. RQ3 asks how PeekaStat differs in practice from established AutoEDA tools when all
systems receive the same raw datasets.

The evaluation combines the Pima Indians Diabetes benchmark with the independently documented UCI
Bank Marketing benchmark. The revised analysis also audits tool logs against the final natural-language
reports, making it possible to distinguish a stable computational result from a recommendation that is merely
described as having occurred.



A. THE CHALLENGE

Despite progress in automating modeling and deployment, the exploratory phase of the data science
pipeline remains largely manual and iterative. Data scientists spend substantial time identifying structural
issues such as missing values, schema inconsistencies, distributional violations, feature redundancy, target
leakage, and variables unavailable at prediction time. These issues often force upstream revisions after
initial models have already been built, increasing rework and weakening traceability.

B. THE PEEKASTAT MULTI-AGENT SYSTEM

Large language models have demonstrated strong performance across multi-step reasoning tasks [1]-[3].
PeekaStat applies this capability through a hierarchical multi-agent system built on CrewAl. Rather than
relying on a single generalist agent, it distributes responsibility across four specialists with defined roles
and tool sets that mirror a small analytics team.

C. VARIABLES AND DATA

The revised evaluation uses two public binary-classification benchmarks. The first is the Pima Indians
Diabetes dataset, originally derived from data collected by the U.S. National Institute of Diabetes and
Digestive and Kidney Diseases and described in the early ADAP forecasting study by Smith et al. [20]. The
analyzed file contains 768 observations, eight predictor variables, and the binary Outcome variable; 500
records are Outcome = 0 and 268 are Outcome = 1. The variables are Pregnancies, Glucose,
BloodPressure, SkinThickness, Insulin, BMI, DiabetesPedigreeFunction, and Age. The benchmark is
especially useful for EDA evaluation because the raw file contains no conventional nulls but includes zero
values in several physiological measurements that later peer-reviewed analyses identify as implausible or
inconsistent [21].

The second benchmark is the UCI Bank Marketing dataset, using bank-full.csv with 45,211 observations
and 17 columns. Its target y records whether a client subscribed to a term deposit; 5,289 observations are
positive and 39,922 are negative, for a positive rate of approximately 11.7%. The dataset is maintained by
the UCI Machine Learning Repository and is associated with the peer-reviewed telemarketing study by
Moro, Cortez, and Rita [22], [23]. The two benchmarks therefore differ substantially in domain, size, class
balance, feature types, and the kind of data-quality reasoning they require.

Il. LITERATURE REVIEW
A. FROM SINGLE AGENTS TO STRUCTURED ANALYTICAL SYSTEMS

Research on LLM-based data science increasingly moves away from single prompt-response systems
toward structured multi-agent frameworks. DS-Agent [1] combines an LLM with case-based reasoning,
while AutoML-Agent [2] and Data Interpreter [3] introduce stronger planning, pipeline search, hierarchical
task decomposition, and iterative verification. DeepAnalyze [4] extends the paradigm by training an agentic
model to follow data-grounded analytical trajectories. Together, these studies reflect a shift from using an
LLM only as a code generator toward using it as an orchestrator of multi-stage analysis.

B. PLANNING, DECOMPOSITION, AND VERIFICATION

A central theme across the literature is that data science is too complex for one undifferentiated agent.
AutoML-Agent [2] decomposes the pipeline into subtasks, Data Interpreter [3] models analysis as a
hierarchical task graph, and AutoKaggle [5] separates reading, planning, development, review, and
summarization. Verification is equally important. CellAgent [6], GeneAgent [10], and TabAgent [11]
demonstrate that explicit checking and validation can reduce analytical errors, while LAMBDA [16] uses a
programmer-inspector pattern to improve generated code.

C. TOOL-CENTRIC VERSUS CODE-GENERATING AGENTS

Another design question is whether agents should generate code freely or operate through constrained
analytical tools. CellAtria [7] argues for tool-centric execution because unrestricted code generation can
reduce reproducibility. LITURAt [15] similarly combines planning with controlled tool invocation. Other



systems, including Data Interpreter [3] and LAMBDA [16], allow generated code but compensate through
debugging or inspection loops. For EDA, the trade-off is particularly important: flexibility is useful for
interpretation, but reproducibility benefits from a deterministic execution layer.

D. DOMAIN ADAPTATION AND EMERGING APPLICATIONS

Agentic analysis has been applied across bioinformatics, medical imaging, digital twins, and e-commerce.
BioAgents [9], CASSIA [8], and GeneAgent [10] combine domain reasoning with validation; mAlstro [12]
coordinates agents for radiomics and predictive modeling; Graph-DT-GPT [14] applies multi-agent
reasoning to digital twins; and Insight Agents [13] uses a manager-worker design for business analytics.
These systems demonstrate domain adaptability but also motivate a general-purpose EDA framework that
can operate before a downstream modeling approach has been chosen.

E. AUTOMATED EDA BASELINES

Automated EDA systems provide a non-agentic baseline for PeekaStat. ydata-profiling [18] automatically
summarizes distributions, missingness, associations, imbalance, duplicates, cardinality, and related data-
quality characteristics. DataPrep.EDA [19], introduced at ACM SIGMOD, takes a task-centric approach and
supports distribution, correlation, missingness, normality, and related statistical exploration through a
compact interface. These tools are appropriate comparators because they perform established profiling
and statistical EDA without an agentic layer that carries one decision into the next.

F. GAPS IN THE LITERATURE

Two reliability gaps are especially relevant. First, planning becomes difficult when data-quality findings,
statistical assumptions, and business constraints interact across tasks [2], [3]. Second, correctness is not
only a matter of executing valid code; an agent must faithfully represent the outputs of that code when it
makes later recommendations [7], [10], [11]. The revised PeekaStat evaluation therefore treats report
fidelity - agreement between tool execution and the final natural-language summary - as a separate property
from analytical reproducibility.

lll. METHODOLOGY
A. SYSTEM OVERVIEW

PeekaStat implements a hierarchical multi-agent EDA pipeline built on CrewAl. The system comprises four
specialized agents - Manager, Client, Analyst, and Statistician - and executes 15 sequenced tasks from
business-question registration through a final model-ready feature recommendation. Agents do not execute
arbitrary code; they select from predefined analytical tools registered at runtime.

B. MULTI-AGENT ARCHITECTURE

e Manager (EDA Pipeline Manager): orchestrates the workflow, delegates tasks, synthesizes outputs,
and resolves conflicts; it has no analytical tools of its own.

o Client (Business Stakeholder): frames the analytical question, loads the dataset, identifies the target,
and is intended to surface prediction-time availability concerns.

e Statistician: computes descriptive statistics, tests normality and homogeneity, selects group-
comparison tests, computes correlations, and ranks statistical evidence.

¢ Analyst (Data Analyst): handles missing-data treatment, transformations, encoding, feature selection,
PCA, and final report generation.

C. DYNAMIC TOOL REGISTRATION

All analytical functions are defined in eda_tools.py and partitioned by agent role. This design provides
execution control, role clarity, and extensibility. Let T = {t1, 2, ..., tn} represent the registered tools and Ti
be the subset available to agent ai. At each task, the assigned agent selects a tool from Ti based on the
task description and prior context.



D. FIFTEEN-TASK PIPELINE

The workflow is decomposed into 15 sequenced tasks: (1) business-question registration and data loading;
(2) column classification and target identification; (3) missingness classification; (4) imputation; (5) point
estimates; (6) percentiles and distribution plots; (7) univariate target relationships; (8) normality and
variance checks; (9) group-comparison testing; (10) feature-to-feature correlation; (11) transformations;
(12) categorical encoding; (13) filter-based feature selection; (14) PCA; and (15) final EDA report
generation.

E. HIERARCHICAL EXECUTION AND DELEGATION

PeekaStat runs under CrewAl's hierarchical process. The Manager receives the task list and delegates
each task to the appropriate worker. Workers execute registered tools and return structured outputs that
become context for later tasks. The design is therefore sequential: descriptive and diagnostic findings can
influence later engineering recommendations.

F. HUMAN-IN-THE-LOOP CONTROL

PeekaStat is semi-autonomous. The human operator provides the dataset path, target, business question,
and configuration. The framework then executes the pipeline without further intervention unless an
exception occurs. Human review remains necessary for domain assumptions, leakage controls, and final
model design.

G. EVALUATION DESIGN

The full 15-task pipeline was executed twice on the Pima Indians Diabetes dataset and twice on the UCI
Bank Marketing dataset using the same target, business question, feature-selection setting, PCA threshold,
and agent architecture. The Pima runs were additionally audited at the execution-log level to distinguish
what the tools actually changed from what the final report claimed. For each benchmark, the statistical-
analysis section presents a representative correlation matrix, a PCA explained-variance figure, and a
repeated-run comparison table so that the two experiments can be reviewed using the same structure. The
same unmodified source datasets were then profiled with ydata-profiling and DataPrep.EDA using their
standard report-generation workflows. Reproducibility is evaluated at three levels: analytical reproducibility
(agreement in computed evidence), decision reproducibility (agreement in downstream engineering
choices), and report fidelity (agreement between tool outputs and the final narrative).

IV. INPUT DATA REQUIREMENTS

PeekaStat assumes analyst-prepared tabular data rather than raw transactional source records. Input is
expected as a single CSV or Excel file in tidy form, with one row per unit of analysis, one column per
variable, and a labeled target. Numeric measures should be stored as numeric types and categorical fields
as strings or categories because the pipeline routes variables by dtype. Conventional missing values are
permitted and are handled inside the pipeline; no prior scaling, encoding, or outlier treatment is required.

The diabetes audit reveals an important boundary of this assumption. A value can be semantically missing
without being represented as NaN or None. Consequently, domain-specific sentinel rules - such as
physiologically implausible zeros - should either be supplied as explicit input constraints or implemented as
deterministic validation policies before generic imputation. Prediction-time availability rules should likewise
be treated as auditable inputs rather than left entirely to language-model interpretation.

V. STATISTICAL ANALYSIS
A. PIMA INDIANS DIABETES DATASET

The revised first benchmark contains 768 observations and nine columns, including eight predictors and
the binary Outcome target. The class distribution is 500 negative and 268 positive records. The dataset
was chosen because it is a long-standing public benchmark with published provenance [20] and because
it presents a realistic data-quality challenge: the raw file has no programmatic nulls, yet several
physiological variables contain zeros that are not plausible clinical measurements [21]. In the analyzed



CSV, zero counts were Glucose = 5, BloodPressure = 35, SkinThickness = 227, Insulin = 374, and BMI =
11. Pregnancies also contains zeros, but zero pregnancies is a legitimate value, illustrating why a generic
zero detector is not sufficient.

Both PeekaStat runs initially reported zero conventional missing values. Later descriptive and distribution
reasoning recognized zero inflation and specifically described zeros in Glucose, BloodPressure,
SkinThickness, Insulin, and BMI as likely unrecorded or invalid measurements. However, the missing-data
tool operated only on programmatic nulls. The imputation task therefore completed with zero actual
alterations in both runs. This execution evidence conflicts with the final natural-language reports, which
stated that the implausible zeros had been treated as missing and imputed. The discrepancy is treated as
a report-fidelity failure rather than as successful imputation.

Target relationships were stable. The correlation matrix identified Glucose as the strongest linear
relationship with Outcome (approximately r = 0.47), followed by BMI (about 0.29), Age (about 0.24),
Pregnancies (about 0.22), and DiabetesPedigreeFunction (about 0.17). All numeric features failed the
Shapiro-Wilk normality check in the PeekaStat workflow, and the group-comparison stage used non-
parametric Kruskal-Wallis testing. Glucose, BMI, Age, Pregnancies, Insulin, and DiabetesPedigreeFunction
showed significant between-group differences, while BloodPressure had comparatively weak univariate
separation.
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Figure 1: Representative Pima Indians Diabetes correlation matrix from PeekaStat Run 2.



1. Feature Engineering, Selection, and Dimensionality

The transformation stage showed limited run-to-run variation. Both runs standardized Glucose and BMI and
robust-scaled Age and Pregnancies. The main observed difference was SkinThickness: Run 1 emphasized
robust scaling, whereas Run 2 standardized it. The pipeline also created transformed versions while
retaining the original variables, expanding the working feature matrix from 9 to 17 columns in Run 1 and to
an equivalent engineered representation in Run 2. This distinction matters because 'recommended for
modeling' is not the same as 'physically dropped from the dataframe.’

The feature-selection task was configured identically in both runs with n_features = 5. At the level of distinct
underlying variables, both runs converged on the same five predictors: Glucose, BMI, Age, Pregnancies,
and Insulin. Run 1 preferred Glucose_std, BMI_std, Age_robust, Pregnancies_robust, and Insulin. Run 2
preferred Glucose_std, BMI_std, Age robust, Insulin, and Pregnancies. The ordering and transformed
representation therefore varied slightly, but the selected constructs were reproducible.

PCA was also stable. In both runs, eight components were required to exceed the 95% variance threshold,
explaining 98.45% cumulative variance. Both runs recommended retaining the original or engineered
variables rather than replacing them with principal components because the filter-based five-feature subset
was already compact and interpretable.

PCA — Explained Variance

Cumulative Variance

Components

Figure 2: Pima Indians Diabetes PCA cumulative explained variance. Eight components exceed
the 95% threshold.

2. Reproducibility Across Pima Indians Diabetes Runs

The diabetes experiment reveals a sharper distinction than a simple 8-versus-5 feature comparison. The
upstream feature-selection stage actually returned the same five underlying variables in both executions.
The apparent difference arose in the final reporting layer: Run 1 expanded the model-ready list to eight
variables by reintroducing DiabetesPedigreeFunction, BloodPressure, and SkinThickness, whereas Run 2
remained faithful to the five-feature upstream recommendation. The final report therefore introduced
information that was not part of the selected five-feature set.

Evaluation area Diabetes Run 1 Diabetes Run 2 Assessment

Dataset / target 768 x 9; Outcome 500/268 768 x 9; Outcome 500/268 Identical

Programmatic missing values 0 nulls 0 nulls Identical

Semantic zero issue Recognized during later Recognized during later Stable recognition
reasoning reasoning

Actual imputation Imputation tool ran; 0 values Imputation tool ran; 0 values Identical execution
changed changed

Final-report imputation claim States zeros were imputed States zeros were imputed Not faithful to execution




Evaluation area Diabetes Run 1 Diabetes Run 2 Assessment
Strongest predictors Glucose, BMI, Age Glucose, BMI, Age Stable
Transformation difference SkinThickness robust-scaled SkinThickness standardized Variable decision
Top 5 underlying features Glucose; BMI; Age; Pregnancies; Glucose; BMI; Age; Insulin; Same 5 constructs
Insulin Pregnancies
PCA 8 components; 98.45%; do not 8 components; 98.45%; do not Identical
use PCA use PCA
Final report feature list 8 features 5 features Run 1 report drift

Table I: Reproducibility and report fidelity across the two Pima Indians Diabetes executions.

Table | suggests three reliability layers. Analytical reproducibility was high: the data shape, correlations,
statistical test outcomes, core predictors, and PCA result were stable. Decision reproducibility was also
relatively high because both feature-selection runs converged on the same five underlying variables, with
only representation-level variation. Report fidelity was weaker. The imputation narrative overstated what
the tool executed in both runs, and Run 1's final report expanded the upstream five-feature recommendation
to eight.

B. UCI BANK MARKETING DATASET

The second benchmark used bank-full.csv from the UCI Bank Marketing dataset [22]. The dataset contains
45,211 observations and 17 columns, and the target y records whether a client subscribed to a term deposit.
There are 5,289 positive and 39,922 negative observations. The benchmark differs from the diabetes case
by being substantially larger, more imbalanced, and mixed-type, with demographic, account, contact, and
campaign-history variables.

Both Bank Marketing runs produced the same core statistical picture. No conventional null values were
detected. duration was repeatedly identified as the strongest target-associated variable, and prior-
campaign information such as poutcome_success, pdays, previous, balance, and campaign-related
variables also appeared among the important signals. The numerical feature-to-feature correlation matrix
in Figure 3 shows that most pairwise linear relationships among the original numeric predictors were
modest; the clearest relationship was between pdays and previous (approximately r = 0.45). Because the
target y is categorical, it is not included in this Pearson matrix and its relationship with predictors was
evaluated separately by the target-association and feature-selection stages.

One run explicitly raised a prediction-time concern around duration. The length of a call is unknown before
the call occurs, so it cannot be used for realistic pre-call targeting. The UCI documentation makes the same
practical point [22]. The warning did not appear explicitly in the second final report, providing a Bank
Marketing example of interpretive variability even when the statistical ranking itself remained stable.
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Figure 3: Representative UCI Bank Marketing numerical-feature correlation matrix from a
PeekaStat execution.

1. Feature Engineering, Selection, and Dimensionality

The Bank Marketing engineering stage followed the same sequence used for the diabetes benchmark but
adapted to a larger mixed-type feature space. Skewed numerical variables were handled with robust scaling
or related transformations, while categorical variables such as job, education, contact type, month, and
previous campaign outcome were converted through one-hot encoding. Across the repeated runs, duration
remained the dominant predictor and previous-campaign information - especially poutcome_success,
pdays, and previous - remained prominent, with balance and campaign-related variables also recurring in
the recommended feature set.

The correlation and selection results illustrate why feature importance cannot be inferred from the numeric
correlation matrix alone. For example, duration has little correlation with the other numeric predictors in
Figure 3, yet it was repeatedly the strongest variable with respect to the subscription target. This separation
between feature-to-feature redundancy and feature-to-target importance is preserved in PeekaStat by
using distinct analytical tasks for the two questions.

PCA produced a stable dimensionality conclusion across the Bank Marketing runs. Approximately 34
components were required to reach the 95% cumulative explained-variance threshold (Figure 4), with Run
2 reporting 95.7% at 34 components. Because the encoded feature space remained information-rich across
many dimensions, both runs recommended retaining the interpretable filtered features rather than replacing
them with principal components. This differs in scale from the eight-component diabetes result but leads to
the same model-design recommendation: preserve meaningful original or engineered variables when the
dimensionality reduction is not sufficient to justify the loss of interpretability.
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Figure 4: UCI Bank Marketing PCA cumulative explained variance. Approximately 34 components
are required to reach the 95% threshold.

2. Reproducibility Across Bank Marketing Runs

Evaluation area Bank Run 1 Bank Run 2 Assessment
Dataset size 45,211 x 17 45,211 x 17 Identical
Missing values None detected None detected Identical
Strongest predictor duration duration Stable
Prior-campaign signal poutcome_success, pdays, Same core variables Stable

previous important
Outlier handling Robust scaling / transforms Robust scaling / transforms Stable
Categorical processing One-hot encoding One-hot encoding Identical approach
PCA requirement About 34 components for ~95% 34 components for 95.7% Stable
PCA recommendation Do not use PCA Do not use PCA Identical conclusion
duration availability caveat Explicitly flagged Not explicit in final report Variable interpretation

Table II: Reproducibility across the two UCI Bank Marketing executions.

The Bank Marketing runs were more consistent than the diabetes runs at the final-report level. The main
difference was not the selected statistical signal but whether the business-context availability constraint on
duration was repeated in the final narrative. This reinforces the distinction between stable statistical
computation and variable language-model emphasis.

C. COMPARISON WITH EXISTING AUTOEDA TOOLS

PeekaStat was compared with ydata-profiling [18] and DataPrep.EDA [19]. These baselines were selected
because they represent two established approaches to automated EDA rather than because they perform
the same role as PeekaStat. ydata-profiling provides broad automated profiling and alerts, whereas
DataPrep.EDA emphasizes task-oriented statistical exploration. The comparison is therefore scoped to the
default report workflows that were actually executed.

For fairness, all three systems received the same unmodified source files. The comparison asks two
separate questions: whether the systems agree on foundational properties of the data, and whether they
convert those properties into downstream preparation or modeling recommendations.

Capability ydata-profiling DataPrep.EDA PeekaStat

Descriptive profiling Yes Yes Yes




Capability ydata-profiling DataPrep.EDA PeekaStat
Missingness analysis Yes Yes Yes
Distribution / skewness Yes Yes Yes
Correlation / association Yes Yes Yes
Formal normality assessment Not surfaced in evaluated default Yes Yes
report
Business-question grounding No No Yes
Adaptive test selection No No Yes
Automatic treatment / encoding No No Yes, when executable conditions
are met
Feature selection / PCA decision No No Yes
Sequential use of prior findings No No Yes
Prediction-time reasoning No No Observed, but variable
Model-ready recommendation No No Yes

Table llI: Capability comparison for the configurations evaluated in this study.

On the Pima dataset, both ydata-profiling and DataPrep.EDA reported zero conventional missing cells,
matching the raw dataframe. ydata-profiling raised zero-value alerts for BloodPressure, SkinThickness,
Insulin, BMI, and also Pregnancies; it recorded the five Glucose zeros in the variable statistics but did not
surface them as a top-level zero alert in the generated report. DataPrep.EDA likewise reported zero missing
cells, highlighted zero-heavy variables, formal non-normality for several features, and outlier counts.
Neither default baseline report converted those zero observations into a domain-specific missingness

action.

PeekaStat added a reasoning layer that recognized the semantic problem more explicitly, but the audit
shows that this recognition did not propagate into execution because the imputation tool still operated on
NaN/null values only. The result is an important qualification to the framework's claimed sequentiality: a
downstream decision is only as reliable as the interface between natural-language reasoning and the

deterministic tool state.

Diabetes finding

ydata-profiling

DataPrep.EDA

PeekaStat

Conventional missingness

0 missing cells

0 missing cells

0 programmatic nulls

Zero-value issue

Generic zero alerts; no domain
treatment

Zero alerts / distribution
diagnostics

Recognized as clinically
implausible in reasoning

Execution after zero detection

Profile only

EDA report only

Imputation tool made 0 changes
because zeros were not
converted to nulls

Target relationships

Glucose strongest; BMI/Age next

Correlation and distribution
diagnostics support same broad
signal

Glucose strongest; BMI/Age next
in both runs

Normality / outliers

Profiling diagnostics

Formal normality and outlier
diagnostics

Normality checks inform non-
parametric testing

Feature selection

Not a default model-ready output

Not a default model-ready output

Same 5 underlying variables in
both runs

PCA decision

No model-level recommendation

No model-level recommendation

8 components = 98.45%; retain
original/selected features

Report fidelity

Profile reflects computed statistics

Report reflects computed
diagnostics

Two mismatches observed:
imputation claim and Run 1 final
feature expansion

Table IV: Empirical comparison on

the Pima Indians Diabetes dataset.

(~0.364)

diagnostic evidence

Bank finding ydata-profiling DataPrep.EDA PeekaStat
Missingness 0 conventional nulls 0 conventional nulls 0 conventional nulls
duration Strongest target association Right-skewed / non-normal Ranked first; prediction-time

caveat in one run
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Bank finding ydata-profiling DataPrep.EDA PeekaStat
previous / pdays Extreme skew / strong campaign- Non-normality and extreme skew Prior-campaign variables
history associations highlighted repeatedly retained as important
Categorical structure Profiles categories and Task-oriented category One-hot encoding in pipeline
imbalances diagnostics
Dimensionality No model-level PCA No model-level PCA ~34 components for ~95%; do not
recommendation recommendation use PCA
Final output Profiling report Statistical EDA report Feature engineering + selection +
PCA + business-oriented model-
ready brief

Table V: Empirical comparison on the UCI Bank Marketing dataset.

Tables IllI-V show substantial agreement at the profiling stage. Across both datasets, the three systems
recovered the main data characteristics and many of the same important relationships. The distinction
appears after detection. ydata-profiling organizes properties into a profile, DataPrep.EDA adds richer
statistical diagnostics, and PeekaStat attempts to connect findings to a downstream decision sequence.
The Pima audit shows why that additional decision layer must itself be validated: reasoning can identify a
problem without changing the tool state, and the final narrative can overstate what actually happened.

VI. INTERPRETATION OF RESULTS
A. ADDRESSING THE RESEARCH QUESTIONS

The revised evaluation provides a more qualified answer to the research questions. For RQ1, the same 15-
task architecture operated on two structurally different public benchmarks without dataset-specific changes
to the agent architecture. For RQ2, repeated runs show strong analytical reproducibility, mostly stable
engineering decisions, and weaker report fidelity at specific handoffs between tool outputs and final
narrative. For RQ3, PeekaStat agrees with established AutoEDA tools on foundational data properties but
differs in attempting to carry those findings into explicit downstream actions.

B. ANALYTICAL COMPLETENESS AND EXECUTION GROUNDING

The strongest evidence for analytical completeness is continuity between tasks. In the diabetes case,
distribution analysis recognized zero inflation, statistical assumptions drove non-parametric group testing,
and filter-based ranking converged on a compact set of underlying predictors. In the Bank Marketing case,
the dominant signal duration was evaluated not only statistically but also in relation to prediction-time
availability. However, the Pima missingness audit exposes a critical condition: continuity in prose is not
sufficient. A reasoning step that says 'treat zeros as missing' must be connected to a deterministic data
transformation before an imputation tool can act on it.

C. ADAPTIVE STATISTICAL DECISION-MAKING

Adaptive statistical decision-making remains a strength of the framework. The Pima runs encountered non-
normal numeric variables and therefore emphasized rank-based group comparisons rather than applying
ANOVA mechanically. The Bank Marketing runs encountered a larger mixed-type dataset with strong skew,
categorical variables, and structural campaign-history patterns while using the same fixed task sequence.
These examples show that the framework can adapt within a constrained tool registry.

D. ANALYTICAL REPRODUCIBILITY, DECISION REPRODUCIBILITY, AND REPORT
FIDELITY

The revised experiments support a three-layer view of reliability. Analytical reproducibility concerns whether
repeated executions recover the same data properties and statistical evidence. Decision reproducibility
concerns whether the system converts that evidence into the same engineering choices. Report fidelity
concerns whether the final natural-language brief accurately represents what the tools executed. PeekaStat
performed strongly on the first layer in both datasets. The second layer was mostly stable, with
transformation-level variation in the diabetes runs and a variable duration caveat in the bank runs. The third
layer exposed two concrete issues in the diabetes experiment: a claim that semantic zeros had been
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imputed when no values were changed, and a Run 1 final feature list that expanded beyond the upstream
five-feature recommendation.

This distinction changes how agent-based data science systems should be evaluated. Two final reports
can look plausible while differing in their relationship to the underlying execution trace. Conversely, an
apparently different recommendation may not reflect a different analytical result at all. The audit therefore
suggests that reproducibility studies should retain both structured tool outputs and final narrative artifacts.

E. COMPARISON WITH ESTABLISHED AUTOEDA BASELINES

The baseline comparison narrows PeekaStat's contribution. ydata-profiling and DataPrep.EDA already
provide capable descriptive and statistical exploration. PeekaStat should not be presented as replacing
them. Its distinguishing objective is the sequential decision layer: missingness should lead to treatment,
assumption checks should affect test selection, skewness should influence transformations, selected
features should inform dimensionality decisions, and business constraints should influence the final
modeling brief. The Pima audit demonstrates both the promise and the current failure mode of that design:
the reasoning layer can add domain interpretation, but additional safeguards are needed to ensure that
interpretation is executed and faithfully reported.

VII. CONCLUSION AND DISCUSSION
A. SUMMARY OF FINDINGS

This paper presented PeekaStat, a hierarchical multi-agent framework for structuring early-stage
exploratory analysis. The revised evaluation used two credible public binary-classification benchmarks, four
PeekaStat runs, and two established AutoEDA baselines. Four findings are supported. First, the same 15-
task architecture operated on both the Pima Indians Diabetes and UCI Bank Marketing datasets without
dataset-specific changes to the agent design. Second, the computational statistical layer was highly stable
across repeated runs. Third, the model-ready decision layer was mostly reproducible: the two diabetes runs
selected the same five underlying variables and both bank runs reached the same PCA conclusion, while
some transformation and caveat wording varied. Fourth, report fidelity emerged as an independent reliability
concern: the diabetes reports described imputation that did not occur, and one report expanded an
upstream five-feature selection to eight.

B. PRACTICAL IMPLICATIONS

The practical value of PeekaStat is most plausible as a repeatable first-pass analytical workflow with an
auditable record of statistical outputs and engineering rationale. The framework can reduce routine
procedural work before modeling, but the results do not justify removing human review. Domain-specific
missingness, feature availability, and final model-design decisions still require explicit validation.

A useful deployment pattern is augmentation rather than substitution. Less experienced analysts can use
the pipeline to ensure common checks are not skipped, while experienced data scientists can review
structured outputs, confirm domain assumptions, and focus on model specification and validation. For high-
stakes domains such as health, the Pima experiment should be interpreted only as a benchmark of
analytical workflow behavior, not as evidence that PeekaStat is ready for clinical diagnosis or deployment.

C. RECOMMENDATIONS

Agent-based EDA systems should store tool outputs separately from LLM-generated interpretations and
automatically verify that final claims are grounded in execution. Semantic data-quality rules should be
represented as deterministic transformations or explicit policies. For example, a rule identifying implausible
physiological zeros should convert the specified fields to missing values before imputation and should
exclude legitimate zeros such as Pregnancies = 0. Similarly, prediction-time availability constraints such as
call duration should be supplied as first-class metadata rather than depending on whether an LLM
remembers to mention them.
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D. LIMITATIONS

The evaluation remains limited in several ways. Only two datasets were used, and both are binary-
classification benchmarks; the results therefore do not establish performance for regression, multi-class
classification, time-series data, or high-dimensional scientific data. Each PeekaStat condition was repeated
only twice, which is sufficient to reveal inconsistency but not to estimate its frequency. The AutoEDA
comparison used default report configurations and focused on analytical scope rather than execution time,
usability, or downstream model accuracy. No controlled human-analyst baseline was conducted.

The Pima Indians Diabetes dataset also has important population and data-quality limitations. It represents
a specific female Pima Indian population and contains encoded zero values that complicate naive
interpretation. Findings about predictor importance in this benchmark should not be generalized to broader
populations or treated as clinical guidance. Finally, the execution audit was performed in detail for the
diabetes runs; future work should apply the same trace-level audit systematically across every benchmark.

E. FUTURE WORK

Future work should expand the benchmark suite to regression, multi-class, time-series, and higher-
dimensional datasets and repeat each condition enough times to estimate analytical, decision, and report-
fidelity error rates. Critical rules should be moved into deterministic policy checks, and the final report
generator should validate every action claim against the structured execution log. Additional work should
evaluate model/version sensitivity, token and execution cost, and whether parallel task execution can
reduce runtime without weakening traceability. A controlled human baseline could measure completion
time, diagnostic coverage, and decision correctness rather than inferring efficiency from automation alone.
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