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ABSTRACT 

SAS macros are often introduced to reduce repetitive code, but their greatest value comes from building 
reusable, auditable, and scalable programming workflows. This paper presents a practical approach to 
using the SAS macro facility to automate clinical and healthcare reporting tasks, with examples drawn 
from real-world statistical programming and biostatistics workflows. The presentation begins with a brief 
review of macro variables, macro parameters, macro debugging options, and reusable macro design. It 
then demonstrates how automatic macro variables generated by SAS, SAS Enterprise Guide, and related 
execution environments can be used to detect project context, initialize libraries, standardize folder 
structures, and reduce hard-coded paths. Special attention is given to project startup automation, 
including Enterprise Guide autoexec-style workflows and portable strategies for SAS Studio and SAS Viya. 

The paper also demonstrates how to use ODS TRACE ON to discover procedure output object names and 
ODS OUTPUT to capture selected results into SAS data sets. These outputs can then be wrapped into 
custom macro functions to produce reusable clinical summary tables, including frequency summaries, chi-
square and Fisher exact test results, t-test outputs, Wilcoxon summaries, and Table 1-style reporting 
structures. The presentation concludes with recommendations for macro validation, documentation, 
portability, and responsible use of AI to support macro development, code review, and teaching. 
Attendees will leave with a framework for moving from individual SAS programs toward reusable macro-
powered reporting systems. 

INTRODUCTION 

Clinical and healthcare SAS programming often begins with a reasonable one-off program: run a 
procedure, copy statistics, format a row, and repeat for the next variable. The individual program is not 
wrong. The problem is that repetition multiplies the opportunities for inconsistent options, transcription 
errors, hard-coded paths, and undocumented decisions. A macro-powered workflow moves repeated 
decision logic into one interface, exposes the parameters that are meant to change, and leaves a log that 
shows the SAS code the macro generated. 

This paper is organized around a progression: CONTEXT → DISCOVER → CAPTURE → TRANSFORM → 
AUTOMATE → SCALE → VALIDATE. The examples are drawn from a macro library developed over several 
years for biostatistical reporting at a pediatric research center: project kickstart logic, metadata 
extraction, a list iterator, categorical frequency and association-test macros, a t-test summary macro, and 
a Wilcoxon summary macro. 

  



1. MACRO PROGRAMS ARE CODE GENERATORS 

The macro processor resolves macro variables and macro logic before the generated SAS statements are 
compiled and executed. This separation is the central mental model for debugging a macro. When a macro 
call misbehaves, ask two different questions in order: (1) did the macro processor generate the SAS code 
you intended, and (2) is that generated SAS code valid for the current data and procedure? Almost every 
macro debugging session is really two shorter, more specific debugging sessions in disguise, and conflating 
them wastes time. 

Keyword parameters make a macro's interface self-documenting and reduce errors as a macro 
accumulates options over time – every macro in the accompanying package uses dsn=, var=, and 
comparevar= rather than positional parameters, specifically so a call reads correctly without opening the 
macro source. Internal working macro variables should be declared %LOCAL so that one macro call cannot 
silently alter the state of an unrelated part of the session; Section 11 shows what happens in practice 
when that discipline is skipped. 

Debugging the Generated Program 

SAS documents MPRINT, MLOGIC, and SYMBOLGEN as the three core macro-debugging options. MPRINT 
shows the generated SAS statements, MLOGIC shows which macro branches executed, and SYMBOLGEN 
shows what macro variables resolved to. Turn them on deliberately while building or diagnosing a macro, 
then turn them back off – more log is not automatically more auditability, and a 40,000-line log from a 
production run with all three left on is its own kind of validation problem. 

%macro demo_freq(dsn=, var=, group=); 
  proc freq data=&dsn; 
    tables &var*&group / chisq; 
  run; 
%mend demo_freq; 
  
options mprint mlogic symbolgen; 
%demo_freq(dsn=work.nutristudy, var=growth_response, group=arm); 
options nomprint nomlogic nosymbolgen; 

2. AUTOMATIC MACRO VARIABLES: PORTABLE CORE VERSUS CLIENT CONTEXT 

Automatic macro variables are read-only or system-maintained values that describe the current SAS 
session. Core SYS* values are the most portable starting point because they belong to the SAS macro 
facility itself, not to a particular desktop project file. Client applications – Enterprise Guide chief among 
them – add their own global macro variables on top of that core set. The design rule that follows is simple: 
discover what the current session provides, and test whether a client-specific variable exists before 
referencing it. 

Purpose Examples Teaching point 

Core SAS session 
SYSUSERID, SYSVLONG, SYSSCP, 
SYSPROCESSMODE, SYSJOBID 

Prefer these for portable diagnostics and 
session metadata across any client. 

Enterprise Guide 
context 

_CLIENTAPP, _CLIENTPROJECTPATH, 
_CLIENTPROJECTNAME 

Useful for EG project automation; never 
assume they exist elsewhere. 



Purpose Examples Teaching point 

Program/client file 
context 

_SASPROGRAMFILE, when supplied by the 
client 

Availability depends entirely on how and 
where the program is stored and submitted. 

Environment variable 
SAS_EXECFILEPATH in applicable Base SAS 
environments 

Meaningful for a saved-and-submitted .sas 
file, mainly on Windows; see Section 3. 

 

A practical discovery technique is %PUT _AUTOMATIC_; to list every automatic macro variable in the 
current session. In Enterprise Guide, the Macro Variable Viewer provides an equivalent GUI view. The 
workshop deliberately favors observation over assumption: attendees run the discovery code themselves 
and compare what their own SAS session supplies, rather than being handed a table to memorize. 

%macro show_client_context; 
  %if %symexist(_CLIENTPROJECTPATH) %then 
    %put NOTE: EG project=&_CLIENTPROJECTPATH; 
  %else 
    %put NOTE: _CLIENTPROJECTPATH is not defined in this session.; 
%mend show_client_context; 
%show_client_context; 

3. PROJECT STARTUP AUTOMATION 

Startup automation should establish a reproducible context before analysis begins, and it is the piece of 
the abstract's promise that is easiest to shortchange in a hands-on package, because path-dependent 
code is genuinely risky to run live in a room full of different SAS clients. This paper gives it full treatment 
anyway, because the underlying macro is one of the more broadly reusable pieces of the library: 
KICKSTART sanitizes a project folder name into a valid libref using a regular-expression substitution, 
creates a standard set of project subfolders with DCREATE(), and assigns a permanent project library, all 
from nothing but the path to the currently running program. 

The original implementation detected that path with two alternative %LET statements – one reading the 
Enterprise Guide client variable _ClientProjectPath, one reading the SAS_EXECFILEPATH environment 
variable for a saved Base SAS program – and asked the programmer to manually comment out whichever 
one did not apply, and to remember to reverse that edit when moving the program between 
environments. That manual toggle is itself a portability bug waiting to happen; it works perfectly until 
someone forgets which line is active or copies the file into a new environment without re-checking it. 

The corrected edition replaces the toggle with one macro, %GET_PROJECT_ROOT, that tries Enterprise 
Guide's client variable first, then SAS_EXECFILEPATH, and only asks for a manual PROJROOT= value if 
neither is available – which is the normal, expected situation on SAS Studio and SAS Viya, where code is 
frequently submitted cell-by-cell rather than as one saved file, so there is no single automatic macro 
variable that reliably means “the path of the program currently running.” Being explicit about that 
platform difference is more honest, and more useful to attendees, than implying a universal autodetection 
is always possible. 

  



Before (manual toggle) - the programmer must comment out one line and remember to reverse it later: 

%let file_dir = %sysfunc(dequote(&_ClientProjectPath)); 
* the next line has to be uncommented by hand outside Enterprise Guide * 
*%let file_dir = %sysget(SAS_ExecFilePath); 

After (automatic, in priority order) - one call, no manual editing: 

%get_project_root; 
* tries _ClientProjectPath, then SAS_EXECFILEPATH, 
  then asks for projroot= only if neither exists * 

 

The second portability fix is smaller but just as real: every hard-coded backslash in the original KICKSTART, 
EXPORTER, and ODSEXCEL macros is replaced with &slash., a macro variable that %GET_PROJECT_ROOT 
sets from the SYSSCP automatic macro variable. The macro logic itself – folder sanitization, DCREATE, 
LIBNAME – is unchanged from the production version; only the path mechanics are now portable. The full 
corrected macros are in Student_Files/02_startup_portability_reference.sas in the accompanying 
package, and are discussed conceptually, not executed. 

Equivalent Startup Concepts in SAS Studio and SAS Viya 

SAS Studio provides an autoexec file that runs when a session connects to the SAS server; SAS 
documentation gives library assignment as a direct example use of that file. In SAS Viya, Compute Server 
sessions run under a compute context, and a compute context can itself carry SAS options and autoexec 
statements, typically managed by an administrator rather than an individual programmer. The startup 
objective – a stable project root, a predictable library, diagnostics turned on deliberately – is identical 
across all four environments; only the mechanism and the underlying file system differ. 

Environment Startup mechanism What stays the same 

Base SAS autoexec.sas and/or a first run kickstart program 
%LET, LIBNAME, OPTIONS, %INCLUDE, 
the macro facility 

SAS Enterprise Guide 
Autoexec process flow plus EG client macro 
variables 

Same SAS code, plus EG project 
context 

SAS Studio Options > Autoexec file, or a server-level autoexec 
Same SAS statements; paths are 
typically server-side 

SAS Viya 
Compute Context autoexec, administrator-
managed 

Same macro language; Viya 
permissions and context differ 

4. METADATA MAKES MACROS DATA-AWARE 

Hard-coded labels and variable lists are another source of maintenance burden: every time a dataset 
changes, every macro that references it by a literal list of names and labels has to change with it. 
DICTIONARY.COLUMNS exposes column metadata – name, type, length, format, and label – as an ordinary 
queryable table. The VARINFO macro queries that metadata once per dataset and creates a small WORK 
table that every downstream reporting macro reuses to attach a display label, falling back to the variable 
name itself when no label exists. 



Metadata-driven code separates what the program knows from what the dataset knows. That distinction 
becomes important quickly once one macro is expected to run over dozens of variables: the alternative is 
a parallel, hand-maintained list of labels that inevitably drifts out of sync with the dataset it describes. 

5. ODS TRACE: ASK SAS WHAT A PROCEDURE PRODUCED 

ODS is the bridge between the procedure results a person reads and the data objects a program can 
manipulate. The first step is discovery, not memorization. ODS TRACE ON writes the name, label, 
template, and path of every output object to the log as the procedure runs. SAS documentation 
recommends exactly this workflow for finding the object names used by ODS OUTPUT. 

ods trace on; 
proc freq data=work.nutristudy; 
  tables growth_response*arm / chisq fisher; 
run; 
ods trace off; 

For this PROC FREQ request, the useful objects are CrossTabFreqs, ChiSq, and FishersExact. The principle 
matters more than these three names: do not build production code from a remembered object name 
when ODS TRACE can show you the exact object SAS produced for the exact procedure options you ran. 
Change the TABLES statement or add an option, and the set of available objects can change with it. 

6. ODS OUTPUT: TURN RESULTS INTO DATA 

Once the object names are known, ODS OUTPUT routes the selected objects into ordinary SAS datasets. 
At that point the results stop being an endpoint and become an intermediate dataset in a reporting 
pipeline: they can be filtered, joined to metadata, transposed, formatted, appended across variables, 
validated, and exported, using exactly the same DATA step and PROC SQL tools already familiar from every 
other part of the job. 

ods output CrossTabFreqs=work.xtab 
           ChiSq=work.chisq 
           FishersExact=work.fisher; 
proc freq data=work.nutristudy; 
  tables growth_response*arm / chisq fisher; 
run; 
ods output close; 

This is the central transformation the rest of the paper builds on. Everything from Section 7 onward is 
really just “what you can do once procedure output is a dataset,” applied to progressively more complete 
reporting problems. 

7. FROM CAPTURED OUTPUT TO A REUSABLE CATEGORICAL REPORTING MACRO 

ChiSqFisher extends the capture pattern from Section 6 into a complete Table 1-style categorical reporting 
workflow with seven responsibilities: validate that both variables have at least two non-missing levels, 
capture CrossTabFreqs and NLevels, transform counts into “n (xx.xx%)” strings with an explicit Missing 
row when needed, reshape group levels into columns with PROC TRANSPOSE, attach the variable's display 
label from VARINFO, choose between a chi-square and a Fisher's Exact p-value, and append the finished 
row to WORK.FINAL_DATA. In the live session this architecture is taught at the level of those seven 
responsibilities, not by reading a 300-line macro from top to bottom. 



Choosing Chi-Square versus Fisher's Exact 

The same macro demonstrates why ODS capture is useful for branching logic, not just reporting. PROC 
FREQ is first run with CHISQ WARN=OUTPUT; the resulting ChiSq object carries a WARNING indicator 
whenever expected cell counts are small. ChiSqFisher reduces that indicator to a single flag and, when it 
is set, captures the two-sided Fisher's Exact p-value from the FishersExact object instead of the Pearson 
chi-square result. 

The workshop's synthetic dataset, WORK.NUTRISTUDY, is built so this branch is not left to chance. It has 
180 synthetic children, 90 per study arm. GROWTH_RESPONSE and GI_AE are randomized with a real arm 
effect, but at n=90 per arm every plausible random draw keeps expected cell counts comfortably above 
5, so both endpoints reliably route to the ordinary chi-square branch. RARE_AE is assigned 
deterministically – exactly six events, four in the control arm and two in the fortified-formula arm – which 
gives an expected count under independence of (90×6)/180 = 3 in each arm, safely below the conventional 
threshold of 5. That arithmetic is verified by hand rather than left to a hopeful comment, specifically 
because a live Fisher's-Exact demonstration that silently fails to trigger is one of the most common ways 
this kind of session goes off script. 

The macro also checks for degenerate variables with fewer than two non-missing levels and returns a 
missing p-value rather than letting downstream code fail unpredictably. That fail-soft validation matters 
most exactly when a macro is about to be scaled across many endpoints with an iterator, which is where 
Section 9 picks up. 

8. CONTINUOUS VARIABLES: THE SAME PATTERN, DIFFERENT PROCEDURES 

The continuous-variable macros follow the identical architecture with different procedures underneath. 
TTEST obtains group-level N, NMISS, mean, and standard deviation from the Summary object produced 
by PROC MEANS, then captures the TTests and Equality objects from PROC TTEST to choose between the 
pooled and Satterthwaite p-values. MEDIAN_WILCOXON captures medians and quartiles from PROC 
MEANS and the WilcoxonTest object from PROC NPAR1WAY. Both reshape their group-level statistics with 
PROC TRANSPOSE and attach a metadata label exactly the way the categorical macros do. 

Statistical method selection belongs to the statistical analysis plan, not to the macro. TTEST demonstrates 
how an ODS-captured F-test can drive branching between pooled and Satterthwaite variance 
assumptions, but in regulated work the inferential method should be prespecified rather than changed 
because a preliminary, data-dependent test crossed a threshold. The automation layer's job is to 
implement the approved analysis correctly and consistently – not to select it. 

9. SCALE WITH AN ITERATOR, NOT COPY/PASTE 

Once a reporting macro has a stable, validated interface, iteration becomes a separate concern from 
analysis. ITERATOR accepts a variable list, a target macro name, and an optional keyword-argument prefix; 
it scans the list and generates one call to the target macro per token, accepting space- or comma-delimited 
lists so a variable list built by PROC SQL needs no reformatting. This pattern extends the author's earlier 
published work on self-modifying and generalized macro loops (Akmyradov, 2022; Akmyradov, 2024). 

%let categorical=growth_response gi_ae rare_ae sex; 
%iterator(&categorical,ChiSqFisher,args=var=); 



The architectural idea that matters is separation of responsibilities: ChiSqFisher validates and analyzes 
one variable well; ITERATOR decides how many times to call it. That separation is what makes both pieces 
easy to test independently, and it is why adding one more variable to a project's reporting scope is a one-
line, low-risk change rather than a newly copy-pasted PROC FREQ block that needs its own review. 

10. VALIDATION AND AUDITABILITY 

Automation does not eliminate validation; it concentrates validation into fewer, more important places. 
A macro that will be reused across dozens of variables deserves explicit edge-case tests, not a single 
successful run. At minimum, test valid nominal input, missing values, an all-missing variable, a one-level 
variable, sparse tables, both character and numeric group variables, unexpected labels, an empty input 
dataset, and invalid parameter values. Preserve the log and the expected-output evidence for the specific 
version of the macro you intend to reuse, not just the version that happened to be open when the test 
passed. 

• Keep working macro variables local unless a global value is an intentional part of the interface. 

• Use MPRINT/MLOGIC/SYMBOLGEN to validate generated code and branching logic before trusting 
it. 

• Check dataset existence and variable eligibility before invoking a statistical procedure, not after it 
errors. 

• Treat ODS object schemas as dependencies: discover them with ODS TRACE, and regression-test the 
specific fields you depend on. 

• Make cleanup explicit, and make it unconditional, so stale WORK datasets or lingering ODS state 
from one call cannot masquerade as output from the next. 

• For regulated analyses, implement the SAP-defined method exactly, and preserve independent QC 
evidence separate from the macro's own log. 

11. RESPONSIBLE AI AS A PROGRAMMING ASSISTANT 

AI is useful across the macro-development lifecycle when it is treated as an assistant rather than as 
validation evidence. High-value uses include explaining unfamiliar macro code, generating edge-case test 
matrices, classifying log messages, drafting documentation, and reviewing code for hard-coded paths, 
accidental global state, or ODS state that changes but is never restored. A particularly useful prompt asks 
the model to map only the ODS objects that appear in an ODS TRACE log, which reduces the temptation 
to hallucinate a plausible-looking object name that was never produced. 

In healthcare and pharmaceutical work, do not send protected health information, confidential subject-
level data, credentials, or proprietary source code to an AI system that has not been approved for that 
content. Generated or reviewed code remains unvalidated until it is independently reviewed and tested 
in your own environment. 

CONCLUSION 

The most useful SAS macro systems are not collections of clever substitutions; they are small reporting 
architectures. Automatic macro variables establish context, startup automation creates a predictable 
workspace, DICTIONARY tables supply metadata, ODS TRACE reveals the procedure output objects 
available to capture, ODS OUTPUT turns those objects into data, reporting macros transform that data 



into reusable rows, an iterator scales the validated interface across a variable list, and explicit, 
unconditional validation keeps the whole workflow auditable. 
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