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Letting an Al agent write and run
SAS-compatible code in Jenner

The language is reachable over an API, an MCP server, and a local binary. So
the agent can write a program, run it, read the log, and fix itself — without a
human in the loop.
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RECAP

Where Demo 1 left off

We took a set of existing SAS programs — DATA step, macro
facility, a broad range of procedures — and ran them largely
unmodified on an independent engine, on Linux, Windows, macOS
and the web.

That demo asked: can the engine run your code?

Today the engine is no longer the subject. It is the thing
something else is holding. This demo asks: what happens when
the author isn't a person?



THE SHIFT

Agentic Analytics

Suggestion Execution
A model proposes a program. A human reads it, runs it, The agent runs the program itself and reads the log it
interprets the log, and decides what was wrong. The produced. Correctness stops being an opinion and

model never learns it was wrong. becomes an observation.



ARCHITECTURE

Three ways an agent reaches the engine

Same language, same procedures, same log. What differs is where the code runs and where the
data has to be.

Public API

Submit a program over HTTP, get back
the log, the listing and the data.
Anything that can make a request can
run SAS.

stateless - scriptable

MCP server

The engine as a declared tool. The
assistant discovers what it can do and
calls it directly — no glue code, no
wrapper to maintain.

native to the agent

Local binary

The agent invokes the engine on the
machine the data already sits on.
Nothing leaves the building — no

upload, no transfer.

data stays put




THE MECHANISM

The loop we are about to watch

Write Run Read the log Correct

The agent turns a stated It submits the program to Notes, warnings, errors, It edits the program and

intent into a SAS program. the engine and waits for observation counts. The goes round again, until the
the result. engine already says log is clean.

exactly what went wrong.

Nothing here is new except step three. The SAS log has always been a precise, machine-readable
account of what the engine did. It just never had a machine reading it.



LIVE DEMONSTRATION

One analysis, end to end

I give the agent a task and a dataset, and then I stop typing. Watch four
things: what it writes, what it runs, what the log tells it, and what it does

about that.

Task — stated in plain English Engine — MCP server Human edits — none



BEAT ONE — GENERATE

It writes the program

From a sentence of intent to a program: it picks the procedure, the BY
variables, the options, the output. That is a series of analytical choices, not
a translation.

WATCH FOR

Which procedure it reaches for first
Whether it assumes the data is already sorted

What it does not ask me



BEAT TWO — EXECUTE

[t runs the program itself

No copy, no paste, no second window, no person carrying the program from
the model to the engine. The submission is a tool call, and it takes about as
long as pressing submit.

WATCH FOR

How little ceremony there is around the run

That the engine is doing the real work, not the model



BEAT THREE — IT BREAKS

Something goes wrong

This is the most useful moment in the demonstration, and the one I have
least control over. An agent that never fails tells you nothing about whether
you can trust it. An agent that fails and recovers tells you a great deal.

WATCH FOR

Whether the failure is loud or silent

Whether the agent notices unprompted



BEAT FOUR — READ THE LOG

The log is the feedback signal

Line numbers, variable names, observation counts, the difference between a
NOTE and an ERROR. A SAS programmer learned to read this over years. The
agent reads it in one pass, every time, without getting bored.

WATCH FOR

Whether it reads the whole log or just the first ERROR

Whether it reacts to warnings it was not asked about



BEAT FIVE — CORRECT

It fixes itself and runs again

The loop closes without me. I did not diagnose the error, I did not explain the
fix, and I did not re-run the program.

AND THE HONEST CAVEAT

A clean log means the program ran. It does not mean the analysis is right. Everything after
this slide is about that gap.




SO WHAT

The bottleneck moves from writing code to
trusting it

Production is now cheap and fast. Review, validation and reproducibility were already
the expensive parts of statistical programming — and they were sized for the volume of
code a person could produce in a day. That constraint just went away.




IMPLICATION ONE

Code review

The agent has already removed the class of
defects a log can catch. What reaches you is
code that runs.

Stops mattering

Syntax, missing semicolons, mismatched lengths, unsorted BY groups.
The log caught these before you saw them.

Starts mattering more

Did it answer the question I actually asked? Is that the right population,
the right denominator, the right handling of missing values?

And the new risk

Code that runs clean is more persuasive than code that doesn't. Fluency
is not accuracy, and a tidy log is not evidence.



IMPLICATION TWO

Validation and
reproducibility

The agent is, incidentally, a better record
keeper than any of us.

Every attempt is on the record
The program, the log, the failed version, the correction. An audit trail as
a by-product, not an afterthought.

The program is still the artifact

A chat transcript is not reproducible. The SAS program it produced is —
same code, same data, same engine, same answer. Keep the code, not
the conversation.

Unresolved

Who signs off, and against what? Nobody in this room has a validated
answer for that yet. Getting the question right is the current work.



IMPLICATION THREE

Write the test first. Then let the agent work.

An agent will iterate against whatever it can measure. A prose instruction gives it nothing
to measure; a test gives it a target it can hit, and a way to know that it has. Test-driven
development was good practice for humans. For agents it is the control surface.

A test is an executable spec It closes the loop for you And it holds the line

Expected values, edge cases, missing With a failing test in hand, the agent Every test written today is a regression
data, the boundary conditions you iterates until it passes. Your judgement caught next quarter — by an agent, at
actually care about — stated once, in goes into the test once, instead of into volume, without anyone remembering

code, and checked on every run. every review. why the rule exists.



IN PRACTICE

Automated coverage
compounds

This is how we build the engine, and it is the
same discipline we would put around any
agent doing statistical programming.

Every behaviour, pinned by a test
Procedure by procedure, option by option, we assert the documented
behaviour of the language and re-run the whole suite on every build.

The agent makes tests cheap

Writing tests was always the right thing and always the first thing cut for
time. An agent that writes and runs SAS removes that excuse — point it
at coverage first.

Coverage is what you hand to QA

A passing suite is evidence a reviewer can act on. It is a far better
deliverable than a program and a promise.



TO CLOSE

Three things to take away

01 Because the engine is reachable by API, MCP and local binary, the
agent can close its own loop — write, run, read, correct.

02 That makes producing SAS code cheap, which puts the whole cost of
the work into review, validation and reproducibility.

03 Write tests. Before you code, while you code, after you code. These
keep Al honest and aligned.

Questions

Lawrence W. Sinclair
Chief Executive Officer
Jenner Analytics Ltd
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